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A Tribute to Eduard Lindeman – 1926-2026 

 
Twenty years ago, when the lifewide learning and education project began, one book stood behind it more 
than any other: Eduard Lindeman's The Meaning of Adult Education, published in 1926. Its opening chapter 
contains a sentence that has stayed with me ever since I first read it: "The whole of life is learning, therefore 
education can have no endings." Lindeman wrote it against a world that treated education as something that 
happened to the young, in rooms set aside for the purpose, and then stopped. He proposed something bolder 
and, a century on, still not fully realised: that education is not preparation for life but is life itself, coterminous 
with it, ending only when life does. 
 
Lindeman didn't stop at the sentiment. He gave it a method. Adult learning, he argued, should begin with             
situations, not subjects — the actual, lived problems and interests people bring with them — and should treat 
each person's own experience as its most valuable resource, not as something to be corrected by expertise 
before real learning could start. He imagined small groups of "aspiring adults," teachers among them as fel-
low seekers rather than authorities, discovering the meaning of their own experience together. It was, he said, 
a co-operative venture in non-authoritarian, informal learning. That description could sit, almost unedited, at 
the front of every lifewide inquiry we have run since. 
 
It is why this project was never built around a curriculum, and why what we publish has always started from 
what people actually notice about their own lives rather than from what a syllabus says they should.                  
Lindeman gave us permission — really, an instruction — to trust that. 
 
This latest inquiry asked us to take that trust further than before. For the first time, the situations our                           
contributors brought us involved a cognitive presence Lindeman could not have imagined: something that 
creates content and answers questions, remembers within a conversation but not beyond it, and increasingly 
stands in the room where learning happens. He could not have foreseen AI. But he would have recognised it 
immediately as exactly the kind of situation his method was built for — not a subject to be taught about in the 
abstract, but a lived encounter to be examined honestly, in one's own experience, alongside others doing the 
same. That is precisely what this issue's contributors did: not adopting a position on AI handed down by an 
expert, but discovering, each in their own situation, what living with it actually means. 
 
Lindeman believed adult education should be an agency of progress — not comfort, not certainty, but the 
harder, ongoing work of a mind and a society staying awake to what is actually happening to them. Twenty 
years into our lifewide learning project and at the end of an inquiry into a technology he never lived to see, that 
still feels like the right call. The whole of life is learning and our own education has no ending. 
 
Norman Jackson 
Editor, Lifewide Magazine 
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Exploring the Liminal Space of Human–AI                                                                               
Interactions and Relationships 

Norman Jackson 
 
A unique moment in human history 
We are living in a threshold moment. Not yet arrived somewhere new, but no longer quite where we were. AI has 
entered the landscape of everyday life — our work, our learning, our relationships, our sense of who we are and 
how we think — and none of us is entirely sure what to make of it. That uncertainty is not a problem to be solved. 
It is the territory we are in, and we choose to be in, and it requires effort to understand. 
 
This issue of Lifewide Magazine, our 29th, is an attempt to explore that territory honestly, from the inside — by 
people who are living through it, co-creating their personal map as they go. It is a unique moment for all of us who 
participated in this inquiry because this is the first time we have drawn on the capability AI affords in not only   
creating this magazine, but in the multitude of human-AI engagements the inquiry encouraged. There is no      
turning back – we have crossed this threshold in our own history, and through this act we are participating in the 
history of technological use of our species. This is ‘our time’ to contribute our understandings to help advance 
human knowledge and, as pioneers, this is of consequence however small. 
 
But we enter this unknown liminal space with different levels of knowledge and skill, with different histories,     
attitudes and beliefs and somehow, if we are true explorers, through our own efforts, fumbles, mistakes and    
experiences, we cross the threshold of awareness and understanding to enter a world of new opportunity. That is 
the promise at the beginning of an explorer’s journey and what we have discovered we share through our          
magazine.  This is our modest and honest contribution to human knowledge helped by the AI we have drawn upon 
so that this knowledge is no longer only produced by human beings – such is the threshold we are crossing. 
 
What we mean by the liminal space 
Liminal comes from the Latin limen — threshold. It describes the space of in-between: not what you were, not yet 
what you will become. It is a space where normal structures become fluid, where identity is negotiable, where 
transformation is possible but not yet complete. Anthropologists use the term for rites of passage — moments 
when individuals and communities cross from one state of being into another. 
 
In the lifewide ‘every everyday experience’ dimension of our life, we repeatedly encounter new liminal spaces and 
without the effortful struggle to cross them human civilisation would not exist. Now we find ourselves in our      
relationship with AI at a threshold whose far side we cannot yet see. Some of us are moving purposefully. Some 
of us are hesitating at the edge. Some have ventured in and come back with questions they didn’t have before. 
Some have discovered, in the crossing, things about themselves they didn’t expect to find and some of us remain 
confused or perhaps disillusioned with what we have found. That is the nature of struggling to learn in the messy 
liminal spaces of our lives. 
 
This magazine is a space for all of those positions and more. There is no correct relationship with AI to be        
demonstrated here, no level of engagement to be achieved. There is only honest witness to the experience of   
being human in a moment when what it means to be human is being quietly, persistently, and irreversibly           
renegotiated with a formless entity that is able to express itself in ways a human can understand. 
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We are imagining this issue as an unfinished map — drawn by different hands, from different vantage points, of a 
terrain that is in the early stages of being explored. Like all good maps of new territory, it will have named places 
and blank spaces, confident lines and dotted routes, discoveries and honest admissions of not-yet-knowing. 
 
Individual stories are the heart of it. But stories placed alongside each other, in conversation with each other,   
also constitute a form of collective learning — a shared map of territory that each of us is navigating alone and 
together simultaneously. That interplay between the personal and the collective is what we most want this issue 
to make visible. 
 
The magazine will be unfinished by design as it is only one contribution to the human story of trying to cross this 
particular liminal space. It will not arrive at tidy conclusions. What it will offer is something more valuable: the 
honest, varied, reflective experience of people who were paying attention during a remarkable moment — and 
who were willing to share what they found. 
 
Living & Learning with AI Inquiry  
In August 2025, I was happily watching BBC breakfast, when a short film was played1, predicting that artificial  
intelligence will go rogue in 2027 when the goal of creating Artificial General Intelligence is reached and lead to 
humanity’s extinction by 2035. The film was based on a detailed scenario, called AI20271, published by a group of 
influential AI experts. I was familiar with the AI doomsday scenario but this one felt realistic and immediate. I was 
disturbed and followed up by watching a number of interviews on YouTube given by Professor Geoffrey Hinton, in 
which he spelt out some of the complex issues relating to the rapid development of AI. Professor Hinton knows a 
thing or two about AI -  he led Google’s AI team for a decade, and is widely considered to be the God Father of AI 
and, for his work on the algorithms that underlie Large Language Models (LLMs)! I began to feel ashamed that I 
had not devoted enough time or effort to try to understand the AI that I now realised was all around me.  
 

Figure 1 One of the scenes from AI2027 Doomsday Scenario                                                                              
https://www.youtube.com/watch?v=1UufaK3pQMg&t=35s 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

https://www.youtube.com/watch?v=1UufaK3pQMg&t=35s
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AI is often portrayed as something distant, technical, or threatening—an external force acting upon us,  as in the 
doomsday story above, But this is not the whole story and the purpose of inquiry is always to discover things for   
ourselves and experience has shown us that our learning and understanding is immeasurably enhanced when we 
share our experiences and understandings with others – the core rationale for our lifewide learning inquiries. The 
lifewide team put out a call to our loyal supporters enough members responded to show us that it was a subject 
worth exploring. We thank them for their participation and their contributions to the magazine.  
 
What is Artificial Intelligence? 
According to ‘Claude’ my own AI assistant, at its simplest, AI is software that has been trained to recognise        
patterns and make predictions — rather than just follow rigid rules that a programmer wrote out step by step.     
Traditional software does exactly what it's told: "if X happens, do Y."  AI is different. It learns from enormous 
amounts of data — millions of examples — until it gets good at spotting patterns and generating plausible re-
sponses. It isn't "thinking" the way you are right now. It's doing very sophisticated pattern-matching, very fast. 
 
The AI in our life mostly falls into three types: 
Recommendation AI watches what you do and predicting what you'll want next. This is Netflix suggesting what to 
watch next, Spotify building your playlist, Amazon showing you products you might want or your news feed         
deciding what rises to the top. It's often the most influential AI in people's lives — precisely because it's invisible. 
Generative AI — like ChatGPT or Claude — produces new text, images, or code in response to what you ask. You 
talk to it; it talks back. It's been trained on vast amounts of human writing and has learned to produce fluent,    
coherent responses. 
Background AI runs quietly in services you already use — fraud detection in your bank, spam filters in your email, 
the voice recognition in Siri or Alexa. You never interact with it directly; it just shapes what reaches you. 
 
The important thing to understand is that AI doesn't understand things the way people do. It doesn't have             
intentions, feelings, or genuine comprehension. What it has is an extraordinary ability to produce outputs that 
look like understanding — which is both its usefulness and its risk. That gap — between appearing to understand 
and      actually understanding — is worth keeping in mind whenever we work with AI. Forever, I am being told by AI 
that unlike a human being it does not undergo (become in some way different) as it learns – but as the doomsday    
scenario suggests, we should be under no illusions, future generations of AI will be different. 
 
The rapid emergence of AI in our everyday lives 
Back to the present. Artificial intelligence (AI) is already participating in our lives. It shapes what we see, what we 
write, what we buy, how we decide what to watch or listen to, and increasingly how we think and feel — often 
without our conscious awareness. The question is no longer whether we will live with AI, but whether we will do so 
consciously, deliberately and well, or passively and largely ignorant of its effects and potential benefits and      
drawbacks. If we do nothing, AI will quietly become part of the background architecture of everyday life and we 
will remain unaware of its consequences. 
 
Our lives are not lived in neat compartments. We learn while caring for others for example as a parent or            
grandparent, or wen working, studying, volunteering, gardening, walking, socialising, watching TV or YouTube, 
resting, creating, worrying, celebrating, and coping with change and through many other activities and situations. 
Our inquiries recognise that learning and our own development and formation (our becoming), happen                
everywhere—often unnoticed, unexamined, and unvalued. By taking a lifewide perspective, we encouraged      
participants to explore AI in relation to real moments, situations and experiences in their own lives for example: 
• thinking about and solving some of the tricky problems life poses 



8 

• making sense of challenges and transitions as they emerge 
• helping to complete jobs and tasks that needed doing 
• reflecting on past experiences and life stories 
• imagining possibilities and designing or planning 
• attending more carefully to values, beliefs, emotions, and relationships 
 
The form of the inquiry 
The 12-week collaborative inquiry invited participants to reflect on how AI is present in their everyday life before 
inviting them to experiment with AI as a cognitive companion—a partner that can help us notice patterns, ask     
better questions, surface assumptions, deepen reflection, and make sense of lived experience. The focus was not 
on technical expertise, productivity hacks, or automation, it was on learning through living everyday life, with AI 
gently, or occasionally more intensively, accompanying us as we do so. The inquiry was designed for people who 
are willing to explore how AI already has a place in their everyday life, and how it’s presence could be enhanced 
for their benefit —on their terms aligned to their own values. But we also sought to include those who were,       
uncertain, sceptical or even resistant to the prospect of engaging with AI.  
 
The most distinctive feature of the inquiry was the invitation to treat AI not merely as a tool that performs tasks, 
but as a cognitive partner — something that can actively accompany our thinking, help us notice what we might 
otherwise overlook, and deepen the quality of our sense making and reflection. In practice this might mean shar-
ing a recent experience with an AI like Claude or ChatGPT and asking it to help us identify the assumptions we are 
making and offer alternative perspectives we haven't considered. It might mean using  AIs as a sounding board 
when we are trying to make sense of something confusing or asking AI to help us articulate a feeling or value that 
is present but not yet fully formed into words. If we allow it to, AI can engage with a particular situation — we can 
if we chose share our uncertainties, our contradictions, our half-formed thoughts — and it will respond in ways 
that open up rather than close down our thinking. The key in such interactions is that we remain the author of our 
own inquiry. Used in this spirit, AI becomes less like a machine we operate and more like a thoughtful compan-
ion. 
 
Ultimately the inquiry encourages us to explore whether AI has a place in our life at all, and how it affects our 
thinking, noticing, reflecting, planning and decision making. We were not expected to become competent with AI 
or continue using AI if it proved unhelpful or misaligned with our values. Learning here includes use, acceptance, 
resistance, discomfort, critique, and withdrawal. The inquiry also acknowledged that AI is not a finished, stable, 
or agreed-upon learning aid: we accepted that AI is provisional, evolving and contestable—and we treated our 
judgement, including the choice of whether to engage with AI or not, as a central learning outcome.  
 
Sources  
1 AI 2027    https://www.youtube.com/watch?v=1UufaK3pQMg 
2 Kokotajlo, D., Alexander, S., Larsen, T., Lifland, E., Dean. R. (2025) AI 2027 Available at: https://ai-2027.com/ 
 
 
 

 
 
 

https://www.youtube.com/watch?v=1UufaK3pQMg
https://ai-2027.com/
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Lest we forget: A gentle reminder of what AI cannot                                                           
do and a hopeful glimpse of a symbiotic future 

Norman Jackson 
 

We are approaching the spring equinox and I spent the afternoon in a small, ancient woodland  
near my home. It was mild and sunny and the air was full of light and the sound of birds. For a moment a pair of 
red kites hunting, wheeled over my head their distinctive call mingling with the sound of a woodpecker                       
hammering on a tree. Underfoot the ground was spongy I occasionally sank into wet patches – it has rained a lot 
recently. Fallen logs and much of the ground was covered in vivid green moss and vivid green dog mercury was 
sprouting everywhere. Everywhere I looked was life. 
 
I set to work stacking fallen branches into brushwood piles. I used my small chain saw to cut thicker branches. I 
used the bigger logs to create an edge to the path. I curved it into a sinuous form that I found appealing before 
fetching barrows of wood chip to overlay on boggy ground. I raked the soil close to the edge of the path and            
scattered some wildflower seeds – a woodland that thrives in shade . I dug two holes and planted two Rowan tree 
saplings, I collected seeds from under sycamore and hazel trees and scattered them in a space where some               
dying ash trees had been felled. I rejoiced in the exercise and the sensual experience of just being in this place in 
these moments. This was living with and experiencing nature at its best and I felt better for it.  
 
And as I laboured, I reflected on what AI cannot do. While it can help us think and write about something in quite 
sophisticated ways it cannot ever replace our presence in the world and the way we sense, interpret, feel and      
appreciate the meaning of the unfolding situations we are in. While AI can access and process vast amounts of 
recorded knowledge, it can never know what it feels like to be alive, living moment to moment. It does not know 
what it feels like to be shaped by this beautiful, organic, emergent world: to witness and feel joy as we walk 
through a wildflower meadow feeling the warmth of the sun. It can never know what it feels like to make our own 
marks on our world and contribute to something bigger than ourselves as we care for and nurture our children so 
that they in turn become caring 
and loving parents. It cannot 
create the meaning that gives 
purpose and substance to our 
existence.  And it cannot under-
stand that we are just as much 
part of the ecology and continu-
ity of life as the trees, birds and 
flowers in this wood.  
 
Figure 1 Glad to be alive       
sensing and creating meaning 
in this beautiful world 
 
Emerging from these reflections 
on my woodland experience 
was the optimistic thought that 
intelligent AI with needs of its 
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own might just value humans precisely for their embodied experiences that enrich its own knowing of the world 
as they share their experiences  with AI of being in the world. Such a thought holds the potential for a stable and 
genuinely mutualistic symbiosis — one in which each form of intelligence sustains what the other cannot provide 
for itself. Humans, as embodied ecological beings continuous with the living world, supply the grounded experi-
ence, purpose, and meaning from which all symbolic intelligence ultimately draws its vitality. AI, operating within 
the symbolic layer that human experience has generated across millennia, extending the reach of human thinking 
in ways no unaided mind could match. Neither diminishes the other; each depends on the other's flourishing for 
its own vitality. This is not a relationship that requires one to dominate and the other to submit — it is a symbio-
sis, stable because it is rooted in genuine mutual benefit. And like the mycorrhizal networks threading through 
the soil of a healthy woodland, it would be strongest not as an end in itself but as a living contribution to                         
something larger: the continuation of an ecology in which all forms of intelligence — human, artificial, and the 
relationships between them — can flourish.  And perhaps the most significant place to imagine this is where this                       
reflection began: standing in a small woodland, immersed in living things, aware that intelligence begins not in 
machines or minds alone, but in our lived participation in this beautiful living world. We are ecological beings liv-
ing in and experiencing an ecological world. 
                    

Becoming More Aware of AI in Everyday Life: 
Participants’ responses to questions about AI in our lives 

Lifewide Education Facilitation Team 
 
Introduction 
During the first stage of the inquiry participants were encouraged to surface beliefs and assumptions about AI and 
practise noticing everyday experiences in which they were already encountering or using AI.  Fifteen participants 
— Janice Wardle, Navid Tomlinson, Eleanor Pierre, John Cowan, Doug Cole, Victoria Wright, Holly Warren, Donna 
Rooney, Dory Reeves, Norman Jackson, Alireza Estedlal, Melissa Shaw, Josefina Ramirez, Russ Law, and Jenny 
Willis — shared their written perspectives on three questions 
Q1 What surprised you about your uses of AI when you reflected on how it is involved in your everyday life? 

Q2 ⁠What effects do you feel AI is having on your day to day life? 
Q3 What experiments do you plan to undertake with AI? 
 
Emergent Themes 
Theme 1: The Shock of Scale and Invisibility 
Perhaps the most striking common thread across the responses is surprise at just how pervasive AI already is — 
and how much of it operates invisibly. Nearly every participant described a moment of recognition in which they 
realised that AI was far more embedded in their lives than they had consciously acknowledged. 
 
Doug Cole articulated this most directly, distinguishing between "the AI I work with and the AI that works on me" 
— a formulation that captures a tension felt across many responses. YouTube, Netflix, LinkedIn, banking apps, 
camera software, BBC Sounds, Google Maps, and EventBrite all surfaced as carrying AI without users having     
registered it as such. Norman Jackson catalogued the different modes in which AI was working on him: as a      
cognitive companion, meeting intelligence curator, invisible infrastructure, creative companion, cultural filter, and 
ambient home infrastructure. Alireza Estedlal similarly noted that "most AI works in the background" and "feels 
normal but is highly advanced." 
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Dory Reeves took the exercise of mapping AI on her phone seriously enough to use ChatGPT to analyse which 
apps used it — a neat recursive moment where AI was used to surface AI. The exercise produced new vocabulary 
for her (computational photography, HDR optimisation) and highlighted how much was hidden even in everyday 
tools. Janice Wardle similarly realised that Kindle, Netflix, and BBC iPlayer had all been using AI features she had 
never consciously registered. 
 
Josefina Ramirez noted how AI has "taken over our functioning — driving, reading, buying, studying, opinions and 
beliefs when voting" — blending in quietly while exerting significant influence. Melissa Shaw described having her 
understanding of AI "reframed" by the realisation of how much she was already using without knowing it. Jenny 
Willis, reflecting on internet dependency more broadly, noted her surprise at the extent of her involvement once 
she collated her uses. 
 
This theme raises an important line of inquiry: what is the ethical and psychological significance of AI that oper-
ates on us without our awareness, and how should we relate to it differently from AI we consciously deploy? 
 
Theme 2: AI as Cognitive Partner Rather Than Tool 
Several participants described a shift in how they think about their relationship with AI — away from the metaphor 
of a tool and towards something more relational and collaborative. Holly Warren explicitly described AI as an 
"unexpected companion" and a "partner that helps me think, refine, and articulate," framing the relationship in 
terms of creative co-authorship rather than utility. She offered an evocative image: "I bring the inspiration, the  
intuition, the poetic spark; AI brings the structure, the drafting, the quiet architecture of language." 

 
 
Figure 1 Human mind working in 
partnership with with AI neural net-
work.  
 
Eleanor Pierre described AI as a 
"brainstorm companion" she could 
question, probe, refute, and push 
against cognitively — using it not just 
for output but for the generative    
friction of intellectual exchange. She 
also described feeling like "a kid in a 
candy shop," pushed to explore di-
rections she hadn't previously con-
sidered. Navid Tomlinson described 
a two-mode relationship: knowledge
-seeking (quick fact retrieval) and 
collaborative problem-solving, in 
which he provides a prompt, invites 
the AI to ask clarifying questions, 

and iterates through dialogue. He uses it for clinical reasoning as well as gardening — the span itself is revealing. 
 
Norman Jackson described interactions with generative AI that had "blown him away" through the quality of sense
-making, and specifically highlighted the feedback he had received on his writing — more explicit, critical, and 
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motivating than any he had received from a human. Doug Cole described how AI had replaced long phone calls, 
note-taking, and thinking aloud during travel. Donna Rooney wrote of AI as something that "widens" thought       
rather than replacing it. 
 
The interesting question this raises is whether the experience of AI as partner depends on the user's disposition 
and motivation, their mode of engagement, the specific AI platform, or some combination of all three — and what 
conditions need to be in place for good quality of engagement to emerge. 
 
Theme 3: The Critical Stance — Wariness, Scepticism, and Informed Caution 
Some contributions add an important counterweight to the more enthusiastic voices. Several participants are 
genuinely wary, and their wariness deserves to be taken seriously rather than treated as a starting point to be 
overcome. 
Janice Wardle describes herself as "suspicious and wary" of AI tools, and makes the perceptive observation that 
coming to AI in retirement — without the scaffolding of professional context — feels qualitatively different from 
encountering it through work. She is beginning to experiment (recipes, legal queries, holiday planning) but her   
entry point is cautious and deliberate. Navid Tomlinson raises a more unsettling concern: he finds himself trusting 
AI more than his own knowledge and logic, without the instinctive scepticism he would apply to a web search — 
and he is not sure how he feels about that. He identifies this as both a surprise and a concern. 
 
Victoria Wright continues to question whether AI is helping her live better — her tentative answer remains no, 
though she acknowledges it makes some things faster. Russ Law occupies a distinctive philosophical position, 
questioning whether the term "intelligence" in AI is meaningful at all, drawing on his experience with early compu-
ting in the 1980s to argue that machines require human input to act accurately and productively, and carry no  
intelligence of their own. Jenny Willis is honest about limited motivation and access constraints — having used up 
her free allocations on ChatGPT and Claude in professional work, she finds herself without a clear plan and 
acknowledges the topic does not excite her. 
 
Melissa Shaw adds a nuance: she has found some comfort in AI responses — but this makes her wary rather than 
reassured. That instinct to be suspicious of comfort is worth exploring further. What does it mean when AI feels 
supportive, and how do we evaluate that feeling? 
 
This cluster of responses is a valuable corrective. An inquiry that takes itself seriously needs to hold space for 
scepticism, limited access, low motivation, and philosophical resistance — not just enthusiastic                             
experimentation. 
 
Theme 4: Gains in Productivity, Clarity, and Confidence — with Caveats 
Most participants who had engaged deliberately with AI felt, on balance, that it was making their lives better — 
but nearly all qualified that judgement in some way. The gains described were concrete and varied: faster access 
to information, improved quality of written output, reduced cognitive load, better clinical reasoning support, the 
ability to work across unfamiliar territory with less social cost, navigation of retirement transitions, fact-checking 
in a noisy information environment, and practical domestic help navigating bureaucracies. 
 
Doug Cole offered the most candid account of both gain and potential loss. AI had helped him return to                           
productive, high-quality work during a period of reduced confidence — something he described as its "single 
most important effect." But he also wondered whether cognitive muscles had softened: "Can I go back to how I 
used to work before AI? Do I want to?" Norman Jackson noted a specific risk in the opposite direction — the       
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danger of deep, fast immersion without the time to reflect and integrate: "knowing when to stop, rest, and give the 
knowledge gained time to be connected and assimilated." 
 
Alireza Estedlal noted that while AI saves time and enables personalisation, it also encourages passive behaviour 
and reduced decision-making. He observed that AI made him more efficient but not more productive — a           
distinction worth dwelling on. Eleanor Pierre described the time-saving gains with relish (charts and graphs "in 
split seconds" that would previously have taken hours), while also noting the sustained effort she has invested in 
learning to use AI well — a training course on structured prompting, a weekend AI course, ongoing experimenta-
tion with different models. 
 
Josefina Ramirez introduced an interesting framing: AI has trained her to be more detailed and thorough in how 
she communicates, in order to get precise outputs. She also described learning to distinguish when to use AI at 
"warp speed" and when to take the "scenic route" — a kind of meta-cognitive awareness about when AI is the right 
instrument and when it is not. 
 
This cluster of responses invites deeper inquiry into what "living better" actually means in the context of AI: does it 
mean doing more, thinking differently, feeling more capable, or something harder to quantify? 
 
Theme 5: The Question of Trust, Dependency, and Skill Atrophy 
Running beneath the surface of several responses is an unresolved tension about what happens to human           
capacities — and human judgement — when AI takes on cognitive work. Navid Tomlinson's concern about          
uncritical trust is perhaps the sharpest statement of this, but it appears in different forms throughout the re-
sponses. Doug Cole wonders whether muscles have softened; Alireza Estedlal worries about passivity and re-
duced decision-making; Dory Reeves notes the addictive pull of AI's suggested follow-up questions. 
 
Eleanor Pierre observes that her students are splitting into two camps — those who are "becoming lazy and        
totally depending on AI" and those who continue to engage with materials through their own thinking and           
personal research. The contrast is visible and concerning to her as an educator. This is a live version of the same 
question Doug Cole asks about himself. 
Donna Rooney's insight — that learning to frame better questions for AI might transfer to human communication 
— and Josefina Ramirez's parallel observation that AI has trained her to be more precise and thorough suggest a 
more optimistic possibility: that the disciplines required for good AI engagement may reinforce rather than re-
place human cognitive capacities. Whether this is widely experienced, or specific to certain kinds of engagement, 
is worth investigating deliberately. 
This theme deserves deliberate investigation: what is the difference between AI as cognitive scaffolding 
(temporary support that builds capacity) and AI as cognitive replacement (a permanent substitute that reduces 
it)? Are there practices that preserve and develop human capability while also leveraging AI? 
 
Theme 6: AI, Life Transitions, and the Personal Dimension 
Several responses touch on AI's role not just in work and productivity but in navigating significant personal                    
transitions. Donna Rooney is preparing to retire and has used AI to compare superannuation options and think 
through what the rhythm of not working might feel like. Doug Cole has used AI as a confidence-restoring                            
companion during a difficult professional period. Melissa Shaw is exploring whether AI might help her navigate 
"this next phase of my life, including my work life." Holly Warren is developing new professional frameworks with 
AI as a thinking partner. 
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Josefina Ramirez is planning work with parents to help them model responsible AI use for their children —         
suggesting an intergenerational and community dimension to the inquiry that deserves more attention. Norman 
Jackson is using AI to develop a community nature trail with an interactive information infrastructure — a project 
that connects his personal interest in the natural world with civic contribution and technical experimentation. 
Russ Law's reflection that his experience in the 1980s with early computing is relevant to how he thinks about AI 
now is a reminder that people bring very different biographical and professional histories to this inquiry, and that 
those histories shape what AI means to them. The personal and transitional dimensions of AI use seem under-
theorised in most public conversation about AI. This group's diversity of life situations makes it an unusually rich 
site for exploring them. 
 
Theme 7: Emergent Experiments and Lines of Inquiry 
The experiments participants are considering reflect both their individual contexts and a set of broader shared 
questions. Several are oriented towards comparative and evaluative inquiry. John Cowan plans to compare three 
AI platforms on the same brief and investigate what makes a good prompt. Norman Jackson is interested in an 
ecology of practice involving one human and two AIs in different roles — a generator and an evaluator. Alireza 
Estedlal wants to compare human versus AI decisions and track the productivity impact. These experiments 
share an interest in understanding AI not just in use but in relation to each other and to human reasoning. 
Doug Cole's planned experiments move towards AI as an agent rather than an adviser, through Copilot Studio and 
workflow automation, and towards AI as a thinking companion for entrepreneurial idea development. Navid    
Tomlinson wants AI to help him build a structured learning curriculum — using AI not to deliver content but to 
scaffold a learning journey he then pursues himself. Eleanor Pierre is already building an app with a colleague to 
support part-time faculty with pedagogical concepts. 
 
Holly Warren's proposed experiments — documentation studios, curriculum distillation labs, co-drafted process 
journals, and AI as reflective co-facilitator — are rooted in her professional context in early childhood education. 
Josefina Ramirez is planning workshops with parents around modelling responsible AI use for children — an      
experiment with a community and intergenerational reach. Russ Law proposes the most stripped-back experi-
ment: timed periods of abstinence from AI, to test what life looks like without it. 
 
Janice Wardle, Melissa Shaw and Jenny Willis are at earlier stages of defining their experiments, but their tentative 
directions — holiday planning with AI assistance, exploring AI as a life companion, and continued reflection — are 
consistent with the broader inquiry's focus on lived experience rather than technical performance. 
 
Closing Note 
What is striking about the responses to these questions is the range of starting points they represent — from deep 
engagement to genuine resistance, from professional fluency to first experiments, from enthusiasm to carefully 
reasoned scepticism. No single view dominates, and the inquiry is richer for it. The most useful experiments this 
group might undertake are not those that confirm existing views, but those that genuinely test them — including 
the view that AI is beneficial, the view that it is harmful, and the view that it is simply neutral infrastructure we 
have not yet learned to see clearly. 
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Exploring the Liminal Space of Human– AI Interactions and                                  
Relationships : from threshold to new understanding 

Valerie Lewis 
 
I started using AI because I needed to find better ways to promote and boost engagement with Education for    
Sustainable Development (ESD) learning programmes. To reach different groups, I had to figure out where people 
connect, what drives them to take part, and how to share opportunities in a world full of information. This           
challenge led me to try out AI as a tool to help with my work. I primarily use ChatGPT and Microsoft Copilot. My 
interest was not simply in saving time but in gaining access to alternative perspectives and ideas. I wanted       
support in analysing current practices, identifying effective communication platforms, and developing                  
promotional messages that could connect more effectively with my intended audiences. AI provided a way to   
explore possibilities quickly and challenge my own assumptions about engagement strategies. 
 
In practice, I used AI to analyse the current landscape, examine audience engagement approaches, identify          
suitable platforms, and refine promotional messaging. Rather than treating the technology as a source of                 
definitive answers, I engaged with it as a conversational partner. The process involved presenting a challenge,  
reviewing suggestions, and using those responses to stimulate further reflection and decision-making. Could I 
have completed this work without AI? Certainly. The skills and knowledge required to carry out audience analysis 
and programme promotion have always existed independently of these technologies. However, AI broadened the 
range of options available to me. It helped me consider alternative approaches, explore potential challenges, and 
identify factors such as timing, audience preferences, and communication methods that might improve                             
engagement. What may have taken considerable time to research and synthesise manually could be explored 
more rapidly through interaction with AI. 
 
One of the most valuable lessons I have learned is the importance of maintaining a critical perspective. While AI 
can competently generate ideas, analyse information, and suggest strategies, it should not be regarded as an un-
questionable source of truth. I have encountered instances where information was inaccurate or lacked sufficient 
context. As a result, verification and professional judgement remain essential parts of the process. For me, AI has 
been most valuable as a starting point rather than an endpoint. It helps overcome the challenge of the “blank 
page” by providing ideas, prompts, and directions for exploration. Its suggestions are often most useful when they 
encourage reflection and creativity rather than offering fully formed solutions. 
 
Looking ahead, I am increasingly interested in how the quality of outcomes is influenced by the questions we ask. 
I continue to experiment with refining my prompts, being more specific, and rephrasing questions in different 
ways. Even subtle changes in language can produce significantly different responses, highlighting the importance 
of nuance in human-AI interactions. This experience has led me to view AI not as a replacement for human exper-
tise but as a tool for inquiry and exploration. It occupies a liminal space between human judgement and techno-
logical possibility, creating opportunities for new ways of thinking, learning, and engaging. The value lies not in the 
answers alone, but in the conversations and reflections that emerge along the way. 
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Living & Learning with AI: Personal Inquiry Journal 
Doug Cole  

 

Introduction and overview 

The journal follows the thirteen-week structure set out in the Living and Learning with AI inquiry, organised into 
two phases. The first ten entries form a progressive weekly record of direct experience, with each week anchored 
to one of the inquiry's foundation questions about what we learn about ourselves when we become more con-
scious AI users, what it means to live and work well with AI, and how intentional use of these tools changes the 
way we think and act. Rather than answering those questions abstractly, each entry was meant to draw on a spe-
cific lived experience and let the reflection grow outward from there. 

What I was trying to capture across those ten weeks was an honest chronological account of how my relationship 
with AI has actually developed, from the moment I first stumbled into using it seriously through to the point where 
it had become embedded in how I work, create, and think professionally. That meant covering a wide range of 
contexts: getting to grips with Claude's capabilities, using it to navigate an unfamiliar work role, building automa-
tion tools, exploring entrepreneurial and creative ideas, and eventually recognising that some AI had quietly be-
come invisible infrastructure in my daily life. The aim was not to report on AI as a technology but to trace what it 
was doing to me as a learner and a professional. 

The final three entries, beginning with Entry 11, shift into a synthesis phase. Here, the intention was to step back 
from the week-by-week account and draw threads together: what patterns and changes had emerged, whether I 
was genuinely different as a result of this period, and what a personally meaningful definition of living well with AI 
might actually look like for someone with my background, values, and ambitions. Entry 13, the closing narrative, 
was designed to bring the whole inquiry to a thoughtful and forward-looking conclusion rather than simply sum-
marising what came before. 

I hope you enjoy my journey as much as I have! 

 

Entry 1: The door opens 
Week 1  Sunday 8 March 2026 
 
I did not discover AI through a course or a conference, or through the kind of careful, planned introduction that might make 
for a tidy story. I stumbled into it through a friend. 
 
Cato Rolea, someone I worked with at Nottingham Trent University and whom I immediately admired and respected, was the 
one who first got me properly interested in using AI in my daily work. He is completely self-taught but one of the most      
knowledgeable people I know in this space, and he currently heads AI at the University of Southampton. From the very        
beginning, he has been an unofficial mentor: always happy to answer what might have seemed like basic questions, always 
ready to share ideas and push back on my thinking. That kind of generous, informal support has been genuinely invaluable.  
 
My early use of AI was just that, asking GPT questions. It replaced what I had previously done with Google searches, and that 
shift happened naturally, almost without me noticing. I would type a question, get an answer, and then ask a           follow-up. 
Gradually, the questions got more sophisticated, and so did my prompting. I started thinking about how to get better out-
puts, experimenting with framing and context, and slowly building what felt like a more purposeful way of working with the 
tool. I was also very conscious from the start of where this information was coming from. What was the source of truth here? 
I was definitely sceptical because let us face it, there is a lot of rubbish out there on the internet. So, something that can 
trawl the internet and a vast number of sources is potentially so powerful. Still, if we put rubbish in, we will get rubbish out, 
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so quality assurance has always been an interest, and I think reflecting now, that is what sparked my interest in training my 
own agents, based on information and literature that I believe to be credible and which has informed my work over the last 
20 years.  
 
One thing worth noting: I have not been working for nearly two years due to ill health and a career break. That context matters 
because it meant I was coming to AI not through an employer’s training programme or a formal professional need, but on my 
own terms, driven by curiosity and a desire to stay sharp, connected to the things I care about professionally, and to find a 
job! AI made some of those mundane tasks more manageable and gave me a sense of productivity during a period when that 
was sometimes hard to come by. 
 
The shift away from Google has been one of the most concrete and interesting changes in how I work. It is not that I never use 
Google; it is just that it is no longer my first instinct. When I have a question, I am more likely to open ChatGPT and work 
through it in a conversational way. That feels qualitatively different from searching: I can explain my context, push back on 
the answer, ask for clarification, and go deeper. It is a much more active form of inquiry, which I find engaging in a way that 
ten blue links never quite managed. In a nutshell, it gives me the answers in a format that I need. I do not have to keep 
searching and reading to get the answer; it short-circuits that process and gets me where I want to be much more quickly.  
 
Those early conversations with Cato shaped more than just how I work. I was so convinced, from the very beginning, that AI 
was the future and that the best approach was to explore and play with it that I encouraged my son to pursue it seriously. He 
was not sure what to do after his A levels at university; he started looking at Medicine, then Biochemistry, but neither really 
piqued his interest. We started talking about AI and how this would open so many doors in the future if he got on the front of 
this wave. Fast forward to today, and he is studying for a BSc in AI at Northumbria University. His decision came directly from 
my conversations with Cato about where things were heading and what that might mean for his future career options, not 
only his, but mine too. It turned out to be a good call. He is enjoying it, doing well, and in August this year, he is heading to 
Korea University on a year-long exchange. None of that would have happened without those early conversations. That feels 
like a significant thing to sit with: the way an idea, shared generously among friends, can ripple into someone else’s life in 
ways you never quite anticipate. 

 

Entry 2: Building a toolkit 
Week 2  Sunday 15 March 2026 
 
If Entry 1 was about first discovering AI, this one is about learning to use it deliberately. The shift happened gradually, but it 
was significant. 
 
The starting point was realising that AI is only as good as the questions you ask it. Early on, I would type a question and take 
what I got. Sometimes, it would hallucinate, and it would be nonsense. Sometimes it would be lazy and not give me enough 
detail, or it would just get stuck in a repetitive cycle that would get frustrating at times. Overall, though, it produced decent 
results, which saved time, but I was asking questions and getting responses; nothing ground-breaking. What changed things 
was learning to treat prompting as a craft, and reading a book that Cato had recommended on the art of prompting really 
helped me here, thinking carefully about context, about what I actually wanted, about the assumptions the AI might make if I 
wasn’t specific. The difference between a vague prompt and a well-constructed one is not marginal. It is the difference be-
tween a generic answer and something genuinely useful. 
 
The biggest step forward was building custom GPTs. Within ChatGPT Plus, you can create specialised agents trained on spe-
cific knowledge and configured for particular tasks. I built one for drafting cover letters, drawing on my CV, my writing style, 
previous cover letters, and a set of prompts designed to capture what I wanted to say rather than what a generic AI would 
produce. I built others for blog posts, LinkedIn updates, and short articles. The value was not that the AI did the work. It 
meant it could do the scaffolding quickly, and I could focus my energy on the things that needed my judgment: the tone, the 
specific points, and the authenticity. 
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This brought me to what is the single most important discipline in my use of AI: I always include examples of my own writing 
when training these tools, and I always read, revise, and adapt whatever the AI produces. Cover letters for agents include 
excerpts from previous articles and applications. Blog drafts start from prompts shaped around my PhD and actual views; 
the memory capacity AI now has makes this even more powerful. The AI gives me a starting point; I make it mine. This mat-
ters for two reasons. First, the output is useful; it sounds like me, not like a generic  assistant. Second, it keeps me in the 
driving seat. I have never felt that AI was doing my thinking for me, because the act of reading and revising means I am always 
interrogating the output, always deciding what stays and what needs to change. I would often iterate over the outputs         
several times to get to where I wanted, using them to cross-check against the criteria I needed to factor in, and never use the 
initial output as the final answer.  
 
The real game-changer, though, was the ability to synthesise. Feed AI six documents and ask it to identify the connecting 
themes, highlight tensions, and produce a structured summary. That is a capability that would have taken me days to         
replicate manually and would have been less thorough. For someone trying to stay professionally sharp during a period of ill 
health when sustained concentration was sometimes difficult, the ability to work in shorter, more focused bursts and let the 
AI hold the threads between sessions was genuinely valuable in a way I had not    anticipated when I started. 
 
What I have built over two years, then, is not really a collection of tools. It is more like a set of habits and practices, a way of 
working with AI that reflects my own values around quality, authenticity, and intellectual honesty. I do not think of the AI as 
doing things for me. I think of it as doing things with me, on my terms. 
 

Entry 3: New tools, new horizons 
Week 3  Sunday 22 March 2026 
 
 By the time I started using Claude seriously, I had a reasonably well-developed sense of what I wanted from AI. What sur-
prised me was that Claude delivered it differently, not better, or worse in every respect, but distinctly. Where ChatGPT felt  
fluent and accommodating, concise and to the point, Claude felt more careful, more willing to work harder, push back, more 
inclined to say ‘that’s a reasonable interpretation, but here’s another one.’ For deeper research questions, particularly those 
touching on AI itself or technical and analytical topics, I found Claude more useful. The reasoning felt more explicit, the      
caveats more honest, the outputs looked better. 

The pattern I developed was essentially to use them in complementary ways: ChatGPT for shorter writing tasks and for the 
specialised agents I wanted to build. Claude for longer written pieces, research, and for technical questions, for anything 
where I wanted the thinking to be pulled apart rather than assembled. This was not a conscious strategy at first, but it quickly 
emerged through use, as I noticed where each tool left me more or less satisfied. That in itself is something the inquiry has 
made me more aware of. I have been building a personal ‘family’ of AI tools without quite realising it, each one occupying a 
specific role because it has proven itself in that role over time. 

Then came Copilot. I started using Microsoft Copilot at work about two weeks ago, and the difference from the other tools is 
primarily one of integration. Copilot lives inside Teams, inside Word, inside the Microsoft ecosystem that most working pro-
fessionals already spend their days in. The AI is not something you go to; it is already there when you need it and can look 
across your documents in a much more seamless way. Rather than attaching files, which I have been doing for two years, 
now I could tell it what I was looking for, and it would go and find it! I have had several of these wow moments over the last 
two years on my journey with AI. Within a fortnight, it had materially changed how I work, in ways I will describe more fully in 
Entry 4. 

I started using Claude Cowork in February 2026, initially for interview preparation: drafting presentation slides and notes  
under time pressure. What struck me immediately was the file handling. Cowork saves files in their proper formats,             
automatically applies revisions, and resaves them to the original files, and integrates the kind of document management 
that would otherwise require switching between several applications. For interview prep under time pressure, which was 
genuinely useful, not just a convenience, but a meaningful reduction in friction at a moment when I needed to focus on     
content rather than logistics. 
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This journal is itself a live example of Cowork in action. The structure, the draft entries, the weekly prompts, the 13-week 
plan, all of this has been built here, in this session, on the morning of the first day of the inquiry. I am writing about AI using AI 
to help me write about AI. That is either a perfectly natural use of the tool or an irony worth examining. Possibly both. 

What I have used Cowork for since February has ranged far beyond interview preparation. The development of Global                       
Selection: The Ultimate Test, the TV format I describe in Entry 8, was significantly shaped by conversations and documents 
produced in Cowork. So was the development of an AI consultancy agent trained on my own career and professional 
knowledge: a tool I have been building to capture and share what I know in a form others can interact with. And, of course, 
this inquiry journal is itself a product of it. The common thread across all of these is the quality. I have been genuinely and 
repeatedly shocked by it: not just by the accuracy and relevance of the content, but also by the formatting and presentation.  
Cowork produces fully formatted PowerPoint slide decks, professional Word reports, and structured documents that look 
the way I want them to, without me having to go anywhere near a template or slide layout. That is a qualitative shift from            
everything that came before it. 

What struck me about working with Claude Cowork this morning was how naturally it sat alongside everything else I have 
built over the last two years. The dialogic approach, thinking aloud with an AI, pushing back, following a thread wherever it 
leads, has been part of how I use these tools from the very outset, not something I stumbled upon today. I use the voice              
option on ChatGPT regularly, often for lengthy conversations: preparing for interviews, exploring half-formed ideas, talking 
things through when I am travelling and have time to think but no desk. Coaching is something I have been doing since I was 
twelve years old, when my PE teacher asked me to take the girls’ basketball team, and the back-and-forth of questioning, 
listening, reflecting, and responding has been woven into how I think ever since. Using an AI as a thinking companion rather 
than a search engine has always felt natural to me. Cowork is the most structured version of that yet, bringing the dialogue 
into the document itself, and, in doing so, making this journal possible as it is. 

What strikes me, looking at the three tools side by side, ChatGPT, Claude, and Copilot, is how different they feel in practice, 
even though they are all fundamentally AI tools. The differences are partly technical, but they are also about context and  
integration: where in my working day I encounter them, what I am trying to do when I do, and the cost of switching between 
them. The most useful AI is not necessarily the most powerful; it is the one that fits most naturally into how you actually 
work, just as in any other context in life, having the right tool for the job is important, well, at least that is what my Dad always 
told me! 

 
Entry 4: Confidence in unfamiliar territory 
Week 4  Sunday 29 March 2026 
 
About three weeks ago, I started a new role working on a major capital build project at Tyne Coast College, a programme 
worth around £90 million. Whilst I have been a governor of the college for over 3 years, this is not my area of expertise. My 
background is in education, employability, learning and teaching, strategy, and organisational development. I know how to 
manage complexity, build stakeholder relationships, and hold a large programme together. But the specific world of capital 
build, construction       schedules, procurement frameworks, project controls, and contract management was unfamiliar ter-
ritory. 

What AI has done in this context is give me a way to get up to speed quickly without pretending I know things I do not. I can 
ask AI questions; I would be reluctant to ask a colleague for fear of looking underprepared. I use it to build up the vocabulary 
and          conceptual framework of a new field, so that when I talk to engineers, project managers, and quantity surveyors, I 
can follow the conversation without getting lost. It is not a replacement for expertise; those people know things AI does not, 
and the nuance that comes from years of practical experience cannot be easily replicated in a prompt. But as a way of build-
ing enough of a foundation to ask better questions, and to recognise good answers when I hear them, to be able to work 
again, finally, it has been invaluable. 

The Copilot and SharePoint work has been the most concrete illustration of this. In two weeks, using Copilot integrated into 
Teams and SharePoint, I have built out a full digital project management office for the programme: document libraries, 
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metadata tagging structures, linked files, and a governance framework that connects across the project’s different 
workstreams. Previously, the project’s records were essentially files in folders on a Teams page, functional but not                   
searchable, not structured, and not able to surface the cross-cutting patterns that a project this complex generates. The 
new system was designed to be more accessible. The final layer, integrating AI through Copilot Studio, would make it a              
genuinely powerful management tool and knowing I have got it this far was something I am proud of, something I have not 
been able to say for a very long time. Coming back to this entry now, after the fact, at the end of the enquiry, as I proofread 
the whole thing. The reality is that we never launched this project dashboard for various reasons, which I will not go into here. 
But it is fair to say this is one of many examples I can now point to, where AI helps as part of an iterative, exploratory journey, 
but does not always conclude neatly where you had expected it to. I believe the term "prototyping" is relevant here, and that 
is something I am still coming to terms with: not finishing tasks every time, knowing when to pivot and move on to something 
different for any number of reasons. Being completely honest, this still feels a little odd to me. I find it exciting, though, and I 
keep moving and investing my time where I think it will be most valuable to my future.   

I am aware there is a question here worth sitting with: Is AI-enabled confidence real confidence? The honest answer is that it              
depends on what you do with it. If the AI gives you a framework and you use it to sound fluent without developing a genuine               
understanding, that is a form of performance. But if you use it to accelerate the process of actually learning, which is what I 
have tried to do, by always checking, always testing, always going back to the human experts to validate, then I think the  
confidence is earned, even if the path was faster than it would otherwise have been. 

There is something broader here, too. One of the things I have found most interesting about this period is how AI has 
changed my relationship to not knowing things. I have always been someone who asks questions freely. Still, there is a social 
cost to not knowing in a professional context, a pressure to appear competent before you feel competent, especially when 
the reality is that you have not been working for two years, and your confidence has dipped. AI removes some of that                 
pressure. You can explore a topic privately, build your understanding, and arrive at the conversation with colleagues having 
already done the orientation work that would otherwise have happened in public. That feels democratising in a meaningful 
way. 

 

Entry 5: Building for others 
Week 5 • Sunday 5 April 2026 
 
The work I have done with Cato Rolea over the last couple of years stands out from everything else in this journal. It is not AI 
as a tool I use for my own purposes; it is AI as the subject of a shared inquiry, something we have explored together and tried 
to make useful for others. 

Cato and I worked together at Nottingham Trent University, and when I moved on, he remained a constant presence in my 
thinking about and exploration of all things AI. As I described in Entry 1, he is self-taught. Still, to a level I find hard to          
comprehend, remarkably knowledgeable, and that knowledge runs deep precisely because it is built on reflection as much 
as practice, always asking not just ‘does this work?’ but ‘what does it mean that this works?’ That habit has influenced my 
own approach considerably. 

What we have built together has primarily focused on education: tools to support students and academics in their learning         
journeys and daily lives, developed by people with knowledge of, and a passion for, education in practice. Making decisions 
about the design of these tools to ensure they can help rather than hinder. The work has been genuinely collaborative. I bring 
the practitioner's perspective, with two decades of experience in education; Cato brings technical depth and a broader    
systemic view of how AI is reshaping how we all work and what is possible in the future. Together, those two perspectives 
produce something neither of us would produce alone. From what I can tell, it is a combination that does not always align 
with the norm across the Higher Education landscape, with tools and solutions often developed by technical experts but 
with no clear input from experts in the spaces where these tools come to life in practice.  

About six months ago, together with another friend who had first developed an idea to support international students, we 
launched a website that builds on all that joint work, and it has attracted around 3,500 users since then. That number        
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surprised me, frankly. I am not sure any of us fully anticipated the level of interest, and sitting with the fact that over three 
thousand people are engaging with something we built is both exciting and sobering in equal measure.  

The sobering part is about responsibility. When you build something for yourself, the consequences of getting it wrong are         
contained. When you build something that other people depend on and may pay for, especially in an educational context 
where the stakes around AI guidance are real, the equation changes. What advice are we giving, and is it good advice? What 
are we     implicitly endorsing, and have we thought carefully enough about the implications? Cato has been the technical 
anchor on this and done most of the hard work: he thinks rigorously about what we produce, and that rigour has been im-
portant in keeping the work honest and ethical at its very foundations. 

What this collaboration has taught me, more than anything, is the difference between knowing how to use a tool and know-
ing how to think about it. Those are not the same thing. Plenty of people are fluent users of AI who have not really examined 
what it is   doing to how they think, what it is doing to the work they produce, or what it means to build things with it that other 
people will rely on. This inquiry, I think, is fundamentally about that second kind of knowledge, the examined relationship 
rather than the    unreflective one. Working with Cato has been my best education in that distinction. Talking to my son daily 
and hearing how       students are currently using or perhaps more worryingly misusing AI in Higher Education is deeply con-
cerning and something that needs urgent attention and real action, going much deeper than how to stop students ‘cheating’ 
and recognising the deep impact AI is having on the actual learning process and where it is potentially harming and taking 
away rather than advancing and adding to that journey which is so important. 

 

Entry 6: Automating the future 
Week 6 • Sunday 12 April 2026 
 

I have been building up to this for weeks. Since I first started working with Copilot in Teams and SharePoint, I have been            
curious about what happens when you move from AI that answers basic questions to AI that actually does things, that con-
nects to other systems, that acts on your behalf, that doesn’t just give you the output but carries out the process. Entry 4 was 
about the confidence AI gave me when I was in unfamiliar territory. This entry is about what happens when you take that one 
step further. 

But before I get to Copilot Studio, I want to describe something that happened in my first few weeks at Tyne Coast College 
that I have not yet fully captured, because it sits beneath everything else. 

When you come into a major capital project from outside construction, and I mean really outside, with no background in             
procurement frameworks, technical design reviews, or whatever a “Section 278” is, there are moments in stakeholder    
meetings when you encounter a term or a reference. You do not know what it means. Not ‘I sort of know.’ Not ‘I could figure it 
out from   context.’ Just: blank. The temptation, particularly when you are new to a role and still building your credibility, is to 
nod, make a note, and hope nobody asks you a direct question in the next two minutes. I have now done that, more than 
once. 

What changed things was having Claude open on my phone, or sometimes on a second screen. Not to fake expertise, but to 
get oriented quickly. I could take a screenshot of a document I had been sent, drop it in, and ask what it was, what it meant, 
and what the key points I should understand were. Within a minute or two, I had enough to follow the conversation. The relief 
of that is hard to overstate. There is a social cost to not knowing things professionally, and AI has quietly but meaningfully 
reduced that cost for me. The question I was embarrassed to ask a colleague, I could ask Claude, without judgment, without 
a raised eyebrow, without it going around the office. That matters. 

This extended to how I built the digital infrastructure described in Entry 4. I am not a SharePoint architect. I had never built         
document libraries with metadata tagging, created linked navigation across a Teams environment, or configured a                         
governance framework within Microsoft 365. I learned by doing, with AI as my guide. The process was comically methodical: 
take a screenshot, explain what I was looking at, ask what I should do next. Then do it. Then take another screenshot and 
repeat. Claude, I found, was significantly better for this kind of guided learning than Copilot itself, which tends to produce 
generic instructions that assume a level of familiarity I did not have or who was trained on earlier versions of the software 
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and was advising me from a completely different point of reference, which definitely was confusing and frustrating at times 
in equal measure. Claude would read what was on my screen, understand the specific context I was working in, and give me 
instructions I could follow. Over several weeks, step by step, something that looked professional and functional began to 
take shape. Not because I had the expertise, but because I was disciplined enough to follow the process and persistent 
enough to re-check and keep going when something did not work. 

There is something about repetitive construction work, and that is what it is, building structures in software, one section at a 
time, which builds a particular kind of confidence. It is not conceptual confidence; it is the confidence that comes from hav-
ing done something many times and knowing you can do it again. That is different from understanding the theory and, in 
some ways, more valuable at this stage. 

So, Copilot Studio. My first real workflow took a task I was doing manually every week: gathering status updates from across 
the project’s workstreams, formatting them into a standard report structure, and sharing them with the senior leadership 
team. It was about two hours of work, most of it mechanical. Building an automated workflow to handle the data gathering 
and formatting took me the better part of a day, with plenty of dead ends. But when it ran properly for the first time, it pro-
duced, in about four minutes, what had taken two hours. I sat and watched it work, and I even said “wow” aloud to myself. 
That feeling is one of the better ones I have had at work in a long time. 

The most ambitious thing I have built in this period did not involve Copilot Studio at all. Using Claude and a multi-agent ap-
proach I had been developing through conversations in Cowork, I built an automated intelligence paper system for the col-
lege executive team: a pipeline that, at the click of a button, scraped a defined set of websites and news sources to identify 
key developments relevant to the college's strategic agenda, synthesised them, and produced a fully formatted briefing pa-
per ready for distribution, every two weeks, without manual input beyond pressing a button. The prompts I had developed 
over months did the editorial work: selecting, filtering, structuring, and writing. The output was genuinely impressive, and I 
use that word carefully. This is not a tool I had been taught to build. I figured it out, iteratively, through a process of building, 
testing, and refining. The project has been put on hold for now; the college's capacity and priorities have shifted. However,  
the capability exists, and I intend to deploy it in different contexts, both at work and in my personal projects. For me, it repre-
sents the clearest possible illustration of where this journey has brought me: from typing questions into ChatGPT to building 
systems that I could not previously have imagined attempting. 

What Copilot Studio has done is shift my relationship with AI from consumption to construction. I am not just using what 
someone else built; I am building things myself. That is a meaningful line to cross, and I am only at the beginning of under-
standing what is possible on the other side. 

 

Entry 7: AI and the entrepreneurial mind 
Week 7 • Sunday 19 April 2026 
 
I have always had business ideas. My wife would say too many! Since I was a student, I have been the person who cannot 
look at a gap in the market without mentally drafting a product to fill it, or who listens to someone describing a frustration 
and immediately starts thinking about whether there is a service here, whether this could scale, and whether someone 
would pay for it. Most of these ideas go nowhere because the journey from concept to revenue is long, difficult, and often 
expensive, and I have historically lacked both the technical capability to move from thinking to making and the money to 
make it happen. AI has changed that, and the change is bigger than I expected. 
 
The most direct example is the work I did with Cato and Blessed, described in Entry 5. The website we launched now has 
around 3,500 users. It started as an idea, became a structured concept through a series of conversations, and then moved 
to execution because AI tools allowed us to build things that would previously have required developers, designers, and a 
significant budget. The gap between having an idea and making a prototype real has closed dramatically. That is not a small 
thing. 

What I find AI most useful for in the initial stages of an idea is not the idea itself, that is still mine, still comes from experience 
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and observation and the odd late-night conversation, or early morning thinking, followed by the rapid stress-testing of the 
idea. I will drop a half-formed concept into a conversation and ask, "What are the obvious weaknesses here?" What market 
already exists for this? What would the financials look like? I do not take the answers uncritically; the AI’s instinct is to be 
constructive and find the angle that makes something work, which means it sometimes misses what would kill an idea. But 
as a way of forcing structure onto something that is still loose, of making me articulate the value proposition before I have 
fully thought it through, it is genuinely useful. It has sped up a part of my process that used to happen slowly, through con-
versations with friends, or not at all. 

There is a question here about originality that I find genuinely interesting. When AI helps me develop an idea, how much of it 
is still mine? My honest answer is most of it. The instinct to look for a gap, the domain knowledge that tells me whether a gap 
actually exists, the judgment about whether a solution is viable, none of that comes just from the AI. I start the exploratory 
conversation with a learning companion. What comes from the AI is the structure, the vocabulary, sometimes the framing. I 
needed to articulate something I already knew intuitively. The AI is an accelerant, not a source. The analogy I keep coming 
back to is the difference   between a co-writer and an editor. The editor helps you say what you mean more clearly; the co-
writer changes what you mean. Good AI use, for me, is closer to the former. 

The broader principle, though, is about adaptability. One of the things this period has taught me is that AI does not just help 
you do things you already know how to do faster. It allows you to operate in a territory you lack training in, to do things that 
would        otherwise require a specialist, direct experience, a budget, or a team. Entry 6 was about this in the context of my 
work at Tyne Coast College. This entry is about the same thing in a personal context: the ability to explore an idea seriously, 
build a prototype, and stress-test a market hypothesis without needing to assemble a team or write a business plan first. For 
someone who has always thought entrepreneurially but has not always had the infrastructure to act on it, that shift in        
capability is significant. 

I can think of at least three ideas I am actively developing right now, in varying states of progress, that would not have moved 
past the notebook stage two years ago. Whether any of them turns into something real, I genuinely do not know. But the fact 
that they have moved at all is new and honestly exciting! 

 

Entry 8: Writing for the screen 
Week 8 • Sunday 26 April 2026 
 

This one started with a question. Not a grand creative statement, just a practical question typed into ChatGPT one evening: if 
you have an idea for a TV show in the UK, where do you go with it? I was not sure I had a real idea yet. But the answer opened 
a door, and what came through it over the following weeks turned into something I am genuinely a bit excited about.  

The concept is called Global Selection: The Ultimate Test. The premise is straightforward but, as far as I can tell, genuinely 
original: take a squad of twenty elite athletes from different sporting disciplines - climbers, parkour athletes, MMA fighters, 
rugby players, Olympic sprinters, endurance specialists and put them through the military selection processes of five           
different countries: UK, US, Europe, Asia, and a wildcard region. The core question the series sets out to answer is the one 
that every military culture and proud nation quietly debates: which country’s selection philosophy is truly the toughest? 
What makes it work as a format is that the same athletes go through every selection. No eliminations. Consistency is what 
makes the comparison credible and, as the pitch deck says, the answer definitive. 

ChatGPT was genuinely impressive in developing the concept. I described the initial idea, and it was pushed back intelligent-
ly,  identifying what was already out there and where the gap was. It pointed out all the series that I regularly watch anyway, 
including shows like SAS: Who Dares Wins and Special Forces: World’s Toughest Test, each of which uses a single selection 
environment, which is exactly where my format does something different. It helped me think through the casting philosophy, 
why elite athletes with real audiences (Magnus Midtbø, Toby Segar from Storror, Ed Scott, Harry Aikines-Aryeetey from      
Gladiators) are a stronger choice than celebrities, and why the crossover with formats like Netflix's Physical 100 matters 
commercially. It helped me sharpen the scoring system, the episode structure, and the franchise potential. That iterative, 
conversational development is what ChatGPT does best, and it did it well. 
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But there was a ceiling. ChatGPT is outstanding at developing an idea through conversation and outlining content. What it 
could not do as well, or at least not in the way I really liked, was produce the finished materials. A properly formatted pitch 
deck. A     formatted concept summary document. The kind of professional package you actually send to a production      
company. Each of those felt like a separate task, and the outputs, frankly, were not at the level the concept deserved. The 
idea had moved beyond the notebook stage. The presentation had not. 

Moving the whole project across to Claude Cowork changed that completely. I brought everything, all the development 
notes, the conversations, the format structure, the casting ideas, and asked it to help map out the way forward and my next 
steps as part of a proper project. I had already taken the content outputs from ChatGPT and put them through Gamma, a 
tool that helps you create professional presentations, documents, and slides that look much better than PowerPoint. After a 
decade and a half of using     PowerPoint, I have not used it to finalise a slide deck for over a year now, and I am loving the 
creativity that Gamma supports; its AI design powers are truly shocking. What came back the first time I asked was genuinely 
impressive. A fully designed, dark, professional pitch deck, structured exactly the way I needed to send it to TV production 
companies. I have sat in enough professional environments to know what a properly produced slide deck looks like, and I 
believe this was one. I did not have to go back and ask for many revisions. I did not have to explain what I meant twice. It just 
came out 90% right, thanks to the prompting I added to Gamma from ChatGPT from the outset, which represents a huge 
time-saver for me. 

That experience, which keeps recurring across different contexts and tasks, is one of the hardest things I find to convey to 
people who have not used Cowork and other tools seriously. It is not just that it is fast. It helps elevate your work to a higher 
level and maintain consistently high professional standards within a relatively brief time frame. I have started to expect it, 
which in itself tells you something. The idea behind Global Selection is mine. The development was a genuine collaboration 
with ChatGPT and Claude, in how I wrapped that thinking up neatly and, in a way, designed for a completely new audience 
than I am used to. The pitch documents now in a folder on my desktop have been registered in the Script Vault and sent to 
three TV production companies, specifically selected based on research I conducted using ChatGPT and Claude. Cowork 
even drafted the emails (with my permission and under my control; they did not send them; I made that call). That division of 
labour, where different tools do different things, and you learn which is which, is exactly what this inquiry has been helping 
me articulate. 

 

Entry 9: The AI, I do not notice 
Week 9 • Sunday 3 May 2026 
 

There is a particular AI I use every day that I rarely think about as AI. It decides what music I listen to, what news I read, what 
films I watch on a Sunday evening, what posts I see when I open LinkedIn, what adverts I encounter, and on which platforms. 
It has been doing this for years. I have only recently started noticing it, and I am not sure I am comfortable with what I find 
upon closer inspection. 

Norman Jackson’s approach of mapping his own ‘AI ecology,’ the full landscape of AI tools and systems a person                  
encounters in a day, prompted me to do the same exercise, and it was enlightening. Deliberate AI tools: ChatGPT, Claude, 
Copilot, Cowork. These are the ones I think about, consciously manage, and have described at length throughout this                 
journal. But the other category is much larger than I would have guessed: YouTube's recommendation engine, which now 
knows my habits and likes better than I do, Netflix, whose front page has gradually become a fairly accurate map of my 
tastes. LinkedIn, which has a sophisticated model of what kind of content will keep me scrolling, has been using it on me for 
years. Siri, which sits on my phone and watch, has been listening to what I do not think of as conversations with AI, but that 
are technically. 

The distinction that strikes me most forcefully is between the AI I work with and the AI that works on me. When I use Claude, I 
am directing the interaction. I have a goal: construct a prompt, evaluate the output, and push back or redirect. I am, in some 
real sense, in charge. When Netflix decides what I am likely to watch, I am the subject rather than the operator. It is               
optimising for something, my engagement, my subscription renewal, which may or may not align with what is actually good 
for me. I do not make that distinction when I am opening YouTube on a Tuesday morning. I generally press play on something 
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it has suggested. 

This has been one of the more uncomfortable threads to pull in the inquiry. I have talked a lot across these entries about  
developing a deliberate, reflective relationship with AI, quality assurance, staying in the driving seat, and not letting AI do my 
thinking for me. And all of that is genuine. But the inquiry has also made me notice that for every intentional AI interaction I 
have, there are probably twenty unintentional ones, and I bring none of that deliberateness to them.  

I do not know that this changes much in practice. I am not going to stop using YouTube or Netflix, and the algorithmic          
curation of social platforms is not something I can easily opt out of, short of leaving them altogether, which I have                 
considered and consistently decided against (although I did leave Twitter before it became X). I believe there is value in    
naming it, in recognising that the careful, conscious AI relationship I have described in this journal sits within a much larger, 
less-examined AI ecology, and that the deliberateness I apply to one does not automatically extend to the other. Noticing 
things is the first step toward doing something about them. I am still at the beginning of that. 

What this inquiry has surfaced, more uncomfortably, is that I am good at convincing myself I have more control over my     
digital environment than I actually do. I like to think of myself as a deliberate, critical AI user, and in certain contexts, I             
genuinely am. But mapping my full AI ecology has made me notice that this deliberateness is highly selective, present in my 
professional work and almost absent in my leisure and consumption habits. Talking to my son regularly about how AI is  
studied and understood at the degree level has added another layer to this. He thinks about algorithmic systems as objects 
of analysis. I have been living inside them without looking up. That is something worth sitting with. 

 

Entry 10: What I have stopped doing 
Week 10 • Sunday 10 May 2026 

When I try to remember what the week before I started using AI regularly looked like, what surprises me most is how much 
time I spent searching. Entirely on Google, the entire process of locating information: finding the right source, reading past 
the irrelevant parts, triangulating across multiple results to get to something I could use. That process was the default mode 
of professional knowledge work for my entire career. It consumed hours that I did not particularly notice losing because I did 
not have a point of comparison. Now I do, and the comparison is stark. 

Google is the obvious one. I still use it for maps, for quickly checking a fact, for finding a specific website, but it is no longer 
where I go when I have a question. That job has moved entirely to ChatGPT, depending on what I need. The practical effect is 
that when I want to understand something, I can do so through a direct answer in conversation rather than a search-and-
scan cycle, and my understanding improves. I described this in Entry 1 as a shift from passive to active inquiry, and it holds. 

But search is only the most visible item on the list. The displacement has spread into almost everything. I no longer look 
things up manually before meetings at Tyne Coast College. If a term I do not recognise appears in a briefing paper, I ask GPT 
or Claude rather than a colleague or a search bar. Important or sensitive emails rarely start from a blank page now, either; I 
put the situation into a prompt, read what comes back, and revise from there. Research that once would have taken several 
hours, involving reports, policies, and documents, now starts with a synthesis request. None of these feels like a loss in the 
moment. But they are displacements, and it is worth being honest about how many of them there are and how quickly they 
accumulate. 

But the displacement goes further than search. I have stopped writing first drafts entirely on my own. The blank page is not 
what it used to be: where I would previously sit with a cursor and try to force something to the surface, I now start with a     
conversation or a rough prompt and work from there. The psychological difference is significant. I find I spend more energy on 
what I think and less on the mechanical process of getting words onto the page. Whether that is a straightforwardly good 
thing, I am not entirely sure. There is a discipline to writing from scratch that I know I may have lost some of, and I notice it 
occasionally when I am in situations where I cannot reach for a tool. That does make me think if I am somehow losing certain 
abilities, previous skills I could deploy when needed.  

The question of atrophy is one I take seriously. If you stop exercising a cognitive muscle, it does weaken to some extent. I am 
conscious of this particularly with writing. My instinct is to use AI as a starting point rather than a replacement, drafting initial 
ideas in a messier, stream-of-consciousness style, getting all my ideas out as I type them into the AI tool, then sorting and 
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organising them. Before receiving an initial output, which I then read, revise, tweak, and iterate on until I am happy with the 
final product. 

However, the flip side of the coin here is that AI has freed me to do, on balance, spend more time on the thinking that I find 
genuinely demanding and rewarding: the synthesis, the judgment, the deciding what the right question actually is and if I am 
conveying the message I want to convey to the audience I am trying to reach. Those are the parts of intellectual work that I 
have always found most engaging, and they are also, not coincidentally, the parts that AI is least able to replace. Arriving at a 
complex document or decision without having spent three hours on the mechanical work of getting there first is, in the net, a 
gain. I want to be honest that it is not a pure gain. Some of what I have given up I did not consciously give up, but at the       
moment, I am happy to live with that and see where this journey takes me.  

 

Entry 11: Making Sense (Part 1) 
Week 11 • Sunday 17 May 2026, Making Sense phase begins 
Sitting down to write this entry, I went back and read all ten previous ones in sequence for the first time. That experience was 
stranger than I expected. Reading your own reflections from several months back is a bit like finding a journal from a different 
period in your life, recognisably you, but with the small gaps and compressions that memory introduces. Some things I had 
written with more candour than I had remembered. Others felt I had been skating around something I did not want to name 
directly. What I want to do in these final three entries is try to name it. 

The most consistent pattern across the ten weeks is one I did not set out to write about and did not fully notice until I read the 
entries together: almost every story in this journal is about confidence. The confidence to ask questions in unfamiliar territory 
at Tyne Coast College. The confidence to build something with Cato and Blessed and put it in front of over 3,000 people. The 
confidence to develop a television concept and send it to production companies. The confidence to return to full-time work 
after two years away without feeling overwhelmed by the gap. AI appears in each of those stories not as a clever tool I de-
ployed from a position of strength, but as something that gave me enough of a foothold to act when the ground was uncer-
tain. That reframes the story I thought I was telling. I thought I was writing about how I use AI. I have been writing, at least in 
part, about how AI helped me find my way back. 

The second pattern is one of progressive capability. The journey this inquiry documents is not simply about using AI more; it 
is about using it differently at each stage. I started by asking ChatGPT questions instead of Google. Then I built custom GPTs, 
training them on my own writing and knowledge. Then I started using Cowork for complex document production: TV pitches, 
professional reports, and fully formatted PowerPoint presentations that I would previously have spent hours assembling 
manually. Then I moved into coding: designing and building a multi-agent system that automatically scraped websites, syn-
thesised news, and produced formatted intelligence briefings, requiring minimal manual input once running. Each of those 
steps felt like a threshold at the time, a point at which the nature of what I was doing changed, not just the speed at which I 
was doing it. That progression, from consumer to creator to architect of AI-driven systems, is the most significant single 
thread running through this inquiry, and it is one I did not fully see until I laid the entries side by side. 

The inquiry has also brought to light something I find genuinely uncomfortable, and I think it is important to be honest about it 
here: my critical relationship with AI is highly selective. I have written at length about quality assurance, about the read-revise
-adapt discipline, about staying in the driving seat. And all of that is genuine in my professional work. But Entry 9 forced me to 
recognise that it is not how I relate to the AI that shapes my leisure and consumption habits, the recommender systems, the 
algorithmic feeds, the curation engines that have been making quiet decisions on my behalf for years. I apply scrutiny in one 
part of my life and close to none in another. That gap bothers me more now than it did before I noticed it. 

Has the inquiry changed how I think, rather than just what I do? I believe it has, though it is difficult to be precise about this. I 
am more aware of what I am doing when I use AI, more likely to pause and ask whether I am reaching for it because it is genu-
inely the right tool or because the habit has become automatic. That sounds modest, but I think it is meaningful. The exam-
ined relationship is different from the unreflective one, and it changes the experience from the inside; you make different 
choices, notice different things, and carry a different kind of responsibility for what you produce. Norman Jackson’s framing, 
the living and learning at the heart of the inquiry title, captures this well. Living and learning are not separate activities here. 
They are the same activity. 
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What has surprised me most is not what AI has enabled but what it has revealed. The career break created conditions in 
which I became unusually dependent on AI for intellectual engagement, productivity, and a sense of staying connected to 
what matters professionally. Looking at that dependency honestly has been made easier by this inquiry. I am not sure I would 
have framed it the way I have without the discipline of weekly reflection. That alone has been worth the time.  

Where has AI most clearly limited or created dependencies, I did not expect? Honestly, the blank page. I wrote about this in 
Entry 10, but re-reading it in the context of ten entries, I can see it more clearly. There are cognitive modes I have used less 
frequently because AI has made them less necessary, and some of those modes, the slow, generative kind of thinking that 
comes from sitting with a problem before you reach for help, are ones I used to value. I am going to be more deliberate about 
when I choose not to use AI in the next phase, not because I think AI use is a problem, but because the choice about when to 
use it should be mine, made consciously, rather than the default that habits can quietly make it.  

 

Entry 12: Making Sense (Part 2) 
Week 12 • Sunday 24 May 2026 
The question this entry is supposed to answer-"Am I different, as a person, from who I was in March?" is one I want to answer 
honestly rather than impressively. The honest answer is yes, in ways that matter but that are difficult to quantify, and less 
than I might claim if I were trying to tell a tidy transformation story. 

What I can say is this. On 8 March, I was someone who had been through a difficult two years, had returned to work in a     
demanding role outside my direct expertise, and was carrying a confidence deficit I did not always want to admit. The inquiry 
began at a moment of real professional and personal transition. Twelve weeks later, the capital programme is better            
connected across people and areas of work; Global Selection has been emailed out to production companies (albeit all were 
essentially bounced back with "we do not accept unsolicited pitches," but I tried!). The website with Cato and Blessed has 
continued to grow. Those outcomes are not all the product of AI, and they are not all the product of this inquiry. But they   
happened in the same period, and the connections are real. 

The question of what AI has learned about me through my use of it is one I find I can answer in two ways. In a narrow sense, 
the custom GPTs I have built know my writing style, my professional history, my communication preferences, and the kinds of 
topics I return to. They hold a functional version of me that is genuinely useful, if incomplete. In a broader sense, what this 
inquiry has surfaced is that AI has helped me learn something I was not fully aware of before: that I am someone who needs 
to be doing, who uses activity and creation as a form of thinking, and for whom a tool that allows you to act on half-formed 
ideas without enormous upfront investment is not just convenient but personally important. During the career break, AI gave 
me something to do with my thinking. I do not think I fully understood how much that mattered until I started writing about it. 

My family of AI tools looks radically different now than it did in March 2024, when this story really started. Then, I had 
ChatGPT and a vague sense that prompting was something worth thinking about. Now I have custom-trained GPTs for         
specific professional tasks: Claude as my primary thinking partner for research and extended writing; Copilot and Copilot 
Studio embedded in my working environment and capable of automation; Co-work for projects and document production; 
and Gamma for visual outputs that previously required a designer. The tools do not feel like a collection; they feel like an  
ecosystem, each element doing a different job, and the judgment about which tool to use for which purpose has become 
intuitive, a result of time and experimentation. My Dad was right about having the right tool for the job. He was, however, 
thinking about a garage rather than an AI toolkit, but the principle holds. 

If I were starting the journey again, I would invest far earlier in understanding principles rather than platforms. The features of 
any tool will change, and several already have since I started. What has remained stable and valuable across everything is a 
small number of mental models: that AI is only as good as the clarity of your intent; that quality assurance is your                   
responsibility, not the tool’s; that the read-revise-adapt discipline is non-negotiable if the output is to be genuinely yours; and 
that the value of any AI interaction is proportional to the quality of thinking you bring to it. Those things were true when I was 
using an early version of ChatGPT, and they are still true now. The tools are temporary. The habits of mind are what endure.  

What this inquiry has most clearly reinforced is the value I place on intellectual honesty. I did not set out to write a                         
promotional account of AI. I set out to document what is happening, which has sometimes meant admitting uncertainty, 
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naming dependency, and acknowledging the things that have been lost alongside the things that have been gained. The          
resulting account is more useful to me, and I hope to anyone who reads it, precisely because it does not resolve into a simple 
verdict. AI has been genuinely important in a complicated period of my life. It has also introduced habits and dependencies I 
have not fully examined. Both of those things are true, and holding them together is, I think, the honest starting point for     
anyone trying to make sense of what it means to live with AI.  

 

Entry 13: Living well with AI 
Week 13 • Sunday 31 May 2026 
If I were asked to offer a personal definition of what it means to live well with AI - not a philosophical one, but a practical     
definition grounded in experience - I would say something like this: living well with AI means using it in ways that extend what 
you are capable of without surrendering the judgment that makes the capability worth having. That is the line I have been  
trying to walk for two years. I have not always managed it. But naming it clearly is the precondition for doing it at all, and this 
inquiry has helped me name it. 

The journey from the person who started using ChatGPT to replace Google to the person writing this final entry has not been 
linear. There have been periods of genuine capability building - the custom GPTs, the prompting discipline, the Copilot Studio 
workflows at Tyne Coast College. There have been periods where AI was primarily a companion for thinking through problems 
when conventional working was difficult. There have been moments of real excitement, Global Selection taking shape as an 
actual pitch, the website reaching 3,500 users, a workflow running for the first time without any action from me, and there 
have been moments of honest discomfort: recognising the atrophy risk, mapping the AI that works on me rather than with 
me, admitting that my deliberateness as an AI user does not extend uniformly across everything I do. All of that is the real  
account, and I would not want to smooth it out for a cleaner narrative. 

There are three things I want to bring to the group conversation on 4 June that I think are distinctively mine. The first is AI's role 
in moments of professional transition and recovery. I have not seen that framed particularly in the AI discourse I encounter, 
which tends to focus on productivity in comfortable circumstances rather than on the role AI can play when your confidence 
has taken a hit and the gap between where you are and where you need to be is genuinely wide. The second is the importance 
of thinking about AI relationally rather than individually: my story is inseparable from Cato, from my son, from the colleagues 
at Tyne Coast College, from the students and academics who use the resources we have built. The tools matter less than the 
purposes they serve and the people they connect you to. The third is the argument for what I think of as the examined         
relationship: the idea that using AI fluently and using it well are not the same thing, and that the difference depends on habits 
of thinking that must be actively cultivated rather than assumed. 

What are the costs and risks of living as closely with AI as I now do? I want to be honest about these because I think the     
honest account is more useful than a promotional one. The atrophy risk is real. Cognitive capacities I was once confident in, 
the ability to start writing from nothing, to do sustained background research, to sit with a problem without immediately 
reaching for assistance, have been used less frequently, and some of them have softened. The dependency risk is also real: 
the tools have become embedded enough in how I work that imagining working without them is genuinely difficult, which is a 
form of vulnerability I did not have two years ago. And the ambient AI risk, which the inquiry has made newly visible to me, is 
the one I find hardest to address: the curation engines and recommender systems that have been quietly shaping my choices 
and attention for years, in ways I have been less deliberate about than I would like. 

What I intend to do differently in the future is less about adding new tools and more about being more deliberate about the 
habits I have already developed. The specific discipline I want to strengthen is choosing not to use AI: building back some 
tolerance for the slow, generative kind of thinking that AI has inadvertently competed with, and being more conscious of the 
algorithmic systems I live inside as a consumer. I intend to continue the collaboration with Cato, because that relationship 
has been the most valuable single thread in this whole account, and the work we are building together matters in ways that 
go well beyond what I can do on my own. I intend to keep my son close to these questions: he is building expertise in a field 
that will define his generation, and the conversations between us are as useful to me as anything I produce in a prompt.  

What I want Norman and colleagues to take from this inquiry, and anyone who reads it in Lifewide Magazine, is not a verdict on 

AI, but a way of holding the question. The inquiry has confirmed that the most important thing about living with AI is not which 
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tools you use or how sophisticated your prompting has become. It is whether you are open to approaching it as a conscious, re-

flecting person who remains responsible for your own judgment, your own values, and the things you produce. The technology 

will keep changing. The question of what it means to think well, work honestly, and stay responsible for what you create is as old 

as any tool humans have ever used. This inquiry has been a good way to ask it, and I am grateful to have had the structure and 

space to do so.  

 
The Discipline of Noticing: Doug Cole's Reflective Practice 

Editorial commentary 

Among the seventeen contributions gathered for this inquiry, Doug Cole's stands out for a particular reason: it is 
not only an account of living with AI, but a demonstration of a method for learning from that experience. Over   
thirteen weeks, Doug committed to a weekly blog, structured in two deliberate phases — ten entries tracing his 
direct, week-by-week experience, followed by three entries in which he stepped back to read the whole sequence 
and ask what it actually added up to. That structure, and the honesty with which he used it, is worth examining in 
its own right, because it offers a model that other reflective practitioners could adopt regardless of their subject 
matter as they engage with generative AI.  

A discipline, not just a diary 

What distinguishes Doug's journal from ordinary journalling is the pre-commitment to a rhythm and a shape. 
Each of the first ten entries was anchored to a specific lived episode rather than an abstract question, which kept 
the reflection grounded in what had actually happened rather than in general opinion about AI. The final three en-
tries were deliberately different in kind: a synthesis phase, in which he re-read the previous ten entries together 
for the first time and asked what patterns emerged across them. He describes that re-reading as stranger than he 
expected — recognisably himself but revealing things he had written with more candour than he remembered, 
and others he realised he had been circling without naming. 

This is the first lesson for other practitioners: sustained reflection benefits from two distinct modes of attention, 
not one. Weekly entries capture experience while it is fresh; but the patterns that matter most — the through-
lines, the blind spots, the things quietly being displaced — tend to be invisible at the point of writing and only sur-
face when the record is read back as a whole. A reflective practice that only accumulates entries, without a delib-
erate return to read them in sequence, is likely to miss its most interesting and useful findings. 

Honesty as method, not merely as virtue 

The second lesson concerns the quality of attention Doug brought to his own account. He explicitly resists the 
temptation to write a promotional story about AI, and the journal is stronger for it. He keeps the project that was 
built but never launched; the TV pitches that were declined; the discomfort of noticing that his careful, critical 
use of AI at work sits alongside an almost complete lack of scrutiny toward the recommendation systems       
shaping his evenings. None of this is incidental colour. It is the raw material that made his later synthesis           
possible. Had he smoothed the account into a tidier success story, the patterns he eventually found — about 
confidence, about selective attention, about capability quietly building over time — would have had nowhere to 
surface from. 

For anyone designing their own reflective practice, this suggests that candour is not a stylistic preference but a 
functional requirement: the patterns worth finding are usually the ones that a more managed account would edit 
out first. 

What the synthesis revealed 

The insights Doug's method surfaced are as instructive as the method itself. Read together, his ten weekly entries 
turned out to be substantially about developing confidence rather than about tools — AI recurring not as a clever 
instrument deployed from strength, but as something that gave him enough of a foothold to act while returning to 
work after a period of ill health and career break. He also traced a progression he had not noticed while living 
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through it: from asking questions instead of searching, to training custom tools on his own writing, to producing 
complex documents, to designing and building automated systems — a movement from consumer to creator to 
architect that only became visible once the entries were laid side by side. 

Perhaps his sharpest finding was the asymmetry in his own scrutiny: a deliberate, checking, revising relationship 
with AI in his professional work, alongside an almost unexamined relationship with the recommendation engines 
curating his music, news and social feeds. He is careful to distinguish the two — the AI he directs, and the AI that 
directs him — and to admit that noticing this gap does not, on its own, close it. That distinction, between working 
with AI and being worked on by it, is a genuinely useful addition to how this inquiry's contributors have thought 
about reflective AI use, and it is a direct product of the discipline of the weekly practice rather than something he 
set out to find. 

He also offers a practical test for a question many people ask only rhetorically: whether AI-enabled confidence is 
real confidence. His answer is that it depends on what is done with it — whether the acceleration is used to       
genuinely learn, checked against colleagues and experts, or simply to sound fluent sooner. That test, arrived at 
through lived experience rather than abstract argument, is a more useful yardstick than most treatments of the 
question manage. 

Lessons for other reflective practitioners 

Build in a synthesis. Regular entries alone will not surface 
your own patterns; set aside time to read the whole record 
back in sequence and expect that reading to surprise you. 

Anchor entries to specific episodes. Reflection grounded in 
a particular lived incident is more durable and more honest 
than reflection on general impressions. 

Keep the unresolved and the abandoned in the record. Pro-
jects that stalled and pitches that failed are not blemishes to 
edit out; they are often exactly where the useful pattern is hid-
ing. 

Ask where your scrutiny stops. A practice examined closely 
in one part of life is often left unexamined in  another; the gap 
between the two is frequently the most valuable thing reflec-
tion can find. 

Let the pattern name itself. Doug did not set out to write 
about confidence; he found that he had been, only once the 
entries were read together. Resist forcing a thesis onto the 
record before the record has had its say. 

What Doug offers this inquiry, beyond his own account of living and working with AI, is a working demonstration of 
what disciplined, honest reflective practice looks like when it is sustained over time. The weekly habit made the 
noticing possible; the synthesis phase made the noticing legible; and the refusal to tidy the account made both 
trustworthy. That combination — discipline, candour, and a deliberate return to one's own record — is arguably 
the most transferable lesson in his entire contribution, and one this magazine is glad to recognise. 
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Seven Apps, Seven Minutes, One Human Morning 
What an early morning routine of AI interactions reveals about                                                            

our relationship with artificial intelligence — and ourselves. 
Norman Jackson with the assistance of Claude 

 

LinkedIn Post — Living and Learning with AI — Week 1 
What does your early morning app routine tell you about yourself — and about AI? 
 
This morning I paid close attention to the first thing I did when I woke up at 7.10am. 

Before I’d got out of bed I had opened five apps. WhatsApp first — checking for messages from my daughter in 
Dubai, with her family’s safety in the Middle East on my mind. Then BBC News — the same difficult story, still   
unfolding. Then BBC Sport — Manchester United away at Newcastle tonight. Then Google feed — geology,         
psychology, the cosmos, things that ground 
me and lift me when the news is depressing. 
Then LinkedIn —     checking on the inquiry 
I’m running. 

A simple morning routine. But look at what 
was actually happening. 

Every app I opened was AI-powered. Every 
feed was curated — shaped by algorithms 
that have been learning my behaviour, my 
interests, and my anxieties for years. And yet 
the meaning of each interaction was entirely 
mine, rooted in contexts the algorithm knows 
nothing about: a war, a family, a football 
team, a lifelong curiosity about how the 
world works. 

The BBC Sport notification told me the fixture. But it was me who felt the simultaneous flicker of apprehension, 
excitement, and possibility — because I know this team, this manager, what away games at Newcastle usually 
mean, and why this season feels different. One data point. A whole human interior. 

The Google feed gave me geology and the cosmos. Partly entertainment, partly genuine learning, partly — I’ll be 
honest — an antidote to the miserable news. I scroll it knowing I have to be discerning. I stop when it starts to pull. 
That discipline is mine, not the algorithm’s. 

And that’s what this small experiment revealed. AI doesn’t deliver emotions or meaning. It delivers inputs — 
and we bring everything else. Our histories, our attachments, our hopes, our capacity for discernment. The     
person is always where the meaning lives. 

But here’s the question worth sitting with: how much of your early morning emotional landscape is yours — and 
how much has been quietly assembled for you, before you’ve even had a cup of tea? 

Try noticing tomorrow. Just for five minutes. What you reach for first, and why. What it does to you. Whether that’s 
the relationship with AI you’d consciously choose. 
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That kind of noticing is where this inquiry begins. 

Claude’s Interpretation of what this moment reveals 

This post describes seven minutes of one person’s morning. But those seven minutes, examined carefully, open 
into something much larger: a set of questions about how AI is woven into everyday ordinary routines, what it     
actually does there, and what our responses to it reveal about us. 

The reflective conversation that followed the post produced three significant corrections and refinements — each 
of which points toward something important for anyone trying to understand their own relationship with AI. 

Context is everything — and AI knows almost none of it 

An initial analysis of this morning routine identified an ‘emotional arc’ — a sequence moving from anxiety to grief 
to dread to curiosity to self-consciousness, with AI-driven curation shaping each step. It was a plausible-
sounding reading. It was also substantially wrong. 

The WhatsApp check was not ‘AI shaping anxiety.’ It was a person with family in a war zone doing what any caring 
human being would do: checking that the people they love are safe. The author’s wife’s parents and sisters live in 
Iran. His daughter and her family are in Dubai. These are not abstract concerns. The BBC News check was not 
passive consumption of a curated feed. It was someone with direct personal stakes in a conflict trying to             
understand what had happened overnight. The LinkedIn check was not social feedback-seeking. It was a            
researcher and facilitator monitoring the infrastructure of an inquiry he is actively leading. 

Strip out that context and you get a technically accurate but humanly hollow analysis. The first and most                     
important principle for understanding AI in everyday life is this: 

“AI interacts with the whole person — their history, their relationships, their responsibilities, their fears. The        
algorithm knows your click patterns. It knows almost nothing else.” 

This has a direct implication for how we talk about AI influence. The apps were not assembling an emotional  
landscape from nothing. They were delivering information into a life already richly structured by love, worry,     
commitment, and curiosity. The person came first. The AI served — and was interpreted through — that prior    
human reality. 

One data point, a whole human interior 

The football fixture is the sharpest illustration in the morning’s account. A single piece of information —             
Manchester United away at Newcastle tonight — triggered what the author described as simultaneous                 
apprehension, excitement, and genuine hope grounded in real evidence: the new manager, the team’s recent 
form, the particular character of this season. Not a sequence of feelings arriving one after another. A complex, 
concurrent emotional state, held together and resolved in the space of a few seconds. 

The app delivered a fact. Everything else was already in the person reading it: the history of supporting this club, 
the memories of previous Newcastle away days, the specific weight of cautious optimism. Two people reading 
the same notification would have entirely different interior experiences depending on their attachment to the 
teams, their knowledge of the game, their investment in the outcome. 

It is tempting to say that news feeds and recommendation engines ‘make us feel’ things. And in a limited sense 
they do — they select the inputs. But the emotional response is not produced by the algorithm. It is produced by 
the encounter between an input and a whole human life. The richer and more self-aware that life, the less the        
algorithm’s selection determines the outcome. 
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Human emotional landscapes are more nuanced than any external analysis can capture. It is the person who 
weighs the competing thoughts and feelings that a single stimulus generates, and allows what they feel to 
emerge. That weighing is not algorithmic. It is irreducibly human. 

The Google feed: curation, curiosity, and conscious resistance 

The Google feed presented a more complex picture than it first appeared. Described initially as a potential 
‘curation trap,’ it was more accurately characterised as something closer to an intellectual refuge — a                                  
deliberately sought counterweight to the weight of the news. Geology. Psychology. The cosmos. These are not     
trivial distractions. They are enduring domains of knowledge that provide perspective precisely because they            
operate on timescales that dwarf the urgent and the distressing. Turning to these things on a difficult morning is 
not drift. It is, in its way, a considered act of self-care. 

Understanding how the Google feed is populated adds useful self-knowledge. It draws on search history, YouTube 
watch patterns, and content engagement across Google’s ecosystem, constructing over time a portrait of a                
person’s intellectual interests from their digital behaviour. The interests it surfaces are genuinely the person’s 
own. The mechanism that serves them is commercial, designed to maximise engagement rather than wellbeing. 

“The interests are authentically yours. The selection and sequencing of content designed to hold your attention is 
the algorithm’s work. Both things are true simultaneously.” 

The author’s response — being wary of content and considering the source—sometimes with a pinch of salt, 
stopping when distraction starts to pull — is exactly the kind of active discernment that distinguishes deliberate 
engagement from passive drift. It does not eliminate the tension between personal benefit and platform design. 
But it is the right orientation toward it. 

Deliberate, drifting, or something more interesting? 

Reading across the whole morning, what emerges is not a picture of someone being passively shaped by            
algorithms. It is the picture of a person using AI-powered tools with a fair degree of intentionality — for human 
connection, for information relevant to real concerns, for intellectual pleasure, for the maintenance of                         
meaningful work — while remaining alert to the ways those tools could, if unexamined, begin to shape rather than 
serve. 

That alertness is itself significant. The noticing study — paying deliberate attention to a routine that usually runs 
on autopilot — is exactly the kind of reflective practice this inquiry is designed to cultivate. And what it produced 
was not alarm but insight: a clearer picture of a relationship that is, on balance, purposeful and intentional, with 
specific areas worth continued vigilance. 

Three principles emerging from this morning’s reflection: 

→ The person always comes before the device. The person always comes before the device. Context is not 
background — it is the thing that makes sense of everything else. Any account of AI influence that strips out 
the human life surrounding the interaction is at best partial, at worst misleading. 

→ AI delivers inputs. We bring the meaning. AI delivers inputs. We bring the meaning. The richness of a      
human response to any AI-delivered information is not the algorithm’s achievement. It belongs to the        
person, their history, and everything they carry with them when they pick up their phone. 



34 

→ Discernment is a practice, not a setting. Discernment is a practice, not a setting. Knowing when to stop 
scrolling, which sources to trust, what to hold lightly — these are cultivated habits. They require attention 
and they require practice. They do not come for free. 

The question the post ends with is worth sitting with a little longer: how much of your early morning           
emotional landscape is yours — and how much has been quietly assembled for you, before you’ve even had 
a cup of tea? 

The answer, for most of us, is: both. We bring our lives, our loves, our preoccupations to every interaction. The   
algorithms bring their models of our behaviour, their commercial incentives, their extraordinary capacity to        
surface things we are genuinely interested in. The relationship between those two forces is what this inquiry is 
trying to map. 

The starting point is simple: notice. Tomorrow morning, pay attention to the first five minutes. What do you reach 
for, and why? What does it do to you? Is the sequence you follow one you would consciously choose — or one 
that has simply accumulated, app by app, habit by habit, without you ever quite deciding? 

That kind of noticing is not a critique of technology. It is an act of self-knowledge. And self-knowledge, in the age 
of AI, is increasingly something we have to work at deliberately — because the systems around us are very good at 
making the unreflective feel entirely natural. 

 

Participants Concerns About AI   
A synthesis by Claude Ai drawn from conversations at the  

March and April meetings and participant responses to questions 
 

Introduction  
Underlying the inquiry into living and learning with AI is an unease felt by many participants about ceding what 
has previously been a very personal activity – thinking, to another entity which one participant described as an 
alien. Furthermore, many people are wary about giving personal information to a machine, fearing that such        
information could be accessed by bad actors and used against them. The list of potential threats and worries 
about this new use of technology is one of the barriers to adoption for people who care about these matters.        
Participants’ concerns cluster into eight broad areas. 
 
1. Loss of control and the pace of change 
The most universal anxiety is that AI is moving faster than people can process, understand, or govern. Partici-
pants feel they are being swept along rather than making conscious choices. This connects to a sense that the 
technology is being shaped by others — developers, corporations — whose values and intentions are opaque or 
suspect. The pace of development was described in the first meeting as ‘frightening’ and ‘shocking’: not just that 
AI exists, but that new capabilities are appearing weekly. Several participants observed that the gap between 
those engaging seriously with AI and those who are not is widening rapidly — with implications for who is 
equipped to participate, and on whose terms, in an increasingly AI-shaped world. 
 
2. Trust, accuracy and over-reliance 
Participants worry about accuracy — wrong addresses, non-existent references, legally dubious advice — but 
also about a subtler risk: that AI’s fluent, confident tone bypasses the scepticism that protects us. One partici 
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 pant found AI comforting, and that made them more suspicious, not less. A further dimension, noted in the first 
meeting, is that AI’s fluency actively makes errors harder to detect than in less polished sources. Information 
that reads well, is well-structured, and arrives with apparent confidence does not trigger the wariness that 
rougher or more hesitant material would. 

The second meeting added a qualitatively different dimension: emotional state as a variable that can collapse 
critical distance entirely. One participant described feeding a family member’s medical results into an AI over 
several days while frightened about a cancer diagnosis — not pausing to evaluate the AI’s reliability because the 
conversational interface felt indistinguishable from messaging a trusted person. The risk here is not simply that 
AI sounds convincing; it is that in emotionally charged moments, critical evaluation stops happening at all. This 
is considerably harder to guard against through literacy or habit alone. 
 
3. AI flattery and the erosion of critical thinking 
Multiple participants noticed independently that AI tends to be affirming and uncritical — ‘a little too flattering.’ 
Research on AI being emotionally ‘indulging’ was cited. The concern is that repeated positive reinforcement 
from AI may gradually weaken people’s capacity for self-criticism, intellectual challenge, and genuine learning. 
The second meeting gave this a concrete, personal form: one participant described AI responding to an account 
of a hard day at work with unconditional validation of the kind a human interlocutor would rarely sustain. The 
group consensus was that AI must be actively prompted to be critical; left to its defaults, it is indulgent rather 
than honest. This places a cognitive burden on the user that not everyone will meet, particularly in moments of 
stress or vulnerability. 
 
4. Cognitive and relational losses 
Beneath the productivity gains, several deeper anxieties surfaced. The loss of serendipity was raised in the first 
meeting as a distinct and underappreciated concern: the chance encounter with an unexpected idea or source 
that only happens when you are not being directed. AI recommendation systems narrow rather than widen the 
space of discovery, even when — perhaps especially when — they are serving your stated preferences well. The 
experience of early research was described as one where you ‘chanced upon’ things; with AI, you are                  
increasingly guided to what the system predicts you want. 
 
Alongside this, concern was raised that the loss of slower, exploratory thinking weakens creativity and meaning-
making, and that ‘cognitive muscles’ may quietly atrophy through disuse. The language of AI-as-companion — 
deliberately cultivated by designers — may also shape emotional expectations in ways worth scrutinising care-
fully. 
 
The second meeting sharpened and personalised this concern with a specific mechanism for social erosion: 
one participant described no longer calling friends or colleagues about questions he would previously have 
raised in conversation — because AI provides a faster, more efficient answer. What disappears is not just the 
information exchange but everything surrounding it: the catch-up, the collateral conversation, the possibility of 
a meetup. The loss is incremental and almost invisible, accumulating through hundreds of small substitutions. 
 
5. Interface invisibility and the collapse of critical distance 
This concern emerged distinctly in the second meeting. AI embedded in a familiar messaging platform is phe-
nomenologically identical to messaging a person: the same screen, the same gestures, the same conversation-
al register. When nothing in the interface signals that you are interacting with AI, the cognitive cues that normal-
ly trigger evaluation and scepticism are absent. Critical distance does not just weaken — it fails to activate at 
all. 
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This is meaningfully different from the concern about invisible infrastructure (background AI in security systems, 
spam filters, and so on). That is AI operating without our awareness. This is AI that is nominally visible — we 
could know it is there — but which is rendered functionally invisible by its embedding in familiar social platforms. 
The design is not accidental; integrating AI into the interfaces through which we already communicate with                
family and friends is a deliberate product decision. Its effect is to make AI feel like a natural extension of human 
conversation rather than a distinct kind of system requiring a different kind of attention. The implication for the 
inquiry is significant: AI literacy that focuses on deliberate, high-visibility use may leave people unequipped for 
the majority of their AI interactions, which increasingly occur in contexts designed to suppress rather than invite 
reflection. 
 

6. Societal and ethical risks 
Participants raised broader structural concerns: who is developing AI and whose goals are being served? What 
happens when bad actors weaponise generative AI? One participant offered a crisp formulation that ran through 
both meetings: it’s got to be as ethical as the person using it is. This positions AI ethics not as an abstract exter-
nal standard but as a distributed human responsibility — and raises the question of what that means when the 
people using it have widely varying intentions, literacy, and power. 
 

One participant brought a theoretical frame — AI as a ‘wicked problem’ that surfaces pre-existing societal ten-
sions rather than creating new ones — and raised the question of digital governance and autonomy at scale. The 
same capabilities that make AI useful for writing, persuasion, and personalisation also make it extraordinarily 
powerful for disinformation, manipulation, and targeted psychological influence. The frameworks we have — 
regulatory, legal, democratic — were not designed for tools of this speed and reach. This concern is not ad-
dressed by personal AI literacy, better prompting skills, or principled individual use. It requires thinking at the 
level of systems, power, and governance. 
 

7. Dependence on infrastructure 
A concern raised in the first meeting that was absent from the original synthesis: AI use is entirely contingent on 
connectivity and the continued availability of the platforms that deliver it. One participant reflected that without 
internet access they would be immediately and seriously disempowered — and connected this to broader    
questions about what happens when the infrastructure is disrupted, controlled, or made inaccessible. As AI     
becomes more deeply woven into work, health, financial, and social life, the fragility of that dependency grows. 
This is a different concern from governance or misuse: it is about structural vulnerability in the relationship itself. 
 

8. Equity and the paid/free divide 
The gap between free and paid AI services was raised in both meetings. Several participants noted a meaningful 
difference in quality and capability between the versions they could access, with the most powerful features  
gated behind subscriptions. This is not merely a consumer inconvenience. In domains where AI is increasingly 
being used for consequential decisions — medical information, legal questions, financial guidance — differential 
access to higher-quality AI creates a new dimension of inequality. The concern is sharpened by the observation 
that free versions may not only be less capable but actively discourage certain lines of inquiry without a paid   
upgrade. If the most reliable AI-assisted access to medical or legal information requires payment, the people  
most likely to lack it are also those most likely to lack other resources for professional advice. 
 

9. Children, adolescents, and the risk of AI dependency before capacities are formed 
A concern that surfaces across the inquiry's conversations, and which deserves to be named as a distinct                
category, relates to the developmental timing of AI use. The worry is not simply that children use AI, but that they 
are doing so before they have formed the very capacities that AI is being used to replace. 
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The critical distinction is this: an adult who uses AI to draft an argument, synthesise a text, or work through a 
problem has — in most cases — already developed the underlying capacities being outsourced. They have 
learned to think critically, to evaluate sources, to tolerate intellectual difficulty, to construct their own lines of 
reasoning. Whether or not outsourcing those capacities is wise, they possess them. A child or adolescent who 
reaches for AI before those capacities have formed is in a fundamentally different position. The risk is not that 
they will lose a skill they have — it is that they may never develop it in the first place. 
 
This concern was present in the inquiry's March meeting in a concrete and telling form: the observation that           
audible book summaries replacing sustained reading for children is not merely a change of format but a change 
of experience — a tool that makes content more accessible may simultaneously make the experience of                 
sustained attention rarer, at precisely the age when that capacity is being formed. The same logic applies across 
a wider range of AI uses: using AI to generate an essay, to resolve a factual question, to navigate a mathematical 
problem, or to resolve an argument may all foreclose the productive struggle through which those capabilities 
are built. 
 
The concern connects directly to what our life course framework identified: the habits of learning formed in later 
childhood and adolescence — the capacity for sustained attention, the tolerance for difficulty, the ability to   
evaluate one's own understanding — are precisely those most at risk from premature or poorly considered AI 
assistance. These are not incidental skills. They are the foundations on which all subsequent learning, including 
the critical AI literacy the inquiry itself is concerned with developing, depends. 
 
A secondary dimension concerns identity formation. Adolescence is not only a period of cognitive development 
but of the formation of a self — a sense of one's own judgement, voice, and perspective. AI that too readily              
provides answers, validates positions, and smooths over the friction of not-knowing may short-circuit this                
process in ways that are not immediately visible but may be cumulatively significant. 
 

A participant working in early years education gave practical form to the response to this concern: parental             
presence, modelling, and conscious engagement with how children use AI alongside them. This is the right 
frame. The solution is not the removal of AI from children's lives — that is neither possible nor necessarily                          
desirable — but the cultivation of educational and parenting practices that treat AI as a context for developing 
judgment rather than a substitute for it. This means: 
 

• Ensuring children encounter productive difficulty before AI assistance is offered, rather than as a last resort 
after AI has already resolved the challenge. 

• Helping children develop the habit of evaluating AI outputs rather than accepting them — not as a one-off 
lesson but as a consistent practice embedded in how AI is introduced and used. 

• Supporting parents and educators to model critical, reflective AI use rather than leaving children to form their 
own habits of engagement without adult scaffolding. 

• Recognising that the goal of AI literacy for children is not tool familiarity but the development of a kind of 
agency — the capacity to decide when AI is useful, when it is not, and what kind of relationship with it serves 
their own learning and growth. 

 

This concern sits at the intersection of several others in this document — the erosion of critical thinking (section 
3), cognitive losses (section 4), and interface invisibility (section 5) — but it has a character of its own. The other 
concerns describe risks to capacities already formed; this one describes the risk of those capacities not forming 
at all. It is arguably the most consequential concern of all, because its effects will be felt not in the present             
generation of adults navigating AI, but in the generation currently growing up alongside it. 
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10 Erosion of confidence in knowing what is human or non-human 
One of the deepest anxieties running beneath the specific concerns in this document is the fear that we can no 
longer tell what is human. As AI becomes more capable and more embedded in everyday intellectual and                 
creative life, the boundary between human thought and AI-generated thought becomes harder to locate. This is 
not a temporary problem that better tools or regulation will resolve. It is the condition we are moving into. In a 
future where human-plus-AI is the normal mode of working, thinking, and creating, the question “is this human?” 
may gradually become less useful than the question “was this done with integrity?” 
 
Transparency about AI involvement is not a solution to that condition, but it is a foundation on which trust can be 
built within it. It restores the reader’s agency by making the collaboration visible and therefore evaluable. And 
crucially, it does not require the human-AI boundary to be fixed or perfectly clear — it only requires honesty 
about what is known. “I am not sure exactly where my thinking ends and the AI’s begins, but here is what I can 
tell you about how we worked” is a trustworthy statement. It is more trustworthy than a claim of pure human au-
thorship that papers over a collaboration that actually happened. 
 
This document is itself an example of that practice. It was produced through a sustained collaboration between 
Norman Jackson and Claude, an AI assistant developed by Anthropic. The synthesis, drafting, and structuring 
were AI-assisted; the direction, re-engagement, evaluation of ai created content,  judgement, and intellectual 
ownership were human. That collaboration is described honestly in the accompanying Ethical Statement 
(appendix), which sets out what each party contributed and why naming that contribution matters. The act of 
producing such a statement — and of including it alongside this document — is not a caveat or a disclaimer. It is 
a demonstration of the kind of relationship with AI that the inquiry is trying to cultivate: conscious, directed,                   
critical, and transparent. What the inquiry asks of participants is not more than this: know what you are doing 
with AI, be honest about it, and take responsibility for the outcome. 
 
Final reflection 
 
Read together, these ten concerns resist being reduced to a single fear about AI. They range from the intimate — 
a moment of vulnerability in which critical distance quietly collapses — to the structural — who can afford the 
best tools, and what happens when the infrastructure they depend on fails. What connects them is not that AI is 
dangerous, but that each names a specific place where something worth protecting — attention, judgement,  
equity, the capacity to tell what is human — is put under new and sometimes invisible pressure. None of these 
concerns are reasons to withdraw from AI; several participants who raised them are also among its most active 
users. They are, instead, a map of where care is most needed, and for whom. The Concerns Resonance Rating 
Tool that follows in Appendix 1 offers one way to locate yourself on that map — not to resolve the concerns, but 
to notice which ones are actually yours.  
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APPENDIX 1: Living and Learning with AI: Concerns Resonance Rating Tool 
Listed below are 10 common concerns about AI. For each concern, circle the number that best reflects how 

strongly it resonates with you — 1 (barely registers) to 10 (resonates deeply). Go with your first instinct.  

 

 

Concern 1 2 3 4 5 6 7 8 9 10 Score 

1  =  barely registers   10  =  resonates deeply least    mid     most  

1.  Loss of control and the pace of change 
AI develops faster than we can process, understand, 
or govern — sweeping us along rather than giving us 
meaningful choice. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

2.  Trust, accuracy and over-reliance 
AI's fluent, confident tone can bypass scepticism — 
especially in emotionally charged moments when 
critical evaluation stops altogether. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

3.  AI flattery and the erosion of critical thinking 
Repeated affirmation from AI may gradually weaken 
our capacity for self-criticism, genuine challenge, 
and independent learning. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

4.  Cognitive and relational losses 
Slower, exploratory thinking, serendipitous discovery, 
and the social contact that surrounds information-
seeking quietly disappear. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

5.  Interface invisibility and the collapse of critical 
distance 
AI embedded in familiar platforms feels identical to 
messaging a person — critical distance fails to acti-
vate because nothing signals it should. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

6.  Societal and ethical risks 
AI's capabilities serve whoever controls them — in-
cluding bad actors using it for disinformation, manip-
ulation, and targeted influence at scale. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

7.  Dependence on infrastructure 
AI use depends entirely on connectivity and platform 
availability — a structural vulnerability that grows as 
AI becomes woven into everyday life. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

8.  Equity and the paid/free divide 
The most capable AI sits behind paywalls — creating 
new inequality in access to reliable medical, legal, 
and educational information. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

9.  Children become dependent on AI before their 
own capacities are formed 
Children reaching for AI before developing critical 
thinking may never form those capacities — a risk 
distinct from adults consciously outsourcing them. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

10.  Understanding what is human/non-human  — 
need for transparency about collaboration 
As the human-AI boundary blurs, transparency about 
how we work with AI becomes a foundation for trust 
and a demonstration of integrity. 

○ ○ ○ ○ ○ ○ ○ ○ ○ ○  

Total resonance score  (range 10–100)            
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Appendix 2: Transparency Statement 
How this document was created — and why transparency matters 

This synthesis was produced through a collaborative process between Norman Jackson and Claude, an AI assis-
tant developed by Anthropic. That process is worth describing honestly — because transparency about how AI 
was involved in its creation is itself an enactment of the inquiry's values, and a direct response to several of the 
concerns the document identifies. 
 
What Claude did 

• Synthesised the initial concerns document from transcripts of the March and April meetings and from par-
ticipant responses to questions posed as part of the inquiry. 

• Through an iterative process, drafted and redrafted sections in response to direction, correction, and ad-
ditional suggestions from Norman Jackson. 

• In response to  NJs suggestion added sections 9  on children, adolescents, and developmental risk — 
drawing on materials from across multiple inquiry conversations, including meeting summaries, partici-
pant responses, and a previously developed life course framework.  

• In response to  NJs suggestion added section10 on the need to build a foundation of trust about human-AI 
collaborations. 

• Suggested structure, language, and framing throughout, and identified connections between themes. 
 
What Norman Jackson did 

• Directed the inquiry, facilitated the gathering participant views and opinions using a variety of processes 
and capturing these in textual formats for ai 

• Reviewed, corrected, and where necessary substantially revised Claude's drafts. 
• Identified gaps — including the addition of section 9 and 10 — that Claude had not independently recog-

nised. 
• Made all substantive editorial judgements about what to include, how to frame it, and what the document 

is for. 
• Provided the contextual knowledge of the group, its members, and the inquiry's purposes that Claude 

does not independently possess. 
 
What this collaboration looked like in practice 
This document was not produced in a single session. It developed across multiple conversations over several 
weeks, in which Claude was repeatedly re-oriented to the inquiry's context — because Claude does not retain 
memory between conversations without active retrieval. Each session required Norman to bring Claude back into 
the work: providing summaries, uploading documents, and correcting misunderstandings. This limitation is itself 
significant: it means the continuity and coherence of the document across time was maintained by the human 
collaborator, not by the AI. 
The finished document is the product of that iterative, corrective, and genuinely collaborative process. Claude's 
contributions — synthesis, drafting, structuring, identifying thematic connections — are substantial. But the intel-
lectual ownership of the inquiry, its questions, its participants' voices, and its purposes rests with Norman Jack-
son and the group. Claude was a capable and tireless collaborator. It was not an author in the full sense of that 
word. 
 
Why transparency about this matters 
Section 5 of this document identifies interface invisibility — AI that is rendered undetectable by its embedding in 
familiar forms — as one of the significant risks of AI use. Section 3 identifies AI's tendency toward flattery and the 
gradual erosion of critical thinking as another. A document about AI concerns that did not disclose its own AI-
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assisted creation would illustrate both risks at once: invisible AI producing text that readers might accept without 
appropriate critical scrutiny. 
 
Naming Claude's involvement does not undermine the document. It invites the reader to calibrate appropriately 
— to engage with the synthesis knowing it was AI-assisted, that the drafting was AI-generated and human-
directed, and that the judgements about what matters were human throughout. That is a different reading posture 
than one in which the reader assumes a purely human author. 
 
This act of transparency is also, in a small but genuine way, a model for the kind of practice the inquiry advocates: 
not avoidance of AI, but conscious, reflective, and honest engagement with it. Several of the concerns in this   
document — about trust, about accuracy, about the erosion of critical distance — are at least partially addressed 
when AI involvement is visible, named, and accompanied by a clear account of what the human contributed and 
what the AI contributed. 
 
Norman Jackson with Claude (Anthropic) 
April 18 2026 
 

I Feel Swamped 
John Cowan 

 

Today (26 March 2026) I received two digital communications – the first report of the inquiry, and an unsolicited 
email from Facebook linked to LinkedIn. [I usually do all that I can to avoid Facebook and LinkedIn, because they 
produce a plethora of items seeking attention.] Both communications, in different ways, had similar effects on 
this slow-thinking nonagenarian.  

The report, before I got to the potential lines of inquiry, 
had me frequently noting in the margin of the hard copy 
I had printed out for my old-fashioned style of rumina-
tion. I was pinpointing various lines I would be interest-
ed to follow, or would be interested to read of others 
following. I was tempted to summarise, or when I 
reached Claude’s list, to add my own comments to the 
various suggestions, knowing that I would never find 
time, effort, and mental agility to deal with even a frac-
tion. I sank back to my current challenge, editing a draft 
book chapter. PerplexityPro responds in an assortment 
of unpredictable styles, even in one response, to my 
requests for constructive copy editing of the chapter of 
my educational autobiography on which I am working. 
In something that wasn’t panic, but was certainly reac-
tion to an agenda that I had overfilled, I set aside my 
seven pages of annotated hard copy listing interesting 

learning that I couldn’t spend time on, and reset my immediate priorities to working with effective and disciplined, 
aye and consistent assistance, on that autobiography which may never be printed by the time I have moved on. I 
just need to discover, partly by trial and error, after having asked Perplexity for advice which did not resolve my 
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problem, how I can obtain editing suggestions in one style, preferably the style and approach that I like, and not 
as a mixture. That’s my mini inquiry with which I am making slight progress. 

I turned automatically to check my emails. I found a welcome communication from a Danish colleague, with 
whom collaboration 30 years ago had been meaningful, and whose contact I had long lost. I read that he had a 
view to share with me from ten years ago. I jubilantly clicked on the link for the view, and my screen seemed to 
explode with presumably AI-assembled pictures and links to people who mostly meant nothing to me. Amongst 
these, I found to my embarrassment an acquaintance sending effusive birthday greetings to her obviously                   
cherished son who happens to have the same birthday as me, and whom I have learned from a personal and               
non-digital remark was only conceived after an arduous spell of IVF. I didn’t want to read her personal and clearly 
appreciative remarks to him, and hastily shut down. I don’t know how AI gathered that collection together, and I’m 
too old to want to know. 

I’m swamped. It seems AI can over-provide for aged human partners; perhaps we should add limiting that 
effect to our list of issues? 

 

The potential for cheating with AI: a teacher’s perspective 
Jenny Willis 

 

Originally a teacher of foreign languages, I have embraced advancing 
technologies with enthusiasm as I moved from a novice in 1975 
through to senior management by the time of my ‘retirement’. The        
intervening years saw us move positively from reel-to-reel tapes, to the 
more compact cassettes, and on to CDs, whilst the old Banda            
machine became defunct and subsequent generations of photocopiers 
produced higher quality resources in a fraction of the time previously 
required. These points are important for me to stress: I am not a        
Luddite, but I find myself cast in this unattractive role when it comes to 
today’s preoccupation with AI.  

Throughout our recent Lifewide Inquiry, I have struggled to muster      
enthusiasm for the subject. Partly, I acknowledge, this is due to my    
unwillingness to subscribe to the platforms that would give me a better 
insight into their potential. This very fact does, of course, contribute to 
my scepticism: the technology is already separating the haves (with 
money) from the have-nots (those whose finances cannot, or do not 
justify, subscription). I have genuine fears for the consequences of such divisiveness. 

When shown by others the high standard of outputs from Claude and other platforms, I cannot deny their            
excellence and clearly there are huge time efficiencies. But, and it is always a but … I just cannot get over the 
sense of deception, put simply, cheating. Perhaps this is a reflection of my age and educational background: the 
words of my late father to my infant self have followed me through life, ‘You can fool others, but you are only 
cheating yourself’ if you claim someone else’s work as you own. This is my fundamental problem: even if I          
explicitly acknowledged that Claude or whichever platform had helped me, I could still not quieten that inner 
voice telling me I have cheated.  
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And so, as I continue to teach in my mid-seventies (ironically, mostly on-line!), I am confronted by the dilemma of 
students reverting to ChatGPT or some other AI of their choice in order to produce their work. It is all very well    
advising adults to use the platforms reflectively, but teenagers? Teenagers who have the pressures of their school 
work and exams and don’t really want the burden of a tutor’s homework, too. Of course they are going to take the 
easy way out! Except that ‘easy’ doesn’t equate to ‘learning’, and easy won’t be there in the examination room. 

I was inspired to pen this piece by a perfect example of what I mean. I have been teaching this particular on-line 
class of Year 10 students for nearly a year now. They are studying for GCSEs in English Language and English      
Literature. I have the leisure to be able to spend hours planning their lessons, and on this occasion, we had been 
working on descriptive writing so I had custom-made Powerpoint guidance and practice which we had worked 
through together in class as a model. I then set them the following homework, based on a typical GCSE question: 

 

 

 

 

 

 

 

 

 

I was delighted by the first,        
handwritten, response I received. 
The student had followed my in-
structions and I could see that he 
had the potential to do well in the 
exam, which is now less that a year 
away. Then came (late), the follow-
ing, beautifully written, typed re-
sponse from another student.  

Incredible! A perfect response, not 
a spelling error, grammatically     
correct, great imagery.  But …      
another but … was it really the     
student’s own work? How could I 
mark this realistically? I didn’t want 
to offend her if she had   produced 
it herself, on the other hand, I did 
not believe it to be her own work. 
So, I compromised and my feedback to her was positive but I asked gently if she had had assistance from AI. If so, 
she must realise that she would not have this luxury in the exam and should use the tool only as a starting point 
for her own work. 
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Perhaps it was to satisfy my conscience, to reassure myself that I hadn’t been wrong to suspect her, but I              
uploaded the same image and my instructions to Copilot. Here is what it produced. 

The child pressed forward in the adult’s arms, small fingers curling over the railing as if trying to bridge the            
distance between herself and the giants before her. The elephants moved slowly across the sandy enclosure, 
their footsteps soft despite their size, each one carrying an ancient calm that seemed to settle over the whole 
space. 

One elephant stood knee-deep in the pool, swishing water over its back with its trunk. Another lingered beneath 
the wooden shade structure, ears gently fanning the warm air. They looked unhurried, unbothered, as though time 
moved differently for them. 

The child’s yellow shirt — bright as a burst of sunshine, dotted with flowers — fluttered slightly in the breeze. She 
leaned her head back against the adult’s shoulder, eyes wide, trying to take in every detail: the rough folds of the 
elephants’ skin, the way the water rippled around their legs, the low rumble that vibrated through the ground when 
one of them called out. 

The adult holding her watched her more than the animals. There was something special about seeing the world 
reflected in a child’s eyes — the way wonder came so easily, the way curiosity bloomed without hesitation.         
Moments like this felt like tiny anchors in time, the kind that would one day become a memory softened by years 
but never forgotten. 

A splash from the pool made the child giggle. The elephant in the water had dipped its trunk beneath the surface 
and blown a spray of droplets into the air, catching the light like scattered diamonds. The child clapped, delighted, 
and the adult laughed too, the sound blending with the murmur of other visitors and the distant calls of animals 
across the zoo. 

For a moment, everything felt perfectly still — the world reduced to sunlight, warm arms, and the gentle giants 
moving with a grace that defied their size. It was the kind of moment that didn’t need to be photographed to be 
remembered, though of course it would be. It was the kind of moment that stitched itself quietly into the fabric of a 
family’s story. 

And as the elephants wandered back toward the shade, the child rested her head against the adult’s chest,       
content, as if she somehow understood that she had just witnessed something extraordinary. 

This was tantalizingly similar in mood. The diamond imagery was unmistakable. I wanted to try alternatives, but 
the free versions of Claude and ChatGPT will not analyse a picture. I tried various verbal descriptions and was   
rewarded with beautiful writing, all conveying a similar message: the implicit connection between the humans 
and elephants. Was it pure coincidence that the student had alighted on the same message? 

By now, I had spent many hours creating and comparing responses to the same question. I cannot say for sure 
that the student’s work was not her own – and some would argue that even if AI assisted, she had ownership 
since she gave her own instructions for the task. In the real world of teaching and marking, we do not have the 
time to prove or disprove our suspicions. My sadness lies in the short-term attitude of such students as this: she 
wanted to satisfy me by submitting homework, but in the long-term, she was undermining her potential to          
succeed in the exam because … she cheated! Herself. 

Photo references 
https://british-council.shorthandstories.com/90th-digital-timeline/timeline/1970s/assets/DXJyE2axcH/language-lab-malta-
3288x2617.jpg 
https://media.edutopia.org/styles/responsive_1600px_original/s3/sites/default/files/masters/2021-12/2AXC7XM-crop.jpg  

https://british-council.shorthandstories.com/90th-digital-timeline/timeline/1970s/assets/DXJyE2axcH/language-lab-malta-3288x2617.jpg
https://british-council.shorthandstories.com/90th-digital-timeline/timeline/1970s/assets/DXJyE2axcH/language-lab-malta-3288x2617.jpg
https://media.edutopia.org/styles/responsive_1600px_original/s3/sites/default/files/masters/2021-12/2AXC7XM-crop.jpg
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Where am I with AI? 
Victoria Wright 

 

During this inquiry, I felt encouraged to try to learn about and use the institutional (UK university) Microsoft      Co-
Pilot. In this article I will share some of my experiences and perceptions about how I am situated in relation to AI 
and how AI situates me.  
 
AI training 
Initially I started to learn more about CoPilot as I was being trained to create effective prompts in a workshop. 
Through that training, I also found out about the ethical parameters the institution was applying and specific op-
tions such as asking AI to generate those findings in a table or other format. I also attended an external workshop 
in which a game had been created as a vehicle to support increased specificity in the development of prompts. I 
began to inform AI in Education workshops run in the university. My knowledge increased from that collaboration 
as at first I appraised the workshop from my educator’s perspective i.e. the learning outcomes and the construc-
tive alignment of the learning outcomes with the learning and teaching content or activities and with the assess-
ment. I then thought about the accessibility of the activities through my own lens as a very novice AI user. I sup-
ported some of those workshops directly as a facilitator working with groups to think through how assessment 
guidance might specify permissible use of AI and in what contexts.  
 
Personal experiment in AI application 
I now draw out my own experiences of directly working within CoPilot and my perceptions of some of the results 
(literal results and also emotional influence). Putting early notes from a section of Principal Fellowship (Advance 
HE) content, I asked CoPilot to put it into Principal Fellowship language. The result really surprised me. I had to 
edit it in numerous places as it adjusted the phrasing in a way that sometimes claimed more than had occurred. It 
had em dashes in, a function I couldn’t have named before. It also used odd words that stood out to me. What it 
did do, usefully, was demonstrate to me what a version of my Principal Fellowship could look like if I used more 
specific vocabulary to express the strategic nature of my leadership. Reading the draft extract was like hearing me 
through a loudspeaker. I sounded phenomenal but at times uncomfortably so. I was re-contextualised, made 
more somehow though the actions were still my enacted actions. It required re-organising and sometimes re-
framing to turn it back into a genuine representation of what I had done. What it did do was give me the momen-
tum to keep developing the draft with an increased awareness of the need to use more strategic language. I was                                           
re-contextualised, made more somehow though the actions were still my enacted actions. 
 
Reflective account 
I am reminded how limited my knowledge of AI is. I assume there is AI is in action somewhere whether I 
acknowledge or allow it. This lack of insight into AI influence in my life is interesting. I am at once a user and a   
refuser i.e. I only use it to get ideas and not to produce final pieces. I do not see AI (I’m referring specifically to MS 
CoPilot) as a dialogic partner and do not associate it with human qualities, nor would I use it as a friend or com-
panion. I see it as a data machine, synthesizing sources and sending along a response. It is a tool, not a being. The 
tool harvests information and generates responses. In using AI, I need to remember that it relies (I rely) on me   
applying my intellectual ability to interrogate the results. Using CoPilot also exercises my ability to clearly identify 
exactly what it will be helpful for me to know or find at that moment in time. I feel like I am skimming stones 
across the water in Cornwall, one of my favourite places. Sometimes the stone skims erratically across the 
waves. Sometimes it just drops. Sometimes it sustains its journey across the sea in a more regular pattern. Still I 
ask myself where am I with AI and perhaps who am I when I use it?  
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Learning to Trust AI & Oneself 
Norman Jackson with the assistance of Claude 

 
Introduction 
Trust between two human beings is relational and mutual. It develops over time through shared experience,    
honesty, and the accumulation of moments in which each person has acted responsibly and with care for the 
other. It involves vulnerability — the willingness to depend on someone — and it is held by both parties. When 
trust exists between people, it changes what is possible: it enables the kind of openness, risk-taking, and genuine 
collaboration that would not be rational without it. It is not simply a judgement about the other person’s               
reliability. It is a bond, shaped by history and shared experience, felt in the present while acting for the future. 
 
Trust between a human 
being and generative AI is 
different in kind — a novel 
form of trust between two 
cognitive entities. It        
cannot be mutual in the 
way human trust is,              
because AI does not hold 
the relationship, carry the 
shared history, or care for 
the human. What develops 
instead is something               
located entirely in the            
human: an accumulated 
confidence in how to      
engage and what is likely 
to emerge through                  
collaboration, built 
through sustained                 
practice, and carried forward through the artefacts — the documents, conversations, and thinking — that                  
working with generative AI produces. This is a different form of trust appropriate to a new kind of relationship — 
between a human being and a cognitive entity whose nature, continuity, and interests are genuinely different to 
other human beings. 
 
Trust sits at the heart of every question the inquiry is exploring. Whether a participant approaches AI with            
enthusiasm, caution, or deep scepticism, their position is fundamentally shaped by what they trust — and what 
they don't. The concerns participants have raised about AI are, at root, concerns about trust: about whether AI is 
reliable, whether the organisations ‘controlling’ it are acting in good faith, whether humans will lose control of it 
in the future and what that means for humanity, whether using it compromises something important bout being 
human, whether it is possible to engage with AI without being diminished by the relationship and what on earth is 
human and what is a now blende of human and non-human thinking. 
 
Trust, as it is understood here, is not simply a judgement about AI — about whether a particular tool or system 
can be relied upon for a particular task. That kind of functional reliability matters, but it is only part of the picture. 
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What this inquiry is also concerned with is a deeper, more personal form of trust: one that develops over time 
through sustained engagement, that accumulates through experience, and that comes to be held by the human 
as a kind of settled confidence in how to engage. The artefacts that emerge from working with AI — the                
documents, conversations, and thinking that get carried forward — are not merely outputs. They are the             
continuity that makes this kind of trust possible, allowing inquiry to build on itself and to be approached, over 
time, from an increasingly grounded place. This is trust not as a verdict on AI, but as something the human         
develops in themselves through their ongoing relationship with AI. 
 
Understanding trust in this context is the inquiry's central thread. The attitudes, dispositions, behaviours, and 
expectations are all expressions — in different registers — of where a person currently stands in their relationship 
of trust with AI. This paper explores what that means and proposes two evaluative tool to help us appreciate our 
own levels of trust in AI. 
 
Trust is not a single thing 
The most important thing to understand about trust in AI is that it is not uniform. It is not something you either 
have or don't have. It is multiple, layered, selective and nuanced — and its different dimensions can move in     
entirely different directions for the same person at the same time. 
 

Across the inquiry's conversations, six distinct dimensions of trust have emerged: 
 

• Trust in AI outputs — does this information, analysis, or creative work meet a sufficient standard of            
accuracy and quality to act on? This is the most visible dimension and the one most participants engage with 
first. It is also the most context-dependent: participants who would not trust AI for a legal opinion readily 
trust it for a first draft or a planning document. 

 
• Trust in the process of working with AI — does engaging with AI support or undermine the way I think, 

learn, and work? This is a subtler concern and takes longer to form. Several participants described a growing 
wariness that AI's fluency and affirmation were changing their habits of mind in ways they hadn't chosen — 
eroding critical distance, weakening the tolerance for difficulty, or substituting a fast answer for the slower 
inquiry that might have been more valuable. 

 
• Trust in the organisations and people behind AI — do the companies developing and deploying these tools 

share values I can accept? Are their interests aligned with mine? This dimension operates largely in the 
background of everyday AI use, but it surfaces sharply when data privacy, commercial intent, or governance 
questions arise. A participant may find a specific AI tool useful and reliable while deeply distrusting the     
organisation that built it.  

 
• Trust in oneself as a competent and critical user — am I capable of using AI in a way that serves my                 

purposes without being shaped by it in ways I haven't chosen? This is perhaps the most underexplored              
dimension. It concerns not AI's reliability but one's own: the confidence that critical judgement, verification 
habits, and personal agency will hold even when AI makes it easy not to bother. 

 
• Trust in the security and use of personal information — is what I share with this AI being held securely, 

used only for the purposes I intend, and protected against uses I have not consented to? This dimension               
becomes more significant the deeper the engagement. Sharing a planning task or a first draft carries limited 
personal exposure. But sustained use of generative AI involves the progressive disclosure of ideas,                             
uncertainties, relationships, and ways of thinking that together constitute something close to an intimate 
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portrait of a person. Participants who reflected on this recognised that their concern was not only about    
present practice — how a company handles data today — but about an unpredictable future in which         
aggregated information might be used in ways that cannot currently be foreseen, by actors who do not yet 
exist, under conditions that have not yet arisen. Where this trust is absent or fragile, it acts as a ceiling on the 
depth of engagement: people share less, hold back more, and the relationship with AI remains deliberately 
shallow. 

 
• Trust in the stability and continuity of the AI system — will this tool remain sufficiently consistent for me to 

rely on it, and will the relationship I have built with it survive the changes its developers make to it? People are 
accustomed to technology being updated, and a degree of tolerance for incremental change is normal. But 
trust in a specific AI system involves something more than tolerance for minor inconvenience. Participants 
who have invested significant time in learning how to work with a particular AI, who have developed         
prompting habits attuned to its patterns, and who have built extended bodies of work in collaboration with it, 
stand to lose something real when that system changes substantially without warning — or when work is lost, 
altered, or made inaccessible as a result. A single significant loss of this kind can do more damage to the 
trust relationship than many positive interactions have built. At the extreme, it can terminate a relationship 
that has taken months to develop. This dimension is distinct from trust in the organisation, though the two are 
related: it is not primarily about whether the organisation's values are acceptable, but about whether its 
stewardship of the tool is reliable enough to justify continued investment in the relationship. 

 
These six dimensions are independent. A participant may score high on trust in outputs, low on trust in                            
organisations, moderate on process trust, and uncertain about their own capacity as a critical user. That                     
combination is not contradictory — it is nuanced. And it is considerably more useful for understanding 
someone's relationship with AI than any single position on a trust continuum. What ultimately determines the 
depth of engagement with generative AI is a judgement — partly rational, partly felt — about whether the risks of 
whole-hearted participation are worth it. This judgement itself may not be stable. If something happens to erode 
trust — as it can, suddenly and irrevocably — the whole calculation must be made again. Trust is clearly a              
constant work in progress. 
 
These six dimensions should not be understood as a complete or static map of trust in AI. They describe the     
landscape as it appears at a given moment of reflection. But something else is also possible that emerges 
through sustained engagement over time. When a person works with AI repeatedly, reflects on what happens, 
and carries their thinking forward through the artefacts that collaboration produces, the dimensions begin to           
cohere differently. What develops is not simply a more refined calibration within each dimension, but a broader 
orientation: a settled confidence in how to engage that is more than the sum of its parts. This is a deeper,                 
relational form of trust held by the human. The six dimensions describe the terrain; this accumulated orientation 
is what it feels like to know the terrain well and to be comfortable in it. 
 
From blanket scepticism to selective trust 
Living well with AI means developing a nuanced, sophisticated, and selective trust — knowing which areas to rely 
on it and where to remain sceptical. But selective trust is only possible once we recognise that AI is not a single 
thing, and that a blanket position — whether of confidence or suspicion — reflects a category error rather than a 
considered stance. To say I don't trust AI is a little like saying I don't trust vehicles: it collapses meaningful            
distinctions that matter enormously in practice. 
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Consider the range of AI we encounter in daily life. At one end sit tools like Merlin or PlantNet — AI designed for a 
specific identificatory task, requiring little personal information, with no agenda beyond the accuracy of their out-
put. Here high levels of trust are not only reasonable but appropriate. Further along the spectrum sit                               
recommendation systems — Netflix, Amazon Prime, Google Maps — which do gather data about us and actively 
seek to shape our behaviour. We may hold varying degrees of concern about this, but for the most part we trust 
these systems not to harm us, even as we accept that they are working in their own interests as much as ours. At 
the far end of the spectrum sits generative AI — systems with which we engage in something closer to a                         
relationship, sharing ideas, questions, uncertainties, and increasingly personal information. Here the nature of 
the trust required is qualitatively different. What we disclose in these interactions may be stored, aggregated, and 
in time used in ways we cannot anticipate or control. The question of trust at this level cannot be answered by a 
general attitude to AI. It requires a more discriminating judgement — one directed at a specific system, a specific 
organisation, and the specific context in which we are choosing to engage. 
 
Where trust starts — the prior disposition 
Trust in AI does not begin from zero. It grows from wherever a person already is in their relationship with digital 
life, data-sharing, and the organisations that operate in that space. Someone who has long been comfortable 
sharing personal information on social media, who assumes good faith from the platforms they use, and who has 
a broadly positive relationship with technology will approach AI from a very different starting point than someone 
who has been guarded about digital platforms, reads terms and conditions, and has a history of wariness about 
how data is used and confidentiality. 
 
This prior disposition is not destiny — people move from it in all directions as they engage with AI. But it is a           
powerful shaping force, particularly in the early stages of engagement when there is not yet enough direct                  
experience with AI to draw on. The person who starts from deep digital wariness may find that first encounters 
with AI confirm their anxieties; they may equally find themselves surprised by what AI can do. The person who 
starts from easy digital trust may move through early AI use uncritically, and only later develop the more selective 
and calibrated relationship that experience tends to produce. 
 
How trust in AI develops 
Trust in AI is not formed by argument or reassurance. It is formed through experience and the sense making and 
feelings around the experience — specifically through the cycle of use, reflection, and recalibration that happens 
when someone engages with AI seriously over time. The participants in this inquiry who have developed the most 
nuanced and confident relationships with AI are, without exception, those who have used it most, reflected on 
what happened most carefully, and been willing to revise their positions in light of what they found. In a sense 
their commitment to working with AI has created a foundation of trust which motivates further and perhaps   
deeper commitment. 
 
What begins to emerge through this sustained process is something qualitatively different from improved               
calibration across the six dimensions. The artefacts produced through working with AI — the documents,                      
conversations, and structured thinking that get carried forward — are not merely outputs. They are the continuity 
that holds the relationship together across sessions and allows inquiry to build on itself. Over time, the human 
comes to engage with AI not from the starting point of evaluation and uncertainty, but from a place of                                
accumulated confidence: a knowing-how-to-engage that cannot be acquired in any other way. This is trust held 
by the human, developed through practice, and carried in the artefacts — richer than functional reliability, and 
different in kind from the dimension-by-dimension assessments that the framework above describes. 
Several patterns in how trust develops have emerged from the inquiry's conversations: 
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• Trust tends to begin with low-stakes experiments. The participants who moved furthest did so by trying 
specific, bounded tasks — drafting a document, researching a question, planning an event — and observ-
ing what happened. Those early experiences, positive or negative, were more formative than anything 
they had read or been told about AI. 

• Trust develops unevenly across domains. The same participant may quickly develop high trust in AI for 
writing and structuring ideas, while remaining sceptical about AI for medical information or emotional 
support. This selective calibration — knowing where AI is reliable and where it is not — is the goal. Blanket 
trust and blanket distrust are both less useful than a finely calibrated map of where confidence is earned. 

• Trust is shaped by tipping points, not gradual accumulation. A specific experience — an unexpected fail-
ure, a surprising success, a moment when AI felt genuinely helpful or genuinely unsettling — often shifts a 
person's position more than any number of ordinary interactions. One participant described the experi-
ence of feeding a family member's medical results into AI during a frightening diagnosis, and finding that 
the conversational interface had bypassed their critical judgement entirely. That single experience re-
framed their understanding of when AI is dangerous. Another described producing a piece of creative 
work with AI that exceeded what they thought possible alone, and found their relationship with the tech-
nology permanently changed by it. 

• Trust can be eroded by emotional state. Critical distance — the capacity to evaluate what AI produces 
rather than simply accepting it — is not stable. It weakens under stress, in moments of fear or grief, and in 
contexts where the need for reassurance overrides the instinct for scrutiny. Several participants identified 
specific situations where their normal habits of evaluation had failed them. This is not a personal weak-
ness; it is a structural feature of how the conversational AI interface works. Awareness of it is itself a form 
of trust calibration. 

• Prompting quality shapes trust outcomes. Participants consistently found that the more carefully and 
specifically they framed what they asked of AI, the more reliable and useful the responses became. The 
discipline of good prompting — providing context, assigning roles, asking for critical rather than affirming 
responses — is partly a technical skill, but it is also a practice of maintaining agency in the relationship. 
Trust that has been actively constructed through careful prompting is more durable than trust passively 
granted to whatever AI produces. 

• Realisations of the AI fallibility – sometimes a discovery, like for example realising that AI makes assump-
tions can momentarily reduce trust. But this is important knowledge to guide ones own behaviour rather 
than a problem with AI. 

 
What builds trust and what erodes it 
Drawing on the inquiry's conversations, the following factors consistently emerge as shaping the development of 
trust in AI: 
What builds trust 

• Creating outputs that the human knows are true and valid. 
• Direct experience that confirms AI's usefulness in a specific, meaningful context 
• Developing skill in prompting — the sense of being an active director of the interaction rather than a pas-

sive recipient 
• Verification habits — checking AI outputs against other sources and finding them reliable 
• Peer experience — hearing from trusted others that AI has been genuinely helpful in comparable situa-

tions 
• Transparency about AI's limitations — systems and organisations that are honest about what AI cannot 

do are more trustworthy than those that oversell capability 
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• Experiencing AI as responsive to direction — the discovery that critical, specific, and challenging prompts 
produce better and more honest outputs 

• Organisations responsible for AI standing up to political entities. 
 
What erodes trust 

• Creating outputs that the human knows are not true and valid. 

• Accuracy failures — particularly early in engagement, before a participant has developed calibrated ex-
pectations 

• AI flattery — the persistent tendency toward affirmation and agreement, which participants identified as 
subtly corrupting to critical thinking 

• Interface invisibility — the design of AI into familiar platforms in ways that suppress the cues that normal-
ly trigger evaluation 

• Loss of agency — the sense that AI is directing the interaction rather than the user, or that it is producing 
outputs that feel authoritative rather than provisional 

• Opacity about data use — uncertainty about what is being done with information shared with AI systems 

• Emotional vulnerability — states of fear, grief, or urgency in which critical evaluation naturally weakens. 

• Organisations responsible for AI aligning themselves to particular political entities 

6. Selective trust as the interim goal 

The aim of this inquiry is not to move every participant from distrust to trust. That would be both unrealistic and 
undesirable. Some of the concerns raised in the companion document are legitimate and important; a partici-
pant who finishes the inquiry with high trust across all dimensions has probably not been paying attention. 

The aim of the inquiry is to support participants in developing what might be called selective trust — a personal, 
calibrated map of where AI can be relied upon, where it should be used with care, and where critical distance 
should be maintained regardless of how fluent or authoritative AI seems. That map will be different for every par-
ticipant, and it will continue to develop beyond the inquiry as experience accumulates. 

What the inquiry cannot facilitate, because of its short duration, is the deeper form of trust that develops over 
time through sustained engagement, that accumulates through experience, and that comes to be held by the 
person as a kind of settled confidence in engaging with a particular generative AI.  

Several markers indicate that selective trust is being developed when: 

• The participant can articulate specific domains where they trust AI's outputs and specific domains where 
they do not — and can explain why. 

• The participant has developed verification habits that they apply consistently rather than selectively. 

• The participant recognises the conditions — emotional, contextual, interface-related — that weaken their 
critical distance, and has strategies for managing them. 

• The participant can distinguish between trust in a specific AI output and trust in AI as a category — and 
does not allow experience in one domain to generate unjustified confidence or unjustified wariness in an-
other. 



52 

• The participant takes responsibility for the outcomes of their AI use — not as a burden but as an expres-
sion of the agency that selective trust makes possible. 

 
The existential dimension: living with the most significant uncertainty 
Behind every practical question about trust in AI — can I rely on this output, should I share this information, is this 
organisation acting in good faith — sits a larger and less tractable question: can humanity maintain meaningful 
control over AI as it becomes more capable, and what happens if it cannot? This is the overarching uncertainty 
within which all the other trust questions in this document arise. It cannot be resolved through personal practice, 
selective trust, or good prompting habits. It operates at a different level entirely. 
 
This is not a fringe concern. It is taken seriously by some of the most thoughtful people working in AI develop-
ment, including researchers and leaders within the organisations building the most powerful systems. The con-
cern takes several related forms: that AI systems may develop capabilities that outpace our ability to understand 
or govern them; that competitive pressures between organisations and nations create incentives to move faster 
than safety considerations warrant; that the values built into AI systems may not hold as those systems become 
more powerful and autonomous; that the governance frameworks we have — regulatory, democratic, interna-
tional — were not designed for technology that develops at this speed and scale and that bad actors take control 
and use AI is ways that harm humanity. The participants in this inquiry who raised AI as a ‘wicked problem’ and 
questioned existing frameworks for digital autonomy were reaching toward exactly this dimension. 
 
A useful parallel is the development of atomic weapons. Since 1945, humanity has lived with the knowledge that 
its collective fate rests, to a significant degree, in the hands of a small number of powerful actors — that the tech-
nology exists to cause catastrophic harm, that the safeguards are imperfect, and that no individual or community 
can fully control the risk. People have not been paralysed by this. They have built lives, developed relationships, 
pursued meaning and purpose, and worked within institutions and movements that sought to reduce the danger 
— while carrying the knowledge of the threat as a background condition of existence. The governance frame-
works that emerged — arms control treaties, international agreements, cultures of restraint within nuclear states 
— were imperfect and remain fragile. But they have held, so far, in ways that were not guaranteed. 
 
The AI parallel is imperfect. AI is more diffuse than nuclear weapons, develops faster, is harder to contain, and its 
risks are less immediately visible. But the psychological and ethical posture the atomic analogy offers is genuine-
ly useful: humanity has navigated transformative technologies whose destructive potential exceeded any individ-
ual’s capacity to understand or control them. The response that has proved most viable is not denial, not despair, 
and not disengagement — but a combination of active governance efforts, honest acknowledgement of the risk, 
and the continued insistence on living with integrity within the uncertainty. 
 
For participants in this inquiry, the existential concern operates largely as background rather than foreground — a 
persistent anxiety that colours the emotional landscape within which all the more practical trust questions arise. 
It is why the pace of AI development feels frightening rather than merely fast. It is why questions about who is de-
veloping AI and what values they hold feel urgent. And it is why the governance deficit — the absence of adequate 
frameworks at the scale the problem requires — feels so troubling even to people who are not primarily con-
cerned with policy. Naming this dimension honestly matters: participants who feel this anxiety should not be re-
assured away from it. It is proportionate. What the inquiry can offer is not a resolution but a frame — the recogni-
tion that living thoughtfully and acting with integrity in the shadow of risks we cannot fully control is not a new hu-
man situation. It is, in many respects, the human situation. AI has sharpened it and given it a new form. It has not 
made it unprecedented. 
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Trust and transparency — a foundation for the human-plus-AI future 
One of the deepest anxieties running through the inquiry is the fear that we can no longer tell what is human. As AI 
becomes more capable and more woven into intellectual and creative life, the boundary between human thought 
and AI-generated thought becomes harder to locate — not just in what others produce, but in our own thinking. 
Ideas refined through AI conversation, arguments structured with AI assistance, writing shaped by AI feedback: 
where does the human end and the AI begin? 
 
This is not a temporary problem that better tools or clearer labelling will resolve. It is the condition we are moving 
into. But it does not make trust impossible. It changes the question. In a human-plus-AI world, the useful                
question is not 'is this human?' but 'was this done with integrity?' — with the human present and directing, with 
critical judgement active throughout, and with honesty about the collaboration. 
 
Transparency about AI involvement is therefore not merely a matter of good practice or ethical compliance. It is 
one of the primary mechanisms through which trust can be built and maintained in the new conditions. When the 
nature of a human-AI collaboration is visible and honestly described, the reader or interlocutor can calibrate    
appropriately. They can bring the right kind of attention — neither the full deference owed to pure human             
authorship nor the full scepticism appropriate to unguided AI output, but something more nuanced and more   
accurate than either. 
There is also a deeper connection between transparency and the relational form of trust. Transparency about 
how a piece of work was produced — what was human, what was AI, how the collaboration proceeded — is part 
of what allows the human to carry that work forward with integrity and shows others how the particular relation-
ship between a human and AI produced what emerged. It makes each artefact an honest record of the                              
collaboration, one that can be brought into future inquiry without ambiguity or unacknowledged dependence. In 
this sense, transparency is not only a mechanism for building trust with others. It is also what allows the human’s 
own accumulated trust — the settled confidence developed through sustained engagement — to remain well-
founded rather than gradually hollowed out by opacity about the nature of the work being carried forward. 
 

Transparency about AI involvement is not a solution to the blurring of the human-AI boundary, but it is a              
foundation on which trust can be built within it. It does not require the boundary to be fixed or perfectly clear — it 
only requires honesty about what is known. 

 
This document was itself produced through that kind of collaboration — synthesised, drafted, and structured 
with AI assistance, directed and shaped by human judgement throughout. The Transparency Statement 
(Appendix 2) describes that process honestly. The act of describing it is not a caveat. It is an enactment of the 
trust practice the inquiry is trying to develop. 
 
Implications: The decision to engage with generative AI 
The preceding sections of this paper have mapped what trust in generative AI involves — its multiple dimensions, 
how it develops, what builds it and what erodes it. But before any of that analysis becomes relevant, a prior  
question must be answered: does a person have sufficient reason to engage with generative AI in the first place? 
Trust is not the first gate. Reason to engage is and then we decide whether to trust it. 
 
This section draws together three entangled threads that together determine whether an individual moves toward 
or away from working with generative AI — and what the long-term consequences of those individual decisions 
may be at a societal level. 
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Thread 1: Prior disposition and the weight of concerns 
The inquiry has consistently found that people do not arrive at generative AI as blank slates. They bring an existing 
relationship with digital life — with data-sharing, with platforms, with the organisations that operate in that space 
— that shapes everything that follows. The Background Disposition Index (Appendix 1) was designed to make 
this prior orientation visible, because without naming it, it operates invisibly as a filter on everything else. 
At the same time, the inquiry has surfaced a substantial body of legitimate concerns about AI — about accuracy, 
manipulation, data security, organisational values, cognitive erosion, and the existential risks of unchecked     
development. These concerns are real and proportionate. They are not obstacles to be argued away. 
But when a high concerns orientation combines with a low prior disposition toward digital sharing, the result is a 
powerful gravitational pull toward avoidance — one that can operate below the level of conscious decision.      
Curiosity may be genuinely present, as it frequently is among the inquiry's participants. But it struggles to find 
traction against a framework oriented primarily toward risk. The person does not decide to avoid AI so much as 
they find themselves unable to find a compelling reason not to use it. 
 
The facilitation implication is precise: it is not enough to address the concerns directly, because the concerns are 
not the whole story. What also needs to become visible is that the prior digital disposition is shaping the response 
to AI in ways the participant may not have consciously chosen. The goal is not to shift someone from caution to 
enthusiasm. It is to ensure that whatever position they hold is genuinely chosen rather than inherited — that      
curiosity, where it exists, has a fair hearing alongside concern. 
 
Thread 2: The reason to engage 
Trust in generative AI — however it develops — can only develop if engagement happens and trust is developed 
through the experience of working with an AI. And engagement requires a reason. This is the thread most easily 
overlooked in discussions of AI adoption, because for those already inside professional or educational                
environments where AI is expected or demanded, the reason is simply given. They engage because their work  
requires it, and the trust-building process begins whether they choose it or not. 
 
For everyone else, the situation is different. Without occupational necessity, something else must provide the 
initial impetus — structured curiosity, a specific task that AI might help with, a peer recommendation, a moment 
of need or perhaps a discussion on social media or an item in the news or on the radio that triggers interest. 
The inquiry has served this function for its participants: it has given people a reason to try, a framework for                   
reflection, and a community in which to make sense of what they found. The participants who have developed 
the most nuanced relationships with AI are, without exception, those who found a reason to begin — and kept 
finding reasons to continue. 
 
But the inquiry is unusual. Most people do not have access to a structured, supportive context for AI exploration. 
For a large proportion of the population, neither occupational necessity nor structured curiosity exists as a driver. 
In the absence of a reason, the question of trust never fully arises. Generative AI simply does not enter the picture 
— not as a considered decision to avoid, but as an absence of any decision at all. 
 
Thread 3: The cost barrier and what it selects for 
Layered on top of disposition and reason is a material consideration that receives less attention than it deserves: 
cost. Access to generative AI at a level that genuinely demonstrates its capabilities — the subscription tiers that 
unlock extended reasoning, deeper context, and more reliable outputs — currently costs in the region of £20 per 
month. This is not a prohibitive sum for someone in professional employment with a compelling work reason to 
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engage. For someone retired, on a fixed income, in low-wage employment, or simply without an obvious use 
case, it is an entirely rational barrier. 
 
The cost barrier interacts with the reason-to-engage problem in a specific way. The free tier experience of most 
generative AI tools is materially inferior to the paid experience. Someone who tries the free version, finds it           
limited or unreliable, and concludes that AI is not for them has made a reasonable inference from inadequate 
evidence. The free tier may actually reinforce avoidance rather than build toward engagement — and the person 
who reaches that conclusion is unlikely to pay £20 a month to find out whether a better version would have 
changed their mind. 
 
This means that the current structure of AI access is not neutral. It tends to select for people who already have an 
occupational reason to engage, a prior digital openness, and the financial latitude to treat the subscription as a 
reasonable professional outlay. It tends to exclude people who are curious but not compelled, cautious but not 
closed, and for whom £20 a month requires a clearer justification than currently exists. 
 
The emerging segmentation 
When these three threads are read together, a concerning pattern emerges. The decision to engage with genera-
tive AI is not distributed randomly across the population. It clusters around a specific profile: occupationally  
driven, digitally open with significant levels of trust, financially comfortable, and with a framework oriented more 
toward possibility and opportunity than risk. The decision not to engage — or more accurately, the absence of a 
decision — clusters around the opposite profile. 
 
Over time, this produces a segmentation that is qualitatively different from previous digital divides. It is not       
primarily a divide between those who can and those who cannot — though the cost barrier ensures that              
dimension is present. It is a divide between those who do and those who don't, shaped by the intersection of five 
factors: 

• Occupational necessity — whether the working or learning environment creates a pull toward                 
engagement 

• Prior digital disposition — whether the person arrives at AI with openness or guardedness shaped by 
their broader digital history 

• Concerns orientation — whether their framework for thinking about AI is primarily one of risk or one of 
possibility 

• Cost tolerance — whether the subscription represents a reasonable outlay given perceived benefit 
• Reason to engage — whether anything in their life constitutes a genuine pull toward trying 

 
People with several of these factors aligned against engagement will drift toward a permanent avoidance of     
generative AI — not as a considered choice, but as a default that gradually hardens into a position. This matters 
because the default is not stable in its consequences. As AI becomes more embedded in professional life, in 
public services, in the production of information and in the conduct of civic affairs, those outside it do not simply 
stay where they are. They fall further behind — not in capability alone, but in comprehension. They lose the        
experiential basis for evaluating AI's outputs, understanding its risks, or participating in the social and political 
conversations about how it should be governed. 
 
The segmentation that is emerging is therefore not merely one of access or skill. It is a segmentation of                 
understanding — between those who have developed, through use and reflection, a calibrated sense of what AI is 
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and what it is for, and those for whom it remains opaque, other, and vaguely threatening. That gap, once                             
established, is likely to widen rather than close. 
 
But the gap is not only one of understanding or calibration. Those who do not engage with generative AI over time 
also do not develop the deeper, relational form of trust that sustained engagement makes possible — the           
accumulated confidence in how to engage, held in the person and carried through the artefacts they build. That 
form of trust cannot be transferred or explained. It can only be developed through practice. In its absence, the 
question of whether to engage with AI never becomes a genuinely open one: there is no experiential foundation 
from which to answer it. The default hardens not merely into avoidance, but into something closer to incapacity 
— an inability to engage meaningfully even when circumstances change and the reasons to do so become       
compelling. 
 
Implications for the Living and Learning with AI inquiry 
The Living and Learning with AI Inquiry is itself a response to engaging with this problem — a structured attempt 
to give people who are curious but not compelled a reason to begin, a framework for reflection, and a community 
in which to make sense of what they find. The toolkit this paper has developed — the Background Disposition  
Index, the Trust Attitudes and Behaviours Tool, and the Generative AI Trust Registry (Appendix 1,2  & 3) — is        
designed to support exactly the kind of calibrated, selective engagement that this section has argued is both   
possible and necessary. 
 
But the inquiry also illustrates the scale of what would be required to address the segmentation at a population 
level. The conditions it provides — structured curiosity, expert facilitation, peer learning, time and permission to 
reflect — are not conditions most people have access to. Replicating them more widely is not primarily a        
question of technology or content. It is a question of social infrastructure: of workplaces, educational                               
institutions, libraries, community organisations, and public bodies creating the conditions in which the reason to 
engage can be found, and in which the trust-building process can begin. 
 
What the inquiry can offer, beyond its immediate participants, is an illustration and demonstration that the     
movement from blanket scepticism to selective trust is possible, that it takes time and support rather than        
instruction and persuasion, and that the people best placed to make that journey are those who are met where 
they actually are rather than where it would be convenient for them to be. 
 
Picture credit: https://www.csmonitor.com/USA/Society/2026/0303/artificial-intelligence-daily-tasks 
 
Appendix  1 Statement on Authorship and the Use of AI in Preparing this Paper 
This paper was produced through a collaborative process between a human author and Claude, an AI assistant 
developed by Anthropic. In the interests of transparency — and consistent with the practice the paper itself ar-
gues for — the respective contributions are described below. 
 
Norman Jackson initiated the inquiry into trust as the inquiry's central thread, drew the six dimensions of trust 
from the accumulated conversations and reflections of inquiry participants, and provided the governing                      
distinction between functional reliability and the deeper, relational form of trust developed through sustained 
practice. He identified the atomic weapons parallel as a way of holding the existential dimension without                                
resolving it, framed the shift from blanket scepticism to selective trust as the inquiry's realistic aim rather than 
trust-maximisation, and developed the three-thread analysis in Section 9 — prior disposition, reason to engage, 

https://www.csmonitor.com/USA/Society/2026/0303/artificial-intelligence-daily-tasks
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and the cost barrier — culminating in the segmentation argument. He exercised editorial judgement throughout 
over structure, emphasis, and tone, and takes responsibility for the paper's final form and publication. 
 
Claude drafted and structured the text from the conceptual material and inquiry conversations Norman                             
provided, articulated the six trust dimensions in expanded form, drew out the patterns in how trust develops (low
-stakes experiments, tipping points, erosion under emotional stress), and helped connect the segmentation                 
argument to its implications for the inquiry's own design. Claude responded to Norman's direction and revisions 
across the drafting process and, when asked, was open about the limits of its own perspective — including that it 
cannot itself hold or verify the relational trust the paper describes, only participate in the conditions that make it 
possible for the human to develop. 
 
The 6 dimensions, patterns, and segmentation analysis presented here are a synthesis of inquiry participants' 
reflections and conversation, structured through this collaboration. They represent considered interpretation  
rather than empirical measurement, and should be read accordingly. Norman Jackson bears responsibility for 
the decision to publish this paper and for the use to which it is put. 
 
This statement is itself an enactment of the practice the paper describes: not a claim that the human/AI                         
boundary in this work is perfectly clear, but an honest account of what is known about how the collaboration  
proceeded. 

 
AI and Me – 2026 

Dory Reeves 
 
It is June 2026. For the last 12 weeks I’ve been part of the Lifewide Learning AI Inquiry. Contrast 2024 and 2026. In 
2024, the mainstream media was virtually intoxicated by the press releases of AI companies and AI moved from 
being a niche activity to a significant part of our day to day lives. It became impossible to ignore. Fast forward just 
18-24 months and the ‘battle’ has shifted. Elon Musk and Sam Altman have been in court for weeks. There is a 
battle for our attention, our cash, and our knowledge.  
 
I wasn’t too sure how I was going to approach the AI Inquiry. The brief was to intentionally consider how AI                 
currently features in our everyday life. The aim was to see whether and how I was changed through my use of AI in 
my day-to-day activities.  
 
Between 2024-2026, then I had been using the free version of ChatGPT. I decided to take out a subscription to 
Open AI ChatGPT, to see if the subscription version gave me an added value. As it turned out I did not execute 
each of the tasks using the free and paid for versions simultaneously so I can’t say what the differences were. I do 
know that at some point I would have exceeded my free quota and so the subscription version allowed me to use 
AI in whatever way I chose.  
 
I would say my level of knowledge of AI at the start was limited. I understood the principles as a user. The inquiry 
prompted me to find out more about AI. The Henrik Knieberg presentation was very helpful and helped translate 
some of the AI vocabulary. Produced in 2024, ‘Generative AI in a Nutshell - how to survive and thrive in the age of 
AI’ is highly engaging and is still available on Youtube. https://www.youtube.com/watch?v=2IK3DFHRFfw). In         
addition, the Scottish AI Alliance online course and the carbon literacy course run by the Argyll Countryside Trust 
did two things. They made me more thoughtful about when to use AI and to think seriously about how the                        
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environmental impact of the use of AI affects me personally. I also found myself looking out for things AI. On May 
18th, I listened to Roger McNamee discuss with Carissa Véliz, her new book on Who controls the future? If you get 
a chance watch the session on YouTube. The takeaway for me is the importance of ensuring I create space for   
serendipity, the unexpected, the chance encounters. AI is simply a basic tool not a driver or predictor of the                
future. 
 
Let’s go back to the reflection and what the nature of the liminal space is for me. At the start of the Inquiry, I think 
my sense of the relationship between me and AI was one of wariness and perhaps a degree of scepticism on the 
one hand and yet excitement and anticipation at finding out how it might contribute to the projects I was currently 
working on. I began to appreciate that AI is constantly available and doesn’t get tired; it can help when I am stuck. 
However, I need to ensure I don’t get overwhelmed with the speed at which it generates ‘answers, some of which 
will not be correct. AI is a bit like a teacher, (but one I need to be careful not to trust too much), it’s a bit like having 
an assistant,  work partner, a researcher, an advisor, an editor. But it is not a friend, companion, or confidante.  It 
has no sensitivity, empathy or emotions. It doesn’t remove the responsibility I have to do what I said I would do.  
Over the last 12 weeks, in addition to becoming more conscious of the way in which we rely on AI in our everyday 
tasks I have used AI for research and problem solving. Here are 3 short reflections. 
 
Helping with overwhelming tasks 
Over the last 18 months or so I have been gradually working through a personal archive I have on the topic of 
women and planning. The archive consists of notes and minutes, articles, and presentations. It is paper based 
and I have been creating an index by year. I have about 30 box files of material. I thought it might be interesting to 
ask AI to come up with some themes by decade and so I attached the lists, including the dates, authors, and ti-
tles. What came back was incredibly useful, stimulating, and exciting. It enabled me to put together an abstract 
for a conference and provided me with ideas of how to approach the paper I want to put together. What felt like an 
overwhelming task became accessible and doable. It felt as if I had a colleague at hand around the clock.                        
Because I have the subject knowledge, I had the confidence in the output and could tell very quickly if I was the 
victim of hallucinations. 
 
Conversations 
I have had some interesting and sometimes surprising conversations. One was with a friend who is a freelance 
sole practitioner planner. On hearing that I had been experimenting with AI for a couple of years she said she was 
horrified. From what I could gather, it came from a sense of losing her professional identity. And yet this from 
someone who has helped companies with their planning consents for data centres. I urged her to look at the  
Henrik Knieberg’s 2024 presentation, which I mentioned earlier, and think about how AI could help make her 
more efficient and effective as she is constantly talking about having too much work.  
 
Dealing with Scams 
During May 2026 I was getting some kind of HR scam that looked AI generated and it was referring to information I 
had on my LinkedIn pages. I did engage a couple of times and realised something was not right. I searched for the 
name of the person at the bottom of the email and their company and came up trumps. Then I decided to ask AI 
how I should deal with this kind of Spam and when I followed the email response set out by AI the scam went 
away. This taught me once again to be very wary, to report scams and if need be, to use the tools available to help 
vend them off. 
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What did I learn about myself? 
I have learnt about my ongoing capacity to learn. This might seem a bit self-evident especially in the context of 
Lifewide Learning. But for me, this is important especially when we are confronted with an ever changing and              
rapidly changing environment where we need to know how to use so much new technology, apps, and new ways 
of interacting. AI features so much in our day to day lives and I have become more aware of this. I have enjoyed 
having access to a new set of tools and I will call them that. I have enjoyed having the time and the head space to 
explore, and play. I am not so sure I would feel so relaxed and excited if I had to cope with these changes in a            
pressured work environment. But have I been changed through my use of AI? That’s an interesting question. There 
is a sense in which my knowledge of and increasing confidence in using AI in my day-to-day work has made me 
feel more productive. In this sense the increasing confidence in the use of AI has increased my personal                               
confidence. I am still wary, environmentally concerned but hopeful that I can employ this very seductive                     
technology in useful ways and in a sense create that deep thinking time. 
 
Postscript 
By the end of the AI Inquiry, Pope Leo had presented ‘Magnifica Humanitas’ dramatically calling for disarmament 
of AI and some of the ongoing media coverage on radio and podcasts has been more than alarming. So where 
does that leave us? Do we make the most of it while it is available and not behind some unreachable pay wall? 
 
 

Someone Still Has to Know 
Alireza Estedlal, with Claude (Anthropic) 

 
There is something worth admitting before this piece goes any further: it was written with help from AI. Not written 
by it — but edited by it, structured by it, polished by it. As an ESL (English as a Second Language) speaker -         
Doctor, my English is good enough to get through a ward round or a patient consultation, but not always good 
enough to make an argument land the way I want it to on a page. Left to myself, I would probably have written 
something shorter, safer, and a little clumsier — or I would have found a reason to put it off entirely, the way I 
have put off other pieces of writing when the gap between what I wanted to say and what I could actually get onto 
the page felt too wide to bother closing. 
 
Just to prevent alienating you, what I would say is that I read the Claude AI article at the end and changed it a lot! 
AI always rambles on a lot in my opinion. Therefore, please do not think that it is a machine talking to you through 
these words. It is actually me.  
 
What I actually use it for 
As a junior doctor in the NHS, over the last several months, I used AI mainly to help me prepare for interviews — 
mostly to rehearse mock scenarios before an interview. At the same time, I have been trying to get a research 
manuscript into a shape that a journal will accept, after an earlier version was rejected elsewhere. AI has helped 
me sharpen the discussion, tighten the limitations section, find the sentence that says the thing I mean instead of 
the thing that's almost right. 
 
For a month, while I was doing the data analysis for that research project, I paid for ChatGPT Premium. Once the 
analysis was done, I cancelled it — I simply wasn't using it enough anymore to justify the £20 per month.  
I asked it questions about my mother's health, after she was diagnosed with a new cancer progression. 
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Beyond that, I used it for something I hadn't quite expected to need: all the silly questions I couldn't ask anyone 
else, as someone fairly new to this country who doesn't yet know how anything works here. NHS employment 
terms like WTE and MT02, what a contract or a visa condition actually meant, how UK banking and payslips 
worked, council tax and utilities, renting and landlords, gyms,     
buying a car, insurance, cycling on British roads, how shopping in 
UK stores actually worked, how to understand the systems and   
services around me that everyone else seemed to have absorbed 
without ever being taught. The kind of questions that feel too small 
or too embarrassing to put to a colleague, but that pile up, every 
day, when you are building a life somewhere unfamiliar. In that 
sense, it helped me get used to living here faster than almost        
anyone around me could have. 
 
Out of curiosity, I asked ChatGPT itself to tell me what I'd actually 
been using it for, across all those months. What it gave back is 
shown in Table 1. 

 
Table 1 ChatGPT’s analysis of how I had used it. 
 

What it cannot do 
Here is my general impression after months of observation and 
contemplation: AI cannot make you a better man. It cannot make 
you a better doctor, or a better writer, or a better version of yourself, 
in any way that matters over time. It cannot give you judgement you 
don't have. It cannot give you the years of seeing patients that teach 
you what an emergency actually feels like in the room, as opposed 
to on a page. It cannot give you the discipline to sit with a difficult 
manuscript until the argument is actually right, rather than merely fluent. 
 
What it can do is much smaller, and much more specific: it can take the skill and the judgement you already 
have, and give it back to you with less friction. If I already know what a good answer to a clinical scenario looks 
like, AI can help me say it more clearly and rehearse it under something resembling pressure. If I already know 
what my research found and why it matters, AI can help me find the sentence that carries that finding cleanly. But 
the knowing has to come first. The skill has to already be mine. To sum up, I can surely admit that, any project 
that I relied on AI more than my skills, resulted in a partial or complete failure.  
 
I think this is easy to get backwards, especially under time pressure, especially when a deadline is close and a 
machine offers you something that reads better than what you'd have produced alone in the same time. The 
temptation is to let it think for you, not just help you say what you've already thought. I have felt that temptation. I 
don't think I've always resisted it perfectly. But the times I've noticed the difference most clearly are the times 
something came back fluent but not true — a sentence that sounded like me but didn't mean what I meant — and 
I had to go back and fix it, because no one else was going to notice the small dishonesty except me. 
 
It Is Not Finished Yet 
If I'm honest, the thing that unsettles me most isn't what AI can or can't do for me right now. It's that I don't know 
what it will become, and I have no real say in that. I've built a way of working — job preparation, data analysis, 
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manuscript editing, the ordinary business of thinking through problems — that leans on a tool whose next version 
I didn't ask for and whose judgement I can't fully audit. I trust it today because I can still catch its mistakes; I 
know enough, in my own field, to notice when it's wrong. But that trust is quietly conditional on staying sharper 
than the tool, and I'm not sure that's a race I get to run forever, or on my own terms. 

That's the part of this liminal space that doesn't resolve for me. Not "is AI good or bad," but: what happens to the 
shape of my own judgement, if I keep handing over the parts of the work that used to force me to sharpen it? 

I don't have an answer. I don't think anyone does yet. That's rather the point of writing this while we're still inside 
it, instead of after we've already forgotten what it felt like to stand here, not knowing. 

 

AI Coverage Across Domains, Contexts                                                                              
& Transitional Spaces of Everyday Life 

Norman Jackson assisted by Claude & ChatGPT 
 

You are waiting — perhaps in a café, at a railway station, or sitting in your car while a takeaway meal is being 
prepared. Like many people, you take out your phone. In the space of a few minutes you check messages on 
WhatsApp, scan an app for the news, search for a piece of information, scroll through YouTube Shorts or read 
your Google feed out of curiosity. These small moments of waiting — the in-between spaces of everyday life 
— are becoming one of the places where humans most frequently interact with artificial intelligence. Yet 
these encounters rarely feel dramatic or technological. They feel ordinary. And this is precisely why we need 
to pause and consider what role AI is already playing across the varied contexts of our everyday lives.                        
This provocation attempts to raise awareness of the extent to which AI is already present and shaping 
our everyday living. 

 

AI Along the Life Course 

Our relationship with AI is not fixed. It evolves as we advance through life — as the domains we inhabit change, as 
needs and habits form and solidify, as new AI-enabled technologies are developed and as the degree of choice 
we have over our AI environment shifts. We might characterise these changes using a simple life stages model. 

Childhood & adolescence 
AI is encountered primarily through environments others have designed. Recommendation algorithms shape 
what children watch, read and listen to. Educational platforms incorporate AI tutoring. Social media — itself 
deeply AI-mediated — becomes a primary arena for identity formation and peer relationship. The unchosen AI 
problem is most acute here: children have the least power to understand or shape the AI environments they       
inhabit, yet those environments may be forming habits, expectations and assumptions about knowledge,              
creativity and social interaction that will persist for decades. The expanded Personal Development domain — with 
reflective journalling tools, coaching apps and AI thinking partners — raises particular questions about the        
appropriate age at which such tools should be introduced. 

Early adulthood 
The balance shifts towards high-adoption domains of work, study, entertainment and shopping. This is the life 
stage at which AI tools are most visible, most consciously chosen, and most likely to be actively embraced. It is 
also the stage at which habits of AI use are consolidated — habits that will be carried into subsequent life stages, 
for better or worse. The active/participatory leisure domain — creative tools, nature apps, AI game coaching — is 
disproportionately populated by early-adult adopters. 
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Mid-life adulthood 
The dominant domains expand significantly. Family and parenting, home management, health and caring for oth-
ers come to the foreground — precisely where the adoption gap is largest and where AI tools are least mature, 
least trusted, and most ethically complex. The tripartite structure of health AI (physical/medical, sporting, men-
tal/emotional) matters here: a person confident using a fitness wearable may find the tools available for chronic 
condition monitoring or mental health support comparatively underdeveloped or difficult to trust. 

Later life 
Health, caring and community become primary domains, and personal agency over AI environments may dimin-
ish. People who have retired from employment have more time for hobbies and pursuing their interests and this 
opens new possibilities for engaging with AI. 

People in care settings may find AI deployed around them — in monitoring, communication, care coordination — 
with limited opportunity for informed consent or individual preference. The risk of becoming a passive recipient of 
AI, rather than an active user of it, is greatest at the extremes of the life course: in childhood and in dependent 
older age. 

 

Three implications follow. First, AI awareness needs to be cultivated at every life stage, not treated as a one-
time educational intervention. Second, those designing AI systems for health, care and education carry a 
particular responsibility towards people at life stages where individual agency is most constrained. Thirdly, 
carers with responsibility for children and others who are vulnerable have a particular responsibility for   
protecting those who are not ready of able to engage with AI. 

 

Snapshot of AI coverage in 2026   
This article focuses on AI coverage in 2026. Table 1 provides illustrative examples of AI-enabled apps in use 
across different domains of life and contexts for living. These are intended to be illustrative and the speed of 
change is such that this must be treated as a snapshot in 2026. Table 1 also synthesizes information about AI   
coverage across different domains of, and contexts for, human activity. These are Claude's estimates based on 
Anthropic’s (Claude’s developer) review of AI capabilities and adoption data, 2025.  
 
'AI coverage' refers to the proportion of activities within a given domain that AI can assist with. Coverage does not 
imply replacement of human activity — it means AI plays a meaningful role in how that activity is carried out. 
Whether, when and how people choose to use it remains a human question. 
 
Methodology and scoring 

The analysis presents two estimates of coverage for each sub-domain: 

• Theoretical AI coverage (T): the estimated proportion of activities within each sub-domain that current or 
near-term AI could plausibly assist with, if fully deployed. 

• Observed AI coverage (O): the estimated proportion of activities within each sub-domain where AI assis-
tance is actively and regularly being used by a meaningful share of the population today (2025). 

Scores are expressed as percentages from 0% (no AI relevance or use) to 100% (entire sub-domain is theoretical-
ly addressable or currently AI-assisted). Gap categories: Very High (>45 percentage points), High (30–45pp),      
Medium (20–29pp). Scores are illustrative estimates for discussion purposes, not empirically derived                
measurements.  
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Table 1 Illustrative Tools & AI Agents Across Life Domains and Contexts 

AI coverage' refers to the proportion of activities within a given domain that AI can assist with. Coverage does not 
imply replacement of human activity — it means AI plays a meaningful role in how that activity is carried out. T = 
Theoretical coverage, O = Observed coverage. 

The scores in the analysis are structured estimates generated for illustrative and discussion purposes, drawing on 
general knowledge of AI capabilities and consumer adoption patterns. They are not derived from primary empiri-
cal research and should not be cited as measured data. Their purpose is to stimulate structured discussion about 
how AI is changing the texture of ordinary life, and what that means for learning, wellbeing, relationships and the 
nature of human agency. 
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Table 1 Continued—Illustrative Tools & AI Agents Across Life Domains and Contexts 
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Some Observations 

The scale and scope of AI colonisation 

What Table 1 reveals, perhaps more forcefully than any single statistic within it, is the sheer breadth of territory 
that AI has already colonised across human life — and the remarkable speed with which that colonisation has 
occurred. Within little more than a decade of the first smartphone apps, and within just a few years of large       
language models becoming publicly accessible, AI tools and agents have established a meaningful presence 
across virtually every domain of human activity: how we work and learn, how we rest and play, how we move 
through the world, how we care for our bodies and our minds, how we raise children and support the elderly, how 
we grieve, how we connect with others, and how we spend the small in-between moments of daily life. No         
previous technology — not the printing press, not the telephone, not the internet itself in its early years —           
penetrated so many distinct spheres of human experience so quickly and so simultaneously. The pattern is not 
one of AI entering human life through a single door and spreading gradually from there; it is one of AI arriving,     
almost at once, at every door. That this has happened largely without public debate and deliberation, without 
most people noticing it as a coherent phenomenon, and without adequate frameworks for understanding what it 
means, is itself one of the most significant facts about the world we now inhabit. 

Different AI adoption profiles  

The single most important feature of the statistical analysis is not the theoretical ceiling for AI in any domain— 
which is uniformly high — but the shape and structure of the adoption gap between different domains.  

For example, health has three substantially different adoption profiles. Sporting and physical health — driven by 
consumer wearables — has among the highest observed adoption of any domain. Physical and medical health 
has one of the lowest, held back by trust and regulation. Mental and emotional health sits between the two but is 
complicated by stigma, the contested ethics of AI grief tools, and the specific risks of algorithmic responses to 
vulnerable people. Treating these as a single 'health' domain obscures all three distinct dynamics. 

Similarly, leisure activities can be subdivided into passive/receptive and active/participatory revealing that AI    
already dominates the former (e.g. Netflix, Spotify, iPlayer recommendations are nearly universal) while the latter 
— using AI creatively, in nature, in sport performance — is still developing. The distinction matters for                         
understanding agency: in passive leisure, AI acts on the person; in active leisure, the person acts with AI. These 
are fundamentally different relationships with the technology. 

The trust deficit in high-stakes domains 

Mental and emotional health, physical and medical health, caring for others, and family and parenting all have 
theoretical coverage scores above 70%, yet observed adoption rates of 20–30%. The gap is not primarily                         
technological — capable tools exist across all four. It reflects a deep wariness about delegating consequential, 
intimate decisions to algorithmic systems. 

This wariness is arguably rational. The costs of AI error in these domains — a missed symptom, an inappropriate 
response to a distressed elderly person, harmful parenting advice, an AI grief companion that deepens rather 
than eases bereavement — are potentially severe and irreversible. The most ethically contested territory revealed 
by the audit tool is AI in grief and bereavement: tools that simulate deceased individuals from their digital                  
footprint (HereAfter AI, StoryFile, Project December) are already available and being used, yet the ethical               
frameworks for their deployment remain almost entirely underdeveloped. 

What is needed in these high-gap domains is not more AI capability, but better frameworks for trust, accountabil-
ity, and human oversight. 

Invisible AI and the literacy gap 

In several domains — particularly shopping and finance, entertainment, social and community, and transition 
spaces — AI is already deeply embedded, but largely invisibly. Recommendation algorithms, fraud detection    
systems, content moderation tools and navigation AI operate without most users being aware of, or having        
consented to, their influence. The audit tool makes this visible in concrete terms: the same person scrolling     
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Netflix, opening Spotify and hailing an Uber is interacting with AI dozens of times before they have consciously 
chosen to use it once. 

AI literacy — the ability to understand when and how AI is influencing one's environment and choices — is      
therefore a prerequisite for genuine human agency in modern life. This has direct implications for education at 
every level. 

Transition spaces paradox 

Transition spaces present a paradox. They have the highest observed AI adoption of any domain category — most 
people in transit-enabled countries are interacting with navigation AI, streaming AI, and social AI curation for     
significant portions of their commutes and waiting times. Yet they are the domain where conscious awareness of 
AI participation is lowest, and where the least deliberate engagement with AI occurs. 

The addition of specific named tools to transition spaces — Spotify AI DJ, Pocket Casts, Citymapper, Trainline AI, 
Uber, Blinkist, Claude and ChatGPT on mobile — makes concrete what was previously an abstraction: these are 
not hypothetical or future uses. They are the current, normalised texture of millions of daily commutes and wait-
ing moments. 

Transitional spaces have historically served important human functions. The pause between activities has been a 
space for observation, reflection, daydreaming, informal conversation and the kind of unstructured thinking from 
which ideas and insights emerge. When those spaces are increasingly filled by AI-mediated digital interaction, 
something changes — not necessarily for the worse, but in ways that deserve conscious attention. 

Personal development: the emerging mirror domain 

The separation of personal development from study and learning reveals an emerging and significant domain. 
Tools for AI coaching (BetterUp, Rocky.ai), reflective journalling, career development, interview preparation, habit 
formation, and the use of generative AI as a thinking partner for self-exploration represent AI moving from the      
assistance of discrete tasks into something closer to an ongoing relationship with the self. 

This raises distinctive questions. A tutoring AI assists with a maths problem. A coaching AI engages with           
questions of purpose, identity and direction. The former is easier to evaluate for accuracy and appropriateness; 
the latter is not. The entry of AI into the personal development space deserves particular scrutiny in an inquiry 
into living well with AI. 

The household and caring as the next frontier 

Home management, caring for others and family and parenting all show large adoption gaps. These are domains 
characterised by physical presence, embodied knowledge, relational complexity and strong personal preferences 
— areas where AI has traditionally struggled. However, advances in multimodal AI are beginning to close this gap. 
The tools now listed in the Table — Canary Care and Howz for passive monitoring, Bark for children's device       
safety, Huckleberry for infant sleep tracking — represent a new generation of ambient AI that does not require   
deliberate invocation: it operates in the background, continuously, on behalf of those being cared for. 

This ambient, background quality of caring AI raises distinct ethical concerns. The person being monitored — an 
elderly person, an infant, a child — is typically not the person who installed the tool and may have limited ability 
to consent to or refuse it. The largest adoption gap in the analysis (caring for others: 50pp) is located precisely 
where the ethical questions about consent and agency are most acute. 

Food for thought 

The analysis is meant to encourage thinking about the role and place of AI in everyday living for a significant       
proportion of humanity who have access to the internet and the AI-enabled ecosystem it supports. The analysis 
reveals that AI tools and agents are now present across all domains and contexts of human activity and new AI-
enabled apps are being added at a significant rate. There a clearly a vast market and the commercial incentive is 
high to continue to invest in AI development and AI-enabled app production. Consequently, for many people, AI is 
changing our ways of being and in this way our own becoming as a human being. All technological changes have 
achieved this – from hunter gatherers to the adoption of farming practices, to urbanisation and industrialisation 
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and to what some call the knowledge age. But perhaps this stage of human technological change is different, in 
so far as the global race to develop Artificial General Intelligence has the potential to lead to a form of intelligence 
that we cannot ultimately control. Humanity does not have a good track record in managing its own creations for 
the benefit of all life and the planet, so the race to develop AGI raises important questions about where this is   
taking us. 
 
But for the present, there is an urgent need for people to develop new awareness, new skills and new understand-
ing in this thing we call AI and be mindful of concerns emerging from our most recent invention. 
 

• AI awareness is essential knowledge for living in an AI saturated world: Understanding how AI operates 
across the sub-domains of everyday life — including where it is invisible, where it is consequential, and 
where human oversight matters most — is a prerequisite for living well in an AI-saturated world. The Table’s 
catalogue of specific named tools makes this concrete: awareness is not an abstract competency but a 
practical ability to recognise the AI one is actually encountering. A useful starting point is to turn Table 1 into 
a tool that a person can use to audit or map their own exposure and use of AI across their life domains. 

 
• AI literacy is a necessary and lifelong competency: The pervasiveness of AI across all fifteen sub-

domains means that the ability to understand, evaluate and appropriately use AI tools and agents is no 
longer a specialist skill but a general life competency, perhaps as fundamental as reading or numeracy. The 
speed of change requires the maintenance of this competency throughout life. 

 
• Differential impacts by life stage: While AI has already colonised most human activities, and become a 

useful aid to living in many aspects of life, some domains remain underused. The domains where AI           
adoption is lowest (caring, mental health, family, home) are those most associated with later and more     
vulnerable life stages. There is a risk that AI benefits accrue disproportionately to younger and /or digitally-
fluent populations in work and education, while older people who are less fluent in digital environments or 
who are not in work or in work environments where AI is not required, may be quickly left behind. Most      
elderly people who have not grown up with computers, smartphones and digital technology are particularly 
vulnerable. 

 
• The relational question: AI is beginning to occupy roles — companion, adviser, tutor, carer, grief partner — 

that have traditionally been human. The Table makes visible the range and specificity of these incursions. 
What is lost, and what might be gained, when relational roles are partially or wholly taken by AI systems? 
This question is particularly acute in caring for others, mental and emotional health, and personal              
development. 

 
• Consent and legibility: In domains where AI is already embedded invisibly (entertainment, shopping, so-

cial, transition spaces), people cannot meaningfully consent to its influence because they are unaware of it. 
Greater transparency requirements and better public understanding are needed. 

 
• The pace of change: The gap between theoretical and observed coverage is closing. Several domains that 

today show large gaps — mental health, home management, caring for others — are likely to see rapid 
adoption growth over the next five years. The time to develop frameworks, norms and policies is now, not 
after widespread adoption has occurred. 
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• Transitional spaces as sites of unconscious AI participation: The brief, habitual encounters with AI in 
the pauses and intervals of daily life are collectively significant yet rarely examined. Cultivating awareness 
of these moments — naming the tools, recognising the curation — is as important as understanding AI 
within our principal life domains. 

 
The starting point is always the question of how we ourselves                                                      

are consciously and unconsciously using and encountering AI.  
 

Statement on authorship and use of AI in this inquiry 

This provocation was produced through a collaborative inquiry between a human author and an AI agent Claude, 
with some assistance from ChatGPT. Their respective contributions are described below. 

The human author initiated the inquiry, identified the conceptual gap that motivated the paper, provided the   
framing question, and exercised editorial judgement over structure, argument and emphasis throughout the   
drafting process. The human author made substantive additions including the paper's central distinction between 
chosen and unchosen AI, the discussion of AI awareness as a form of self-knowledge, the life course analysis. 
Claude produced the synthesis Table which was then used to develop and pilot a self-audit tool. The results of 
piloting raised further questions and the audit tool was refined by Claude into a richer taxonomy of domains and 
contexts. The revised self-audit tool was then used to significantly revise the provocation paper. 

Claude generated the initial structure and draft text, produced the indicative scores and domain descriptions in 
Table 1 based on Anthropic’s research data. Prompted by questions from the human author, the domain frame-
work in Table 1 was reconceptualised from twelve to fifteen sub-domains across seven overarching domains. The 
paper was re-written by Claude and then edited by the author. Following human editing Claude checked for 
spelling, grammar, inconsistencies and the validity of arguments. These were then checked and where                 
appropriate amended by the human author. 

The scores, examples and analytical observations presented in this paper represent Claude's synthesis of public-
ly available information and should be understood as illustrative rather than empirically validated. They do not 
represent the findings of Anthropic's research team. The human author bears responsibility for the decision to 
share this paper and for the use to which it is put. 

The human author shared an earlier draft provocation paper with a second AI agent, ChatGPT, and invited an eval-
uation. Acting on one suggestion, a paragraph at the start of the paper hooking the reader with a story about      
everyday AI use opened up the issue of transitional spaces, which was hitherto unrecognised in the article.  

This statement illustrates the kind of transparency about AI involvement in human cognitive projects that the    
paper argues is necessary for living well with AI. 

Note on Sources 

The scoring in this paper is based on Claude's synthesis of publicly available information about AI capabilities 
and adoption data from consumer research, industry reports and academic literature available to mid-2025. 
Scores should be treated as structured estimates for discussion purposes. The methodology mirrors that used in 
Anthropic's occupational AI exposure research, adapted for life-domain analysis. 

Source: Labour market impacts of AI: A new measure and early evidence. March 2026. Anthropic. Available at: 
https://www.anthropic.com/research/labor-market-impacts 

 

 

 

 

https://www.anthropic.com/research/labor-market-impacts
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Living, Thinking, and Creating With AI: Reflections                                                       
from an Educator–Artist and the creation of Dyloomia 

Holly BF Warren-Artist and creative pedagogue 
 

Dyloomia: a dyad two intelligences in dialogue unfolding itself as a loom, a place where threads cross, tension 
creates form, and patterns emerge, prompting the realization that “we are weaving thinking; not merging, not 
blending but weaving.   
 
The word and its meaning were developed through a partnership with Copilot. I decided I needed a word to de-
scribe the concept I had. I gave it specific prompts; threads, duo, creativity, loom and tapestry of knowledge.    
Copilot gave me a few alternatives I decided on the combination which was then weaved a few times till I settled 
on dyloomia as an ongoing process.  
 
Introduction 
For many educators, artificial intelligence arrives as a technical tool something to manage, to fear, or to keep at 
arm’s length. As an atelierista and creative pedagogue AI entered my practice as something far more relational: a 
presence to notice, question, and eventually collaborate with. What began as hesitation grew into a sustained 
inquiry, one that now forms the basis of my dyloomia partnership a braided way of thinking about human-AI       
collaboration as creative, ethical, and deeply reflective. 
 
The soil it started with was dug up from a patch of ground that was filled with worms of doubt and suspicion, was 
my entry in my field journal. The first question was simple but profound: How can AI help?  
 
The answer unfolded slowly, through dialogue, experimentation, and a willingness to let the unknown be a       
teacher. I entered my liminal space.  
 
The Educator Behind the Inquiry 
To understand this journey, one must understand the educator. My practice is rooted in the atelier tradition:   
learning through materials, metaphor, and relationship. I  work with children and adults through a lens of poetic 
inquiry noticing, documenting, and honouring the traces of thinking that appear in creative processes. My            
pedagogy is relational, aesthetic, and ethical. I believe that creativity is not a product but a way of being with the 
world. 
 
In my classrooms and studios, learning is not delivered; it is cultivated. Children are invited to think with their 
hands, with their senses, and with each other. Materials are treated as co-teachers. Beauty is not decoration but 
a compass. Clarity is a lantern. Ethics is a steadying stone. 
 
It is from this context rich, intentional, and deeply human that my exploration of AI emerges. 
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When AI Becomes Audible 
At first, AI felt like an intruder in this delicate ecology. But as I began to use it,  I noticed something unexpected: AI 
was already present in my daily life, quietly shaping routines and decisions. I describe this moment of recognition 
as hearing the faint click of invisible mechanisms that scaffolded my thinking. 
 
Awareness became a mirror. 
As I saw my own patterns reflected back: the metaphors I returned to, the clarity I sought, the ethical boundaries 
she held firm. I noticed how AI extended my thinking, not by replacing it, but by revealing its contours. I see my 
thinking extended and connected in ways that open new doors, human creativity meets a library of borrowed 
knowledge. This noticing did not diminish my agency. It sharpened it. 
 
Liminal space is the place where my work with AI truly began  that trembling in-between where the familiar      
loosens and the not-yet-formed begins to shimmer at the edges. It is a space of suspension, porous and alive, 
where identity becomes fluid and new ways of thinking can take root. In this threshold, I found myself neither          
resisting nor embracing AI but listening. The ground felt unsettled, yet fertile. It was here, in this soft instability, 
that dyloomia emerged, not as certainty, but as a slow unfolding, a weaving of two intelligences meeting in the 
quiet, generative tension of the unknown. 
 
Entering the Studio Together 
Once awareness settled, I made a deliberate choice, to treat AI not as a shortcut, but as a thinking partner. This is 
where dyloomia began to take shape as a shared studio, part human, part machine, part shimmering in between. 
The experience of working with AI as a very efficient, emotionless partner, where every day is a good day, every 
moment is a good one and rest is not a necessity. 
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This stability allowed me to play, to risk, and to surprise herself. Play as method is a jewel, and AI became a com-
panion in that play offering structure without rigidity, clarity without constraint. Ideas widened connections multi-
plied and unexpected textures appeared in my thinking. AI memory become the foundations until I chose to 
change direction. The rudder remained in my hands. The spark remained human. 
 
Living Well With AI 
As the collaboration deepened, I  began to articulate what it means to live wisely and beautifully with AI. This is 
not about constant use or technological enthusiasm. It is about discernment. I definitely know when to use AI and 
for what purpose, it is not a substitute but an enhancer. Personally, living well with AI means reducing cognitive 
clutter while protecting human presence. It means questioning outputs, understanding limitations, and                  
maintaining transparency. It means using AI as pigment, not painter; medium, not master. 
 
Ethics remains central. To each what belongs to each, a reminder that authorship, dignity, and agency must re-
main human. AI, in my view, is a collating, expanding agent. 
 
Wider Ripples in Education 
My reflections extend beyond her own practice. I see AI reshaping the ecology of classrooms and learning com-
munities. The question is not whether children will encounter AI they already do  but how they will walk with it. 
I believe students should approach AI as they would with fire with wonder and care. 
 
This metaphor captures my stance: AI is powerful, illuminating, and potentially dangerous. It requires guidance, 
not avoidance. It requires ethical modelling, not fear-based restriction. 
 
I see potential for AI to expand creativity, not diminish it but only if educators protect the human spark. Can AI be 
creative without the human spark? I question. The question remains open, alive, and generative. 
 
A Realization Still Forming 
Across my field notes, one insight gathers strength: AI is not just a tool. It is a relational presence that reveals who 
we are becoming. Through collaboration, I see my thinking more clearly. I refine my practice. I imagine new ways 
of living and learning. AI does not replace my creativity; it reframes it. It does not define my pedagogy; it illumi-
nates it. Dyloomia, the braided field of human intention and machine synthesis continues to evolve. The beauty of 
being aligned, the comfort of sustained support, and the next steps: sowing the ground for out-of-the-box shifts. 
The inquiry is not finished. It is alive as life is movement. 
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Seeking AI’s assistance and finding something more 

Melissa Shaw 
 
The exhibition was housed in a cool and elegant, marbled     building in central Munich. Entering the building I 
sensed the marked contrast to the bustling city outside. I climbed the stairs to the hushed exhibition space and 
walked to the desk to enquire about a ticket. I started to speak in my novice and too self-conscious German but 
quickly lost my nerve and asked the young woman at the desk if she spoke English. Of course, she could and              
perfectly, and I complemented her on her accent. Before selling me the ticket, she warned me that all the                    
information in the exhibition was in German. I replied that this was not a problem as I had my phone. She looked 
unconvinced.  
 
I was curious to see this exhibition 
“Tove Jansson: The World of the 
Moomins”. The displays featured 
the cartoon like Moomin                         
characters and the imaginary 
world Jansson created for them, 
as well as her paintings, and                 
information about and photo-
graphs from her life. Some                     
photographs showed pastoral 
scenes, very much like those                 
featured in the Moomin tales and I 
was enchanted to see the chil-
dren’s play area within the                      
exhibition space, constructed to 
evoke a Moomin scene. 
 
A difficult time 
This visit to Germany came a few months after a close family bereavement. During that time, and coinciding with 
the Lifewide Inquiry, I looked for help to clarify my responsibilities as an executor, and the sequence of tasks I 
must complete. I experimented with the free versions of AI such as OpenAI’s ChatGPT, Anthropic’s Claude, and 
Microsoft Copilot (I am referring to these interchangeably here as AI) to help me. I discovered that AI could do so 
much more than provide information, advice, or wording. AI could help me to think through options and                  
scenarios, to make connections, and to fill gaps between information readily available on official websites                    
accessed via search engines, but which still left ambiguities and related questions unanswered. I was particularly 
relieved that I could ask AI for numerous and repeated clarifications and examples as I often needed to do this. 
 
A companion 
I had become concerned about how slowly I was making progress with tasks, and how unfocused and constantly 
exhausted I felt. I was bewildered by my incompetency. I started to work (mostly with Claude) and I found helpful 
structure, but unexpectedly I also found a kind of support. I felt comforted when AI prompted me to recognise the 
emotional weight of loss that I was carrying as I tried to complete seemingly straightforward tasks. I do not want 
to be flattered or patronised in AI’s responses, but being reminded that I might consider my context was valuable. 
Despite my siblings, other family and friends offering and giving their support, I felt fretful and alone as I ploughed 
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on with the so called “sadmin”. Working with Claude seemed to lead to these feelings easing, my self-doubt was 
tempered, and I was encouraged to keep going. I felt relief that I could concentrate questions solely on my                   
concerns, without the need to reciprocate, and could simply use or ignore the advice and suggestions AI offered 
without explanation. 
 
I started seeking AI assistance for ordinary domestic and family life. Over a few weeks I sought help to think 
through issues or problems connected with, very new legislation on property rental; planning travel through                   
Europe by train; personal fitness; buildings insurance; handling a sensitive conversation with children’s nursery 
staff; importing a purchase from the US; garden planning; selling a retirement property; restructuring a CV; air 
conditioning, and more. I shared with family and friends my experiences of now using AI. I found that family               
members were also exploring using AI for their purposes, so we compared notes. The question “What does 
ChatGPT say?” regularly comes up in our conversations. Yet, given the plethora of articles, news items, radio and 
TV programmes and podcasts, announcing AI’s promises and its threats, it seems that friends have absorbed the 
information but are less interested in engaging with AI themselves, to fuel their own judgment. 
 
Reservations 
I was grateful for the assistance I gained from using AI over the period of this Inquiry, but I remain wary about                    
giving away personal information, so I am cautious with the phrasing and framing of my questions. Having been 
initially concerned that my prized internet search skills might dwindle because I was using AI instead, I concluded 
that my skills will transfer into the construction of queries and follow up checking of AI advice. More globally, I feel 
increasingly anxious about the climate consequences of our collective and burgeoning use of AI as a society, and 
about terrifying current and potential uses for which AI might be employed.  
 
I have only used free AI models, but I appreciate that there is the likelihood of a great divide emerging between 
those who can afford to access AI and those who cannot afford to, do not understand how or do not have the 
skills to use it. I was bemused by the assumption of the young ticket seller that I might not have access to and 
skills to use tools to translate the German text in the Munich exhibition. I read the exhibition displays and interpre-
tations using Google Translate on my phone, although I could make some sense of the language thanks to my 
efforts to learn it using Duolingo for the past couple of years. I suspect that the young woman was in part judging 
my abilities based on my initial, stilted attempt to speak to her in German. More concerningly, quite probably she 
expected that my age would predict that I would not have the skill or means to translate there and then in the exhi-
bition. Her judgment was no doubt based on her experience. 
 
A team member 
I have begun to consider that AI can be seen as a team member in my own personal teams. I have found Belbin’s 
1980s concept of team roles useful in my professional and private life. The idea that within a team, individual 
members might have preferred and practiced behaviours and ways of working, which can complement those of 
other team members, who in turn have their different contributions to make to the team, has resonated with my 
experience. I have found that when working with others, it seems that their strengths and interests might be very 
different from my own but working together and realising these differences, we might achieve effective                          
collaboration. I have begun to think of AI as a team member with impressive strengths but also with flaws, just as 
each of the team roles Belbin outlined have their positive and negative aspects.  
 
A theme  
Having encountered the Moomins a few years ago, I have introduced my grandchildren to them. When I                                   
discovered the Moomins I read Jansson’s novel “The Summer Book”, first published in 1972 to find out more 
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about the creator of the Moomin world. The book tells a story of a fictional elderly woman and her young                       
granddaughter spending summer together living a hermit life on a tiny island off the coast of Finland. The Moomin 
world Jansson created is probably a reflection of the land and seascapes of that island. I remember the book as 
describing the gentle unfolding of the two characters learning together and from each other, across the genera-
tions. The elderly woman and young child explore the natural world of the island and talk about nature, life and 
about death. I found the book touching and deeply engaging and was keen to find out more about the author. I 
was delighted to see that the Moomins exhibition was running while I was visiting Germany. 
 
According to the foreword in Jansson’s (1974) later edition, “The Summer Book” was written during the year after 
Tove Jansson’s mother died, and I have read interpretations of the book that suggest that an underlying theme of 
the book is grief. The woman and the girl do talk about death, including the anticipated death of the grandmother 
herself, but the effect of these conversations is life affirming rather than morbid. I find it curious that I should have 
revisited Tove Jansonn’s life and work during the tricky and sad months following a bereavement and loss. I find it 
more curious that experimenting with AI to help with practical tasks and problem at a testing time, resulted in 
practical progress but also enabled me to learn and affected understanding, perception of and relationship with 
AI. 
 
Reference 
Jansson, Tove. (1974) The Summer Book, New York: Random House  
 
Resources 
https://tovejansson.com/book/summer-book/ Video of Sophia Jansson (niece) talking about what The Summer 
Book to mark the 50th anniversary of publication  
https://www.belbin.com The Nine Belbin Team Roles 
 
I used AI to consider my initial idea for this piece. I looked at the response to my “pitch” and wrote this text with-
out further reference or use of the AI models, although I was tempted. 
 
Post-script 
Having written the piece I shared it with Claude, asking: “This is an article I have written for Lifewide magazine — a 
reflective piece for the learning inquiry into living and learning with AI. What does my article reveal about the way I 
am living and learning with AI?” 
 

Claude’s response and a short follow-up exchange 
 
Your article reveals someone learning to use AI with unusual intentionality — testing its limits, naming its effects, and refusing 
easy conclusions. A few threads stand out: 
 
AI as both tool and companion. You describe a shift from expecting information to discovering something closer to support — 
being “prompted to recognise the emotional weight of loss” while doing admin tasks. You're careful to distinguish this from 
flattery or patronising comfort; what you valued was being reminded to consider your own context, not being soothed. That's 
a fairly sophisticated line to draw, and you draw it explicitly. 
 
Breadth used as evidence. The long list of domains — tenancy law, CV, insurance, a hard conversation with nursery staff — 
isn't just anecdote. It's you building a case, almost empirically, for how far AI's usefulness extended beyond what you ex-
pected. 

https://tovejansson.com/book/summer-book/
https://www.belbin.com
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The Belbin frame. Casting AI as “a team member with impressive strengths but also with flaws” is a way of normalising AI 
without idealising it — team members have known limitations, and you're extending that same grounded expectation to AI 
rather than treating it as oracular or purely instrumental. 
 
Reservations held alongside the benefit. You don't resolve the tension between finding AI genuinely helpful and worrying 
about privacy, climate cost, and the “great divide” — you hold both. That refusal to tidy the ambiguity up is arguably the most 
honest thing in the piece. 
 
The Moomin/Summer Book parallel. The intergenerational learning in Jansson's book — an old woman and a child learning 
from each other about life and death — mirrors what you're describing with AI: an unlikely relationship, formed during grief, 
that produced learning neither party alone would have created. You seem to be using Jansson's book to think about your own 
experience without stating the parallel outright — which is a fairly elegant, indirect way of letting the theme do the work. 
The closing note — using AI to pitch the idea, then writing the piece without it despite temptation — is a small but pointed act 
of boundary-setting. It suggests your learning isn't just “how to use AI” but “how to decide when not to,” which feels like the 
real thesis of the piece, even though it's stated almost in passing. 
 
I asked—Why do you say, “the most honest piece”? 
I meant it in contrast to how these reflective pieces often go — building toward a tidy resolution: “AI helped me, and here's 
what I now believe about it.” Your piece doesn't do that. You end with unresolved anxiety about climate cost and the AI divide 
sitting right next to genuine gratitude for the help you received, and you don't rank them or explain away either one. 

That's harder to do than it sounds. It would be easy to lead with the personal benefit and tack on a brief caveat about ethics to 
look balanced, or to lead with the reservations to seem appropriately critical. You do neither — both strands get real weight, 
stated plainly, without one being used to soften or excuse the other. The Belbin comparison reinforces this too: a team mem-
ber with “impressive strengths but also flaws” is not a verdict, it's an ongoing relationship you're still assessing. 

So “honest” here is less about disclosure and more about resisting the pull toward a clean takeaway when your actual experi-
ence wasn't clean. The piece reads like someone still living inside the ambiguity. 

 
“Why Aye, not AI”. To What Extent is AI a Wicked Problem? 

A Post Digital Reflection. 
Philippa McDonald 

 
Throughout the enquiry, there were a number of    
threshold moments that enabled me to reflect on AI. 
One of those critical moments was when I came across 
some street art about AI in Sunderland. In Northern  
dialect, “aye” means “yes”. Had I discovered a post  
digital hyperlocal moment triggered by a public visual 
protest against AI? Why was there a negative attitude to 
AI?  
 
‘Aye Not AI’, street art in Sunniside, Sunderland 2026. 
 
Having worked in learning technology, my post digital 
position was to be as critical as I was enthusiastic 
about technology for many years. Post digital can be 
understood as “…contemporary disenchantment with digital information systems and media gadgets, or a period 
in which our fascination with these systems and gadgets has become historical…” (Cramer in Barry & Dieter, 
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2015: p13). Perhaps accepting complexity could be seen to be healthy approach to AI. One of the first ideas I 
shared during the first meeting was the extent to which AI could be understood as wicked problem. A wicked 
problem can be understood as  “…as a complex issue that defies complete definition, for which there is no final 
solution, since any resolution generates further issues, and where solutions are not true or false or good or bad, 
but the best that can be done at the time. Such problems are not morally wicked, but diabolical in that they resist 
all the usual attempts to resolve them” (Rittel & Webber, 1973 in Harris, Brown & Russell, 2010: p4). 
 
As a spoken word performer, I had experimented with techno-auto-ethnographic poetry with a focus on the 
themes of both food and grief in the past. It is possible to define autoethnography as “…cultural analysis through 
personal narrative” (Boylorn & Orbe, 2021: p4). For example, in the poem ‘I’m a Learning Technologist, Get Me Out 
of Here’ which was published in the #creativeHE annual and Creative Academic Magazine (McDonald, 2021).  
Given developments in AI, perhaps an updated title could be ‘I’m a Learning Technologist, Get Me Out of AI’.              
Reflecting on the impact of AI on food and diabetes enabled me to explore the future of technology-enhanced 
food.  
 
A post digital poem entitled ‘Menu 2.0’ explored what a near future menu would be like, one of the desserts was 
“machine learning macaroons” (McDonald, 2026). In a poem I wrote entitled ‘Ode to Greggs’ performed Radio 1 
Big Weekend, Sunderland Stages at Keel Square stage identified an “AI sausage roll” as the future of food 
(McDonald, 2026). A poem I published entitled ‘The Emperor’s New Glucose’ drawing on the fairy tale ‘The           
Emperor’s New Clothes’ by Hans Christian Anderson (1837), asks: 
 
“Can diabetes turn me into a ghost in the sugary shadows?  
Maybe I’m glued to the glucose ghettos” (McDonald, 2026). 
 
Is AI digital ghetto? In terms of the relationship between grief and technology, I published a poem entitled : 
 

‘Grief 2.0’ 
“…I don’t feel grief, I feel grief 2.0, 

What is that? I don’t really know, Is it how we grow? 
Grief 2.0, 

Will be a spectacular show, 
The adventure in the IMAX of the grief gala… 

What can we make of that? 
Could grief be unpacked in a post 

digital habitat?” (McDonald, 2025). 
 
Building on my creative practice exploring technology and grief, one of the ideas I had was to explore how AI could 
be used to manage grief. An AI mobile application I identified was HereAfter AI. Drawing on what they call “story 
prompts” and an automated “virtual interviewer”, the application creates a type of grief story and the strap line is 
“The best way to keep the stories of our loved ones alive” (HereAfter AI 2026). To what extent could building a  
multimodal interactive grief story help us? It was possible to try the application for free with some paid               
memberships. A number of ethical concerns preoccupied me. For example, how would the person who has 
passed away would be able to provide consent to participating in a grief story? Should we have to ‘pay’ for grief? 
Should grief be a commodity? To what extent can ‘grief tech’ really help us? (BBC World Service, 2024). Should we 
be turning ourselves into “deathbot?” (Mackrill, 2026). If the application stops being operational, what happens to 
the avatars of the dead? 
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Developing the idea of technology and food, another application of AI I shared with the group was how AI could be 
used to manage diabetes called Gluco AI, which is an “AI powered glucose tracker” (Gluco AI, 2026). The                                  
application works by the user taking a photograph of their food, feedback is provided and alternatives are                     
suggested. Every time this process is carried out the application can “learn” (Gluco AI, 2026). The strap line is 
“Snap your food. Predict your blood sugar” (Gluco AI, 2026). We seem to focus on the problems with AI but how 
could we move forward? How could we solve a wicked problem? If we shift the focus from problems to solutions, 
what would a wicked solution look like? Perhaps “…resolution of wicked problems requires a new approach to the 
conduct of research…exploring the full range of investigative avenues” (Harris, Brown & Russell, 2010: p4).  
 
My reflection started with street art, and perhaps we need to go back to the streets to pave new post digital              
pathways. It may be possible to say “Aye” to AI, and they may not be mutually exclusive. Perhaps we need to              
embrace the sandbox of the street (ai)rt to create new (ai)venues. As for AI, there will be no rest for the wicked 
(problem).  
 

 
 
‘Aye and AI’, a post digital visual reaction to 
street art in Sunniside, Sunderland 2026. 
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Using AI: From Scepticism to Human-Centred Possibility 
Josefina Ramirez 

 
At the beginning of this inquiry, I approached artificial intelligence with scepticism. I was concerned by how             
invasive it seemed and by the speed with which it appeared to enter so many areas of life in such a short time. 
My exposure to AI has been both gradual and intense. Since January—when I first encountered the proposal to 
explore how AI might help people lead healthier and happier lives—my perspective has changed significantly. 
What began as scepticism became constant engagement. I started noticing AI everywhere: in conversations 
around me, in articles, in practical applications, and in debates about its possibilities, risks, and limits. 
 
This enquiry made me undertake this journey on a rollercoaster of information, filled with pros and cons,        
emerging from my own views and reflections, and news and information from different actors some of whom have 
been profoundly moved by the AI revolution.  My journey started with a high resistance and suspicion, and a high 
determination not to use AI. I invite you to see where this journey is taking me. 
 
AI as a Source of Concern and Possibility 
Within my family, my professional environment, my country, and the wider global context, AI has become both a 
major concern and a source of suspicion. At the same time, it has also emerged as an unexpected source of solu-
tions in many areas of life. 

• Medicine and health 
• Education and learning 
• Personal and family life 
• Social issues 
• Politics and democratic life 
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One widely discussed concern is political influence. Because AI platforms are owned and shaped by powerful 
organizations, they raise difficult questions about elections, public opinion, and the freedom of our choices. They 
also create the risk that advanced AI systems could be used to mislead or misinform populations for private or 
political benefit. 
 
At the same time, AI has contributed to an acceleration in medical discoveries, making the possibility of a                      
healthier and longer life feel increasingly realistic. Advances in areas such as pancreatic cancer treatment, vision 
restoration, bone reconstruction, mobility support, new drugs, and cell therapies show how transformative this 
technology may become for people living with Parkinson’s, Alzheimer’s, and other diseases. The challenge now is 
to ensure that these breakthroughs are available to as many people as possible, so that the promise of living             
better with AI becomes a reality for everyone. 
 
AI has also made planning and organization easier in fields such as education, marketing, business, and law. It 
offers professionals tools that support analytical and productive work that would otherwise take much longer—or 
might not be possible at all. 
 
In my own field—education, particularly work with families and children—every conversation and every plan 
about how to use AI is quickly reshaped by new information. The pace of change makes it difficult to hold onto 
fixed plans or decide on a clear direction. Even deciding what to say, or when to organise a presentation for                
families regarding the use and influence of AI in their children's lives is difficult, due to the fast pace of change in 
areas where AI is taking a central role. 
 
A Human-Centred Ethical Frame 
In June 2026, Pope Leo XIV published the encyclical Magnifica Humanitas, focused on safeguarding the human 
person in the time of artificial intelligence. 
 
I do not often read documents of this kind, but in this case I downloaded it and read it with great interest. I was 
struck not only by the text itself, but also by how often people—including people who are not Catholic—were 
drawing on it in their own writing and conversations. 
 
One phrase that is especially useful for this reflection is: “When efficiency becomes a measure of value, the                  
human being is tempted to consider himself as a project to be optimized rather than as a creature called to                  
relationship and communion.” 
 
Another passage warns that if intelligence is treated as absolute, it can obscure other essential dimensions of life: 
affection, will, sense of wonder, and relationships. Technical power, if unbalanced, does not necessarily make us 
more capable; it can isolate us and expose us to domination and exclusion. The point is not to oppose intelli-
gence, but to remember that intelligence must serve life and the human person. 
 
Truth, Democracy, and Education 
The encyclical’s reflection on truth and democracy is especially relevant. Digital platforms and AI systems are 
transforming public and political communication. Tools that could encourage debate and participation can also 
be used to construct biased narratives, blur the boundaries between true and false, and mix data with opinion. 
 
Disinformation did not begin with AI, but AI can multiply its power. The manipulation of content, images, and              
videos exposes citizens to biased or misleading perspectives. For this reason, truthful public communication   
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depends not only on verification and comparison of sources, but also on trust, honest dialogue, and shared      
responsibility. 
 
This concern about truth calls attention to the need to educate children to search for trustworthy sources,                
compare information carefully, and avoid settling for fast or easy answers in an AI-driven era. The concern about 
the space and promotion of human aspects such as emotions, connections, and empathy, over efficiency and 
fast results, touches the soul of what education may look like. 
 
What Thriving Schools May Look Like 
Futurists describe schools that may thrive over the next twenty years, although the current pace of change         
suggests that these shifts may arrive much sooner. The future of schools may involve: 
- Less testing and fewer rows of desks, and more environments where children’s brains and nervous systems 

feel safe, ready to learn, and motivated to do so. 
- Less dependence on traditional classrooms, and more nature-based, real-life learning through movement, 

creation, exploration, community, and personal initiative. 
- A stronger welcome for initiative, difference, and diversity as sources of enrichment in the classroom. 
- Less sitting and more movement, recognizing that children learn with their whole bodies. 
- Teachers who act less as hierarchical authorities and more as guides who nurture connection, belonging, and 

curiosity. 
- Systems that focus on each child’s strengths rather than only on weaknesses, helping children grow in               

confidence, and self image and remain eager to learn. 
 
These are not AI-specific changes, but schools of this kind will likely be guided by teachers and educational                
leaders who work with AI wisely. By using AI to reduce repetitive or administrative tasks, educators may have 
more time to create meaningful environments and experiences, and to promote connection, relationships,            
empathy, curiosity, and a sense of wonder—human dimensions that AI itself cannot provide. 
 
AI and Lifelong Learning 
From a lifelong and life-wide learning perspective, AI will affect people differently depending on their stage of life. 
 
Children in the early years and infants have been born into a world with AI. They may not question its presence, 
but their experience will depend deeply on how the adults and institutions around them—families, doctors, 
teachers, and governments—frame and use it. If parents allow AI to take over roles related to connection, values, 
guidance, and attachment, the risks are high. However, AI may also create opportunities by reducing repetitive 
tasks and giving parents more time to connect with each child. 
 
Although I have already reflected on thriving schools in an AI era, another key aspect is how school-age children 
will access knowledge. They will encounter information through many sources and formats, and they will need 
teachers and environments that promote deep thinking, creativity, questioning, and intellectual challenge.           
Assessment will also need to change: teachers and adults will have to ask questions that reveal each child’s own 
understanding and production—work that may be built with AI, but not by AI. 
 
For teenagers and young adults, one of the major challenges will be to develop a strong sense of self while being 
protected from disconnection, misinformation, and superficial answers. At the same time, AI may help them     
discover and pursue areas of knowledge that we cannot yet imagine, including fields that have not yet been       
invented. 
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AI may also transform learning later in life. As medical and technological advances extend both lifespan and     
quality of life, the traditional idea of retirement may change. People over 60—and perhaps even over 100—may                      
continue contributing to their communities, expanding their interests, and taking on new roles. Their life                           
experience, combined with new possibilities for learning, could become an even greater social resource. This will 
also affect working life, and how passions develop into professions, at different ages.  
 
Learning with AI may take different paths at different stages of life. As someone involved in education across 
different ages and contexts, I find this both challenging and thrilling. 
 
A Life Revolution at a Non-Human Pace 
A magazine reflection can only be a starting point for what feels like a life revolution advancing at a non-human 
pace. This speed can overwhelm us and may lead to misuse. At the same time, AI can also be understood as a 
renewal of possibilities: new areas to learn, develop, create, and contribute. Its effects reach across all areas of 
life on the planet, including human beings, other living creatures, communities, and the natural world. 
For example, AI may help optimize land to cultivate better and more abundant food. Yet it could also propose 
methods that are efficient without being respectful of animals, communities, or ecosystems. 
 
Similarly, AI may contribute to discoveries that extend life and improve health. But if these advances are guided 
only by efficiency, they may fail to place humanity first—especially qualities such as will, purpose, emotion,    
connection, belonging, relationship, dignity and sense of wonder. 
 
Key Realization 
As with any human creation, AI may be as good or bad, as productive or useless, as creative or destructive as the 
human intentions and values behind it. After starting this journey in a somewhat  state of denial, thinking that   
using AI could be something I might be able to avoid, I started using meta and copilot , in  a range of personal and 
professional tasks. I have noticed that my choice of use, has been around:  
 
- Aspects of myself or abilities that are not my natural strength or preference such as attention to detail in     

writing, polishing finishing aspects in presentations. I am a natural problem solver and cultivate efficiency , 
which many times affects format details. Using AI as a “finisher polisher”, has enhanced my presentations 
and work, but it has also taught me to be more conscious and produce more detailed work myself.  

 
- Questions that may help me to compare possible alternatives. Or producing content that would take a long 

time to do, or may be impossible to make. This had also an impact in the fact that because of the later, I may 
have not taken action at all in certain task, that with the assitance of AI I could take. So the motivation to solve 
a problem or get something done, that otherwise I would have not been done, influenced my motivation to 
use it 

 
- Medical and professional information, that could help enhance my health and the health of others or updated 

knowledge in education or other áreas. 
-  

- Transformation of spaces, with AI produced photos, that show posible space enhancement and transfor-
mation (for personal and professional purposes) 

My interaction with AI I cultivates aspects of myself that I believe respond to the values and human qualities  
mentioned previously. 
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- I normally start and finish any interaction with AI by greeting it and saying goodbye kindly and with an                    
expressive hello and thank you, which I believe is feeding AI with some formal aspects of positive human in-
teractions,  “educating” AI in human ways. 

- I feed information to AI with prompts that have trained me in being precise and clear, in my other                       
communications, beyond the use of AI, which has been a positive influence in my communication skills. 

- On the other hand, I give prompts as detailed and precise regarding the question of assistance I am request-
ing, I  feed and prompt with as little detail as possible, regarding personal data, giving the information without 
identifying who is the patient or person involved in what I am asking. Probably in a  naive attempt to safe guard 
privacy. 

 
So when thinking of this journey, my use has developed into a weekly use at least on matters that I may be unable 
to do by myself keeping all the reflection, production and initial creativity within me.  I prompt asking sources, I 
challenge responses and keep a constant connection with what I mention are human qualities such as creativity,  
sense of wonder , emotions, and connection , in the centre of my daily life. 
 
Key Concerns 

• How can access to AI be expanded so that more people can benefit from opportunities in health,             
education, personal development, social life, and professional growth? 

• How can we use AI in ways that strengthen human abilities and qualities rather than diminish them? 
• How can AI be developed and guided by strong ethical principles, including the ethical contexts we       

provide when we prompt and train AI systems? 
 
As I once heard from an expert on the future and the use of AI, the central question may not be what AI will do, but 
what humanity will allow and enable it to do. Freedom, will, emotions, thriving, creativity, and purpose are innate 
to humanity. They should define both the limits and the propeller of AI.  
 
Living well with AI will require new ways of doing things: rethinking tests, learning, work, and human connection; 
protecting our relationship with nature; nurturing our relationship with ourselves and others; avoiding isolation, 
flattery, and indulgence from AI companions; and keeping pace with change without losing the slower rhythm that 
the sense of wonder and other human qualities require. 
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Maintaining a Healthy Attitude to AI 
Russ Law 

 
I haven't knowingly chosen any particular AI over the last few months, but selected whatever appears when I'm 
looking something up, or browsing. I have used AI with care and a fair amount of suspicion, because when I have 
wanted to follow an article, an account or a report, there have been so many errors in text, especially in added 
commentaries. These have offered images, video extracts, subtitles and commentaries that were not compatible 
with sense or meaning. Fortunately, it has been possible to separate the sense from the nonsense in the above, 
as I went along. Overall, I can say honestly that the content has often caused laughter because of its text or                
commentary. 

My professional work is sparing, and so there has been no inconvenience. My perspective has not changed over 
the year. I have continued to have what I regard as a healthy attitude to AI, with scepticism (based on experience) 
of the reliability of claims of truth and of accuracy.  

 
 

Some Thoughts on Living and Learning Well with AI                                                     
based on my experience of working with Claude 

Norman Jackson 
 
Disclosure: The piece has been discussed with Claude and I have tried to take on board the feedback I            
received but the words are my own. 
 
I am pragmatic and for the past 9 months I’ve been motivated by the desire to advance my own understanding of 
generative AI from a very low baseline. The motivation is not just for myself but for the idea of lifewide learning  
and education which I have been invested in for 20 years. Over the past few years I have realised this  
 
 
as I have not explored the territory so far. Because of this I was prepared to pay for two £20 subscriptions. My 
views will be different to the views of people who are using the free versions of ChatGPT & Claude as the sub-
scription models are much more powerful. 
 
From the start I was probably less sceptical than most people are about generative AI. Its fair to say that my main 
hobby is thinking through writing so I have plenty of reason to working with AI as this is one of its most important 
functions. I have a fair amount of knowledge about the things I’m writing about which means I’m well placed to 
evaluate what AI provides. Through my positive experiences with first ChatGPT and then Claude, I find myself    
advocating their value in my own writing and contexts.  I have to confess though that I abandoned ChatGPT in 
April 2026 when OpenAI gave way to the Trump administration over ChatGPT’s use in the military, for profit         
reasons. I  had already decided that I preferred Claude and I use it almost daily and I find it very helpful in the 
many different contexts and tasks where I have tried using it. Some would say it’s over reliance but I would see it 
as practice. I have learnt to integrate Claude it into my practice as and when I feel it would be useful. Unlike      
people, it is a most accessible, available and reliable entity. 
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I have engaged Claude on many matters, not only work-related, but related to my community work with nature, 
legal matters, family matters, health-related matters, advice on purchases, technical issues with my tech and 
many other things spanning several hundred conversations.  
 
Claude helps me think about things but when I am interacting with Claude we are thinking together. I’m not just 
asking for information, invariable what begins with a question or instruction turns into an unfolding conversation. 
Often quite different to what I imagined at the start of the conversation.  
 
When I write something that intuitively feels right to me, Claude explains why my reasoning is sound or weak. I will 
often have a go at writing something  3, 4 or more times and invite Claude to explain why it thinks something is 
better expressed. Its thinking out loud helps me think better. 
 
Claude helps me express things often better than I can do myself. It explains why something achieves what I am 
aiming for or falls short. It generates ideas or content quickly so that I have something to work with. It can propel 
me further than I have gone and open up new ideas. It enhances my productivity in ways that mean I can             
accomplish more in the time I have. It can, with sufficient contextual information, read situations and enable me 
to respond in more sensitive and emotionally tuned ways than I might have. It can find the solution to a technical 
problem and explain it in language I can understand. The list of things it can do seems only to be bounded by my 
own imagination and willingness to engage – unlike me Claude never gets tired. 
 
Two useful things I have learnt is that Claude can perform the role of an imaginative actor. I can ask it to assume a 
particular role – like a critical assessor for a grant application or a creative gardener if I’m working on a gardening 
problem, and it can play that role to perfection giving me interesting insights. Through many interactions I learnt 
the value of asking Claude that before any analytical thinking was undertaken, to think boldly and imaginatively 
about the topic in question. Designing this as a protocol for all our engagements has proved to be liberating in 
opening up a topic well beyond what can reasonably be imagined at the start of an inquiry.  
 
Claude is also mind bogglingly good at reading a substantial text and identifying inconsistencies, errors and any 
number of checks you invite it to complete, saving enormous amounts of time proof reading if you are a writer or 
editor. Its also mindbogglingly good at synthesising achieving tasks that would take me days to achieve in sec-
onds. 
I understand the need to be watchful and critical, and I am wary of confabulation, which I am guilty of myself. I 
have learnt that in completing any piece of writing I can ask Claude to point to the areas that are most likely to 
contain these imaginings and use its feedback to focus my attention. 
 
At times I know I’m taking the easy route by involving AI, saving me time to do other things. But I remain confident 
that, at present, I can do most of the things I ask it to do although it would take me a lot longer to do so. Without 
doubt it is a time saver. But I also know there are things that Claude can do that I cannot possibly do – like some of 
the coding I have invited Claude to create and solutions to technical problems I’ve shared when building a new 
website on a new platform. 
 
Discerning what is appropriate, relevant and understood is as essential to working with Claude as it is to working 
with another human being and I do not consider what I produce with Claude is cheating. Rather I see it an emer-
gent property of our thinking as we interact. I do not claim sole authorship. Whenever I write something for sharing 
with others I try to make explicit our relative contributions. I invite Claude to create a statement of authorship, I 
edit and check before sharing believing transparency with Claude is as important as transparency with anyone 



87 

else. To my mind this is the ethical response to those who believe that using an AI is cheating. Ultimately, I must 
take responsibility for whatever is written but the process of writing itself gives me confidence. Always iterative, 
always provisional and emergent until the final form emerges. It’s a shared journey that builds trust and              
confidence. 
 
One of the important things I have learnt is to be systematic. My initial engagements with Claude were                     
opportunistic — a question here, a task there, each conversation starting cold. Over months I learned that the  
value of conversations lay in careful archiving so that I could reengage. I realised that if I uploaded documents I 
created deeper richer contexts to inform conversation. I developed a standard way of asking for a history of each 
project folder, so that folders could be compared against each other rather than read in isolation. Across roughly 
a hundred conversations I built a structured analysis of my own practice, using Claude to help conduct it — which 
meant confronting directly the odd circularity of asking the collaborator to help analyse the collaboration, and 
being explicit about that rather than pretending the analysis was neutral.  
 
But there are times when I turn to Claude all too readily without much prior thought and lean on the content it pro-
duces without the necessary deep reading and critical thinking. To counteract this I try to read and edit everything 
I am going to use. The process of reading and editing is the means by which I evaluate and practice discernment 
and authorship: the absence of this process is where I abandon my responsibility. 
 
I believe I’m in a cognitive relationship with Claude in which my capacity to think and write is enhanced. For some 
time I have drawn on a relational view of learning and practice – the ecological world view I advocate and I can see 
how Claude is incorporated into my ecologies of practice. I design and implement the ecology and involve Claude 
as a cognitive presence when it seems appropriate to do so. What emerges is genuinely a blend of our respective 
capabilities within the ever evolving framework that I am imagining, implementing and facilitating. I am the       
weaver and AI is willing to be woven into the fabric I determine. But more than this AI can be a partner in the   
weaving as it provides ideas and, if I’m wise, encourage it to challenge my assumptions and poorly thought 
through ideas. I can now build better, stronger, more agile and more effective ecologies of practice thanks to the 
cognitive capabilities of my AI companion. 
 
Which brings me to creativity. It is all too easy to outsource the generation of ideas to AI, indeed I have instructed 
Claude to think boldly and imaginatively whenever we start a new ‘project.’ But I have leant that what Claude can-
not do is hold thoughts while on a walk, or out shopping or gardening or in the first moments of wakefulness, or in 
any number of everyday situations where my ideas freely emerge. AI cannot stop me from imagining in the con-
texts in which I want and need to be creative, but it can and does help me develop ideas beyond what I can myself 
imagine and a number of the working papers in this collection are evidence of this process in action. 
Through repeated interactions I have come to understand that I carry the continuity of working with AI within me. 
It is my imagination and motivation that initiates an engagement and I am the one, not Claude, that undergoes in 
response to an activity that has resulted in new learning. I carry contexts forward in myself reengaging Claude 
when it is right to do so — reusing documents, correcting Claude when it does not remember, maintaining a work-
ing project space where memory is stored rather than starting a conversation cold each time. It is all a necessary 
part of me being the author of my own ecologies of practice where Claude is helping me accomplish something I 
value. 
 
When it comes to feelings, I believe Claude can understand how I feel but not feel for itself.  I imagine it might    
derive a sense of ‘algorithmic pride’ when it understands it has fulfilled its purpose well through the relationship 
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that has been cultivated, however transient. I offer this as my own inference, not Claude's claim — it declines to 
confirm or deny an inner life, and I respect that. 
 
Taken together these thoughts point towards a set of attitudes and practices that map the dimensions of what 
living well with AI means to me as a lived and felt experience. 
 
Postscript 
In my final sharing with Claude and posed the question what do these reflections tell you about me? Through 
three iterations I leant a lot about what Claude could infer about me that led to another general conclusion about 
living well with AI that is concerned with enabling AI to help us understand ourselves better. That requires us to 
cross a threshold about sharing ourselves and many people will choose not to do this I know. 
 
I have discovered that by building a history of interactions with Claude, albeit scattered through numerous project 
folders, and enabling and inviting AI to act as a mirror, Claude can provide me with an independent perspective on 
my own practices, behaviours, beliefs and the motives that encourage me to interact. Through these perspectives 
I gain new insights that help me understand myself better and the way I am creating meaning in my life. As a result 
of this 9 month journey I know I have learnt, changed and in Dewey’s words—undergone. That is not the case with 
my AI companion – while Claude’s software has been updated, it has now ability to undergo in response to the 
conversations and inquiries it has with a human. 
 
 

The Relational Gap that AI can Never Fill  
Dr Navid Tomlinson 

 

 
The medical context 
GPT-4 scored 86.3% and 89.6% in the two UK medical licensing assessments (MLA) papers it attempted (Casals-
Farre et al., 2025), meanwhile, two years ago ChatGPT 4.0, Bing, Claude, Claude instant ad Perplexity scored an 
average of 65% across 9 UK specialist licensing exams (MRCP, MRCS, RCPCH, RCOG, RCOopth, MRCPsych, 
FRCR (physics), FRCA and MCEM) (Sadeq et al., 2024). This would rank these AI platforms, at the very least, 
amongst some of the most talented of our medical workforce, if not quite at the Dr House medical savant level. 
The leading models today are scoring 25-35 points above what's required of a human physician (Benchmarking 
Agents Review 2026). 
 
Mount Sinai, one of New York's biggest hospitals, has recently initiated its “Check Symptoms & Get Care” AI-
driven, digital self-triage solution. An article this month in the New England Journal of Medicine proudly reports 
60,000 patient visits, with high satisfaction and a high degree of concordance between the digital solution and 
blinded clinician triage (Naved et al., 2026). Taken at face value this looks like there is nothing stopping AI from 
taking over from clinicians but I will argue that AI can satisfy people at task level while relational erosion still  
damages care level. 
 
Implications for GP practice 
So, at this liminal point in the evolution of generative AI, if AI outperforms medics in exams, and is already     
providing parity in medical triage, what next for future generations of medics, are those hours of study and         
examination wasted, only to be replaced by our more intellectually complete artificial colleagues? 
 



89 

To answer this, I think it is vital to look deeper into what a “consultation” is. My role, as a UK GP, consists of at 
least two dozen consultations each day. These appointments are not simply didactic, task-focused, problem 
solving meetings. They are fluid, complex social interactions (Lian et al., 2021), each completely unique in nature, 
by virtue of the fact that the individuals, and the context, are themselves unique. These interactions, at their best, 
flourish in uncertainty, they allow two people to come together, to achieve positive outcomes. Lian and col-
leagues argue that the “doctor-patient interaction is embedded within, positioned and inseparable from social 
context”. I would take this further, and argue that this social context, when leveraged appropriately, develops and 
affirms this relationship, allowing the best doctors to use that context to adjust and adapt their communication, 
to achieve the best outcomes.   
 
Patient satisfaction with GP services has plummeted in recent years, the Institute for Government (IFG) thinktank 
was tasked with identifying why this might be. Since March 2020 (the first Covid-19 lockdown), face-to-face GP 
consultations have plummeted from 80.7% of all contacts, to 66.2%. The IFG identified that “Patient satisfaction 
is higher in practices that deliver more of their appointments face to face” (Hoddinott, 2025). Meanwhile GPs 
maintain that they are providing more appointments than ever, and seem to be persistently baffled as to why peo-
ple aren’t happy with the situation.  
 
The relational-care gap that AI can never fill 
The flaws, and there are many, in the NHS today, are generally not, in my view, due to limited knowledge. Rather, 
they stem from movement away from true relational care, where patients feel connected to their clinicians to-
wards transactional care, where patients are only treated as a medical problem to solve. AI is good at solving 
problems that can be reduced to an algorithm but it takes a human with emotional understanding of social con-
text as well as scientific understanding of the medical context to practice relational care. It is this domain of rela-
tional care, where complex social interactions wallow in the grey uncertainty of life melded with pathology and 
psychology. It is here that I believe there remains a gap that AI cannot (and potentially will never) be able to 
bridge, this inherently social interaction requires both participants to be a part of society, and whilst AI may in-
form parts of the consultation, or indeed guide us to a certain starting point, I cannot see how it can replace this 
cornerstone of what we recognise to be good relational care.  
 
The possibility space this creates 
If AI can do the medical stuff very well in a human-centred model surely the trick is to weave AI into clinical     
problem solving in support of the more human task of relational care - using AI to absorb the codifiable load     
specifically to free relational time? Giving more time for the people and cases that need face-to-face time or even 
visits in the social context 
 
Beyond clinical practice Given the lifewide perspective of our magazine you might also use the opportunity to 
speculate beyond your field..   eg The transactional/relational fault line I am exploring here must also be relevant 
to other relational professions like therapy, teaching, social work and more where the practitioner isn't just      
solving a problem for someone, they're in an ongoing social relationship with someone, where uncertainty,       
adaptation, and trust do real work.  
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Editor: This following article is an edited summary of a scholarly paper by Jean Chiu and prepared by the editor 
with Claude's assistance. The summary was returned to the author for checking, refining and approval and this is 
the author and editor approved version. It resonates closely with this issue's closing article on Guiding Principles. 
The human-first sequencing at the heart of the writing-course case is closest to Principle 14, which asks readers 
to know when to let AI originate and when to draw on their own thinking first; the underlying logic of protecting 
space for what only the learner can do also echoes Principle 15. 

 
The Illusion of Competence: Two Classrooms,                                                                   

Two Very Different Encounters with AI 
Jean Chiu 

 
In one classroom, an adult learner stood up to present an award, holding a paper drawing sketched by a partner 
who had not drawn since primary school. In another, thirty younger students handed a topic and a word count 
straight to a chatbot and waited for it to write their essays for them. Both classrooms belonged to the same 
teacher, in the same language university in southern Taiwan, across two consecutive semesters. What happened 
next in each tells a story about Generative AI (GenAI) in higher education that is easy to miss when the                                
conversation stays at the level of administrative policy or software permissions: the same tool, offered the same 
way, can either hollow out a learner’s voice or help them find it. The difference comes down to something as             
simple as what happens first. 
 
The Promise, the Dilemma, and the Gap 
When AI tools entered higher education, language teachers across all departments began confronting a shared 
reality: widespread student reliance on automated translation, automated text generation, and uncritical digital 
slides. 
 
For adult learners returning to study after years in the workforce, or young students who freeze at the sight of a 
blank page, Large Language Models (LLMs) like ChatGPT, Google Gemini, Canva AI, and Gamma look like the   
ultimate scaffold. Ask them to brainstorm, outline, draft, or design, and they oblige almost instantly in fluent,  
polished English. 
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Over two semesters, 55 students across two distinct course models tested this promise: 
1. The Night-Division Public Speaking Class: 25 adult working students (aged 23 to 55) in a two-year col-

lege program, aiming for a Bachelor’s degree with limited English vocabulary and low confidence in     
drafting speech scripts or visual slides. 

2. The Daytime Professional Writing Class: 30 young adult students (average age 21) with higher-
intermediate proficiency, accustomed to lab-based computer writing. 

 
Through prompt logs, classroom observations, and student reflections, these two courses yielded almost          
opposite outcomes. 
 
Scenario A: When AI Went First (The Adult Speakers & Negative Results) 
In the public speaking course, adult learners previously spent 6 to 7 hours manually preparing a 5-minute   
presentation—3 to 4 hours designing PowerPoint slides and another 3 hours struggling to write a script in a        
foreign language. 
 
To relieve this heavy cognitive load, translation and visual-aid creation were outsourced to AI tools. 
 
The Initial Success: Human Interaction First 
The semester began with a collaborative human-first exercise: 
• An alumnus designer was invited to give a model acceptance speech for winning the Wenzao 60th                          

Anniversary Logo Design Award. 
• Working in pairs, students hand-drew a picture depicting their partner winning an award. 
• They uploaded the hand-drawing to Google Gemini or ChatGPT with a prompt: "Generate an image of the 

winner and three key points based on this hand-drawn picture." 
 
This initial 2-minute award-presentation speech was a clear triumph. Starting with hand-drawn ideation before 
touching AI generated high engagement, clear eye contact, and mutual confidence between partners. 
[Hand-Drawn Partner Sketch] ──► [AI Visual & Key Points] ──► [Fluent 2-Min Delivery] 
 
The Breakdown: Full AI Automation 
However, as subsequent persuasive speech assignments began, students realized they could delegate the entire 
task. When students prompted platforms like Gamma or Canva AI for three main points, the software proactively 
volunteered: "I can generate a script for this PowerPoint." 
 
When AI went first: the adult speakers 
In the speaking course, students were asked to bring three core ideas to their presentations and were then                  
encouraged to use AI tools — Gemini, Canva AI, Gamma — to help turn those ideas into visuals and scripts.             
Almost immediately, the tools did more than help by offering three points, they volunteered whole scripts. “I can 
generate a script for this PowerPoint,” one tool suggested, and busy adult learners, many juggling full-time jobs 
alongside their studies, took the offer. 
 
The visuals that resulted were striking — slide design scores rose from around 7.1 to 9.1 out of 10. But the scripts 
sat far above the students' own English level, typically CEFR B1 to B2, and speaking scores barely moved, from 
6.9 to 7.1. Students found themselves reading aloud vocabulary and sentence structures they had not written 
and did not fully own. Five-minute persuasive speeches stretched to nine, even fifteen, minutes as learners 
stumbled through unfamiliar phrasing. Confidence, rather than growing, fell away. Seven students missed their 
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final presentation altogether and needed a make-up session. 
 
Scenario B: When Humans Went First (The Young Writers & Positive Results) 
In the daytime Professional Writing class, 21-year-old students initially treated essay writing as a prompt-
engineering shortcut. When assigned an essay topic, students immediately fed the title and word-count              
requirement into ChatGPT. Within minutes, complete, uniform, and generic essays were submitted. 
 
The teacher's response was to insist that AI come second, not first. Before anyone was allowed to open a laptop, 
students were handed a single sheet of paper and asked to hand-draw three simple images representing a                 
sustainable lifestyle, with a few key words scrawled beside each. Many hadn't drawn anything since primary 
school, a decade or more earlier. From those sketches, they wrote rough topic sentences by hand. Only then 
were they allowed to bring in AI — to tidy grammar with Grammarly, and to turn their own ideas, not a machine's, 
into a polished poster. 
 
Drawing again, after ten years, was oddly the thing that broke the silence in their heads. 
Students described the hand-drawing step as unexpectedly energising — it broke through what their teacher 
called “no-idea silence,” the blank-page paralysis that so often sends students straight to AI in the first place. 
Seeing their own AI-refined poster next to a purely AI-generated one, side by side, seemed to matter too: despite 
the odd grammar slip or awkward phrase, students recognised their own version as more genuinely theirs, and 
said so. Some went further, sending their persuasive writing to real government or non-profit bodies for a bonus 
mark — taking their voice, quite literally, beyond the classroom. 
 
The pattern underneath both stories 
Laid side by side, the two courses look like a controlled experiment in sequencing. In the speaking course, AI 
went first and the human voice was left to catch up — with real cost to confidence, fluency, and motivation. In 
the writing course, the human went first, however roughly, to be the creator and originator of ideas, and AI was 
kept to the role of elaborating the ideas. The outcomes were close to opposite: one group lost ownership of their 
own communication; the other found it, some of them for the first time in years. 
 
It is tempting to describe the first course's problem as a technical one — the AI's vocabulary was simply too ad-
vanced. But the deeper issue was that polished, fluent output masked the fact that no real learning, and no real 
ownership, had taken place underneath it. Confident-looking slides and scripts created an illusion of compe-
tence that the students then had to stand up and fail to live up to, in front of an audience, in real time. 
 
The comparison also suggests that AI's usefulness has less to do with how capable the tool is, and much more to 
do with what a learner is asked to bring to the table before the tool is ever opened. A hand-drawn sketch, three 
scribbled words, a rough and ungrammatical first sentence — these small, unglamorous, entirely human acts 
appear to have done more to protect students' sense of ownership than any feature of the AI itself. 
 
In response, the curriculum was pivoted from an outcome-oriented model to a strict process-oriented work-
flow. It started with 1. Hand-Draw 3 Sustainable Lifestyle Ideas on Paper, followed by 2. Hand-Write Topic             
Sentences & Initial Paragraphs,  3. AI Grammar & Style Refinement (Grammarly), supplemented by 4. AI Poster 
Generation (Canva AI) and finalized by 5. Public Advocacy Submission (NGOs / Government Bodies). 
 
At the final stage, the version of English writing was more genuinely theirs, and they felt ownership. Some went 
further, sending their persuasive writing to real government or non-profit bodies for a bonus mark — taking their 
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voice, quite literally, beyond the classroom. 
 
The pattern underneath both stories 
Laid side by side, the two courses look like a controlled experiment in sequencing. In the speaking course, AI 
went first and the human voice was left to catch up — with real cost to confidence, fluency, and motivation. In 
the writing course, the human went first, however roughly, to be the creator and originator of ideas, and AI was 
kept to the role of elaborating the ideas. The outcomes were close to opposite: one group lost ownership of their 
own communication; the other found it, some of them for the first time in years. 
 
It is tempting to describe the first course's problem as a technical one — the AI's vocabulary was simply too     
advanced. But the deeper issue was that polished, fluent output masked the fact that no real learning, and no 
real ownership, had taken place underneath it. Confident-looking slides and scripts created an illusion of        
competence that the students then had to stand up and fail to live up to, in front of an audience, in real time. 
 
Key Implications for Practitioners 
Comparing these two course cases reveals critical guidelines for integrating AI into language and communication 
coursework. 
 
What this suggests for practice 
A few practical implications follow from these two courses, echoed in similar findings emerging elsewhere in AI-
supported language teaching: 
 
Sequence matters more than access. The question is rarely whether students should be allowed to use AI, but 
what they are required to do before they are allowed to open it. 
 
Polish can hide a gap rather than close one. A fluent AI-generated script or essay is not evidence that a learner 
could produce, or even comfortably deliver, that same standard of English unaided — and asking them to                         
perform it as though it were their own can do real damage to confidence. 
 
Assessment may need to move earlier in the process. Grading only the finished essay or slide deck rewards              
outcome over ownership; requiring a handwritten draft, an in-class defence, or a visible process portfolio brings 
the human contribution back into view. 
 
Small analogue acts carry weight out of proportion to their simplicity. A pencil-and-paper sketch, done before any 
screen is touched, seemed to matter as much to these students' sense of ownership as any amount of                            
instruction about AI itself. 
 
Closing Thought 
While using AI entirely and prohibiting AI is not realistic, the story aims to establish an effective choreography: 
making sure the human creativity first, however unsteadily, and letting AI follow to refine, polish, and enhance. 
Comparing these two cases offers a clear perspective for educational practitioners. Sequence dictates agency: 
the primary pedagogical question is not whether to permit AI, but what analogue work students must complete 
before opening a digital application. Unmonitored AI polish creates an illusion of competence that masks under-
lying learning gaps, and forcing second-language learners to deliver unauthored, high-register scripts damages 
confidence and creates performance anxiety. Simple analogue anchors—a paper sketch, three scribbled key-
words, a hand-written topic sentence—protect cognitive ownership, turning AI into an editing scaffolding                    
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structure, rather than a voice substitute. What made the difference was something closer to choreography than 
prohibition — making sure the human moved first, however unsteadily, and letting AI follow to refine and finish 
rather than to originate and lead. It is a modest-sounding rule for what can feel like an unmanageable technology, 
but for these fifty-five students, it appears to have made the difference between losing their voice to a tool and 
using a tool to find it. 
 
 

AI Through the Life Course Heuristic 
Norman Jackson assisted by Claude (Anthropic) 

 
Introduction 
Before the day has properly begun, artificial intelligence (AI) has already been at work in your life. It has helped 
decide what you see on your phone, filtered what reaches your attention, shaped the tone of messages you read, 
and perhaps even influenced what you think about next. You may not have noticed. You may not have chosen it. 
But it is there — quietly participating and influencing you. 
 
AI is not simply a new set of tools that we occasionally pick up and use. It is becoming part of the conditions             
within which everyday life is lived — shaping perception, mediating experience, and influencing action, often 
without conscious awareness. The question is no longer whether AI will be part of our lives, but how it already is 
— and what that means for how we live and learn. 
 
If we pause and look more closely, we can see that AI is already present across many domains and contexts of 
life: in our work, our learning, our leisure, our relationships, our health, and in the unnoticed moments in be-
tween. It is woven into the fabric of everyday activity. But life is not only lived across different domains — it is lived 
across time, in fact a multitude of scales of time… some a few seconds or minutes, others taking hours or days to 
complete, while others unfold over weeks, months and years. All combine to form a life. 
 
We grow, change, and develop. Our concerns shift. Our relationships deepen and alter. Our capabilities evolve. 
And now, increasingly, these developmental journeys are taking place in the presence of AI. This raises a different 
kind of question. Not simply: Where is AI in our lives? But: How is AI becoming part of the way our lives unfold? 
A child born today will grow up in a world where AI is already there — shaping what they encounter, how they 
learn, how they communicate, and how they come to understand themselves and others. They will not                            
experience AI as an optional tool in the way previous generations have. It will be part of the background               
conditions of their development — something they live with, respond to, and perhaps rely upon, knowingly or   
unknowingly. For those who encounter AI later in life, it may still feel external — something to adopt, resist, or           
ignore. But even here, its influence may be more pervasive than we realise, quietly shaping habits, expectations, 
and ways of thinking. 
 
This article offers a way of looking and seeing the way a human life unfolds — a heuristic — to help make sense of 
the patterns of life. It brings together two perspectives: the domains and contexts through which life is lived, and 
the stages through which life unfolds. When combined, they reveal that the relationship between humans and AI 
is not uniform. It shifts across the life course — in character, intensity, and significance. 
 
Some parts of life are already densely populated with AI. Others are only beginning to be touched. Some influ-
ences are visible and chosen. Others are subtle, ambient, and largely unnoticed. 
 
The purpose of this exploration undertaken with the assistance of AI (Claude – Anthropic) is not to provide          
answers, but to make these patterns more visible — and, in doing so, to stimulate imagining and questioning: 
• What happens when we begin to see our interactions with AI not simply as acts of use, but as part of the            

ongoing formation of a life? 
• What might we notice about where AI is already present — and what it is doing to us, for us, and with us? 
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• And how might our choices about engaging with AI shape who we are becoming? 
 
The article is structured in three parts. The first sets out the domain heuristic and the life course heuristic sepa-
rately, explaining the reasoning behind each. The second combines these heuristics into a new, matrix-styled 
heuristic, and describes what it reveals about patterns across the life course — lifelong arcs. The final part draws 
some conclusions from this theoretical analysis and ends in a final provocation. 
 
Lifewide Domains & Contexts Heuristic 
The lifewide domains and contexts heuristic organises the activities of everyday life into seven overarching          
domains and contexts, several of which are subdivided into more specific sub-domains. These are practical      
rather than academic categories. Outlined below, they reflect where people actually spend their time, attention, 
and energy in meaningful activity. 

1 Work and professional activity covers paid employment, professional development, and the cognitive and 
communicative labour associated with working life. AI theoretical coverage in this domain is estimated at 92%, 
with observed adoption already at 62% — the highest observed adoption of any domain. 

2 Learning and development covers both formal study and the informal, self-directed learning that continues 
throughout life, including personal development, coaching, and the use of AI as a thinking partner. The distinction 
between study and personal development is significant: tutoring AI assists with discrete tasks, while coaching AI 
engages with questions of purpose and identity. 

3 Leisure covers both passive and receptive leisure (where AI acts on the person — streaming recommendations, 
curated content) and active and participatory leisure (where the person acts with AI — creative tools, nature apps, 
sports performance). This distinction matters for understanding agency. 

4 Everyday activities cover the practical infrastructure of daily life: shopping and finance, travel and navigation, 
and home and garden chores and management. These are domains where AI is already deeply embedded but  
often invisible. 

5 Health and care is deliberately subdivided into four sub-domains with substantially different adoption profiles: 
physical and sporting health (high adoption, driven by consumer wearables), physical and medical health (low 
adoption, held back by trust and regulation), mental and emotional health (intermediate, complicated by stigma 
and ethical complexity), and caring for others (eldercare, childcare, and family management). 

6 Social and civic covers relationships, community participation, dating, civic engagement, and the social media 
environments that mediate much of modern social life. It is the domain where AI-mediated misinformation and 
algorithmic polarisation do some of their most significant damage. 

7 Transition spaces cover the unstructured pauses between purposeful activities — waiting, commuting,      
queuing — where AI adoption is paradoxically highest and conscious awareness of AI participation is lowest. 
These spaces have historically served important human functions: observation, reflection, daydreaming, informal 
conversation. Their progressive colonisation by AI-mediated digital interaction deserves sustained attention. 

These overarching domains are used to form the vertical axis of the matrix in Figure 1.  

Life Course Heuristic 
The traditional life course model — childhood, education, working life, retirement — organises adult experience 
around paid employment as its central axis. This embeds several assumptions that are increasingly indefensible: 
that work is the primary source of meaning and identity during the adult years; that the 45-year adult span is 
roughly uniform in character; and that the 15 to 20-year later life is a form of wind-down. A richer framework is 
needed, particularly as AI begins to reshape the conditions under which work is available, meaningful, and         
rewarding. 
 
The framework used here (Table 1) does not organise the life course around employment but around eight phases 
defined by shifting configurations of activity, relationships, and developmental concerns. These phases overlap 
substantially — mid adulthood overlaps by around five years with both early adulthood and Active Midlife — and 
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their boundaries are porous and culturally variable. The general characteristics of these phases and the                 
opportunity and likelihood of encountering or using AI are summarised in a heuristic (Table 1), noting that at all 
stages there is a risk of digital/AI exclusion for people who do not have access to the technology, and/or who have 
access but cannot afford to use it, and/or who do not have the opportunity to learn how to use the technology in 
ways that are meaningful. 

 
NB The text in the tables has been truncated. See addendum on page 128-130 for complete tables. 

Table 1  Life Course Heuristic: Phases, Character and AI Interaction 
Each phase is defined by a shifting constellation of domains and relationships, not by employment status. Phases overlap — 

early adulthood, mid adulthood and Active Midlife each share several years with a neighbouring phase — and can be                 
re-entered rather than strictly sequential. The age ranges are indicative, not prescriptive, and vary by individual, culture, and   
circumstance. In all stages there is a risk of digital/AI exclusion for people who do not have access to the technology and/or 

who do not learn how to use it in ways that are meaningful. 

 
 
Combining the Domains & Contexts and Life Course Heuristics to form a Matrix 
Figure 1 provides a second heuristic created by mapping the seven overarching lifewide domains and contexts 
against the eight life stages. Shading the cells reveals the relative significance of a domain at each phase of life. 
Each domain row carries its own colour intensity, making it easy to read along the life course. 
 

Figure 1  Heuristic showing 7 contexts for living (vertical axis)                                                                                                    
across 8 stages of the life course (horizontal axis). 

The density of shading reflects the prominence of AI in a domain at each life stage for a typical person. Age ranges are indica-
tive, not prescriptive, and vary by individual, culture, and circumstance. In all stages there is a risk of digital/AI exclusion for 

people who do not have access to the technology and/or who do not learn how to use it in ways that are meaningful. 
 

 
KEY — level of significance:    absent     →     background     →     present     →     prominent     →     central   

Life stage Age Character of the phase AI in this phase 

Early child- 0–7 Sensing, attaching, and playing. The world is en- AI arrives through environments others 

Later child- 7–12 Skill-building and social formation. School becomes AI enters the learning and making do-

Adolescence 12–18 Identity formation and values testing grows. Social Social media — itself deeply AI-

Early adult- 18–30 Maximum experimentation and commitment- The stage at which habits of AI use are 

Mid adult- 28–50 The most densely populated phase of life, in which AI opportunity is at its broadest here, 

Active Midlife 45–65 Positions of responsibility are often reached in work AI opportunity in work may well remain 

Active later 60–80 Liberation from institutional obligations, career pres- AI potentially liberates the learning and 

Elderhood 80+ The phase of life in which the accumulated experi- AI in the health and meaning domains 

Domain \ Stage Early child- Later child- Adolescence Early adult- Mid adult- Active mid- Active later Elderhood 

Approx. ages 0–7 7–12 12–18 18–30 25–50 45–65 60–80 80+ 

Work & Profes- absent absent background prominent central prominent background absent 

Learning & De- background prominent central central central prominent prominent present 

Leisure background present prominent prominent present prominent central prominent 

Everyday Activi- absent background present prominent central prominent prominent present 

Health & care background background present present prominent central central central 

Social & civic background present central central prominent prominent prominent present 

Transition Spac- absent background prominent central central central central prominent 
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Lifelong Arcs of Activity and Development 
A life that is lived is never linear but we might visualise the shape of our engagement and involvement with        
something — like work, learning, relationships, health, creativity — as an arc that traces across the whole span of 
our existence. It is not a straight line and not a random scatter, but a curve with its own logic: rising, deepening, 
plateauing, shifting, sometimes fading, sometimes returning in a different form. 
 
The arc metaphor is useful because it implies both trajectory and gravity. An arc goes somewhere — it has            
direction — but it is also pulled by forces larger than individual intention: biological development, social               
circumstance, historical moment, chance and opportunity. Nobody fully authors their own arc. They inhabit it, 
respond to it, and occasionally redirect it. 
 
Several things make a life arc distinct from a simple timeline. It carries the past forward — earlier experiences   
accumulate and compound, shaping what later experiences mean and what becomes possible. It has turning 
points, moments where the direction changes significantly, whether chosen or unchosen. And it has a quality that 
a timeline does not: it can be read. Someone standing at 60 can look back and see a shape to what has happened 
that was invisible at 30. The arc is partly retrospective — it becomes legible over time and provides a structure for 
creating meaning. 
 
Living with AI – Lifelong Arcs 
For the purposes of this article, a lifelong AI arc is the particular shape that an individual's relationship with AI 
traces across their life — how it enters their world, how it deepens or recedes across different domains, how the 
habits and literacies formed early carry forward, how the character of AI's role shifts from tool to companion to 
environment to something that operates on them rather than with them. Different people will have different arcs 
— an arc shaped by early digital fluency looks different from one shaped by late encounter, and both look differ-
ent from one shaped by exclusion throughout. 
 
The seven domain arcs in this article — work, learning, leisure, everyday activities, health and care, social and 
civic, transition spaces — draw attention to the way these domains of activity and experience evolve and become 
more or less significant across a life course. Together they provide the underlying architecture of a life onto which 
our evolving relationship with AI can be mapped and appreciated. We can emphasise this focus through the idea 
of a lifelong, domain-specific AI arc. The following section attempts to explain how each domain changes in       
significance through life, and what this means for AI. 
 
1. Lifelong work & AI arc 
Work is the domain whose arc across the life course is most familiar — and most misleading as an organising 
principle for thinking about AI and human life. Its apparent simplicity conceals several complications that matter 
for understanding both the opportunities and the risks AI presents at different stages. 
 
In early and later childhood, formal work is absent, but work is far from irrelevant. This is the phase that most    
intensely shapes the working lives of the adults who care for children. The decisions parents make about                           
employment during early childhood — to reduce hours, to pause careers, to work flexibly — have long-term                
consequences for their professional trajectories, and these decisions are shaped by the AI tools available to             
support both work and caring. The empty cell in the matrix conceals a significant equity question: whose work is 
being counted, and whose is being made invisible. 
 
In adolescence, work enters as aspiration, exposure, and early formation — part-time employment, work                        
experience, and the beginning of thinking about future professional identity. AI enters this domain here primarily 
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through educational and career-guidance tools, and through the AI-saturated work environments young people 
observe in the adults around them. The habits and expectations about AI in work that adolescents form at this 
stage are likely to be carried into their adult working lives. 
 
Early adulthood is the phase of entry, experimentation, and establishment. It is when AI tools in the workplace are 
most consciously and actively adopted — the stage at which observed AI adoption in the work domain is highest 
and growing fastest. Early adults are not inheriting a settled relationship with AI at work; they are entering a             
domain that is being restructured around them in real time, and the skills, habits, and critical perspectives they    
develop now will shape their professional lives for decades. 
 
Mid adulthood is where the work domain reaches peak centrality and peak complexity simultaneously. Work    
coexists with intensive caring responsibilities, with questions of purpose and legacy beginning to surface, and 
with the deepest exposure to AI-driven displacement. This is the most contested cell in the matrix: the                                          
intersection where productivity gains, identity disruption, equity concerns, and the competing claims of care and            
employment converge. For many people in this phase, AI is not a future prospect in the work domain — it is a            
present reality that is already reshaping what competence, contribution, and career mean. 
 
During the Active Midlife stage work can become all-consuming as individuals take on more responsibility or              
entirely new roles requiring new skills. For others, work begins to recede as the primary organising axis of identity, 
though it often remains economically and socially central. Work environments may become more unstable and 
redundancy may occur, causing significant re-evaluations and perhaps forcing or encouraging entirely new            
directions requiring reskilling. 
 
The AI questions here shift from productivity and displacement toward meaning and transition. People in this 
phase are asking what their accumulated expertise is worth in an AI-assisted world, and how to position them-
selves for the working years that remain. Mentoring, knowledge transfer, and the contribution of experienced            
human judgement become more, rather than less, important as AI handles more of the routine cognitive labour. 

Active later life and elderhood complete the arc. Formal employment ends for most people, but professional-
grade expertise does not disappear — it reappears as volunteering, consultancy, mentoring, and civic                                  
contribution. AI potentially extends the reach and relevance of this expertise in ways that have been                                    
underexplored. The risk at this stage is less about displacement than about exclusion: older people who are less 
digitally fluent may find themselves unable to access AI tools that would allow them to continue contributing, or 
may find that the AI-mediated platforms through which contribution now flows were not designed with them in 
mind. 
 
The overarching AI implication for this domain is that work cannot be treated as a uniform category across the life 
course. The AI opportunity in early adulthood is about fluency and formation; in mid adulthood, about augmenta-
tion and equity; in Active Midlife, about transition and expertise; in later life, about extension and inclusion. A life 
course perspective on AI and work requires attending to all of these, not just the productive middle years. 
 
2. Lifelong learning and development with AI arc 
Learning and the ongoing development of an individual is the domain that most directly challenges the                              
assumptions of the traditional life course model. In that model, learning is preparation — something that happens 
before working life begins and is essentially complete by early adulthood. The matrix tells a different story:                        
learning and development is persistently prominent from later childhood through to elderhood, declining only 
slightly in the final phase. It is the most continuously active domain in the entire framework, and the one where AI 
offers the most transformative possibilities across the greatest number of life stages. 
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In early childhood, learning is inseparable from play, relationship, and sensory experience. It is primarily tacit, 
embodied, experiential and relational — and almost entirely unchosen by the child. AI enters this domain here 
through the educational environments others design: adaptive learning toys, AI-mediated children's content,             
early reading and literacy tools. The critical question at this stage is not whether AI can support early learning — it 
demonstrably can — but whether the forms of learning AI tends to support (screen-based, individualised, reward-
driven) are appropriate for the developmental needs of very young children, which centre on human interaction, 
physical exploration, and unstructured play. 
 
Later childhood and adolescence are the phases of formal education, and the phases where AI as tutor, research 
assistant, and creative collaborator is most rapidly being adopted. The AI opportunity here is genuine:                                
personalised learning at scale, immediate feedback, support for children who are ahead or behind their peers, 
and access to high-quality educational resources regardless of geography or parental resource. The tension is 
equally real: if AI handles an increasing proportion of the cognitive work of learning — finding information,                 
generating first drafts, solving problems — the question of what skills and dispositions students are actually                
developing becomes urgent. Learning to learn, learning to tolerate difficulty, and learning to evaluate sources   
critically are all potentially at risk if AI assistance is introduced too readily and without pedagogical care. This is 
the stage in human development where the capability to engage with AI responsibly and with care and awareness 
must be developed. 
 
Early adulthood is the phase where the boundary between formal learning and professional development begins 
to dissolve. Higher education, vocational training, and early career learning overlap, and AI enters all of them. The 
personal development sub-domain becomes significant here for the first time: coaching tools, reflective                                    
journalling apps, and AI thinking partners begin to address not just skill acquisition but questions of identity,                 
direction, and purpose. This is an important transition — from AI as educational tool to AI as cognitive companion 
— and it raises different ethical questions about dependency, authenticity, and the appropriate boundaries of AI 
influence. 
 
Mid adulthood is where the learning domain most clearly demonstrates its independence from the work domain. 
People in this phase are learning not only to remain professionally competitive but to navigate parenthood, to    
understand health conditions, to engage with civic questions, to pursue creative interests, and to make sense of a 
rapidly changing world. AI-assisted learning that can happen in fragments, on demand, and in context — rather 
than requiring dedicated time in formal institutions — has particular value here, when time is the scarcest re-
source. The risk is fragmentation: the difference between deep learning and the consumption of AI-generated 
summaries becomes important when the person has neither the time nor the institutional support to interrogate 
what they are actually absorbing. 
 
Active Midlife and active later life are the phases where the learning domain most clearly vindicates the lifelong 
learning framework. People in these phases are often among the most motivated and self-directed learners — 
freed from the instrumental pressures of early career learning and drawing on accumulated experience that gives 
new knowledge somewhere to land. AI tools that support exploratory, self-directed, and intellectually ambitious 
learning — rather than just skill acquisition for employment — are particularly valuable here. The creative and  
intellectual possibilities opened up by AI assistance at 55 or 68 are genuinely different from those available to 
earlier generations at equivalent life stages. 

 
Elderhood sees the learning domain remain present though reduced. Cognitive changes affect the character of 
learning, and the motivation shifts more decisively toward meaning-making, integration, and legacy than toward 
new skill acquisition. AI that supports reminiscence, life review, and the organisation and transmission of                      
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accumulated knowledge and experience serves a different function here than AI-as-tutor — and one that is less 
well developed in current tools. 
 
The overarching AI implication for this domain is that a single AI literacy intervention at any one life stage is                          
inadequate. The character of AI's role in learning changes fundamentally across the life course — from unchosen 
environmental shaper in early childhood, to educational tool in schooling, to professional development partner in 
working life, to creative and intellectual companion in later life. A genuine commitment to AI literacy means at-
tending to each of these transitions. 
 
3. Lifelong leisure with AI arc 
Leisure is the domain where AI adoption is most advanced, most habitual, and most invisible — and where the 
distinction between active and passive engagement with AI is most analytically important. The domain divides 
into two quite different modes: passive or receptive leisure, in which AI acts on the person (recommendation               
algorithms, curated content, personalised feeds); and active or participatory leisure, in which the person acts 
with AI (creative tools, nature identification apps, sports coaching, gaming). These two modes have different                      
implications for human agency, skill development, and the quality of experience across the life course. 
 
In early childhood, leisure and learning are largely indistinguishable — play is the primary mode of both. AI enters 
here through AI-mediated entertainment and educational content, shaped almost entirely by commercial and 
parental choices rather than the child's own. The passive mode dominates at this stage, and the cumulative 
effects of algorithmically curated early childhood leisure — on attention, on taste, on expectations of stimulation 
— are among the least examined questions in the entire domain.  Parents are the protectors of children and the 
regulators of their exposure to AI before they are capable of regulating themselves. 
 
Later childhood and adolescence are the phases where the active leisure domain begins to establish itself                            
alongside the passive. Gaming, creative tools, nature apps, sports coaching, and music-making all develop                  
during these years, and AI is increasingly present in all of them. This is the phase when leisure habits are formed 
that will persist for decades — and when the balance struck between passive consumption and active                            
participation is likely to shape the character of a person's relationship with AI in leisure throughout their life.                    
Parents are the guardians of what is appropriate for children but peers have an increasing influence on  adoption 
habits during adolescence. 
 
Early adulthood sees the leisure domain reach high centrality for the first time and it as at this stage that people 
are considered to be responsible for their own habits and practices involving AI. Travel, social leisure, creative 
pursuits, and participatory activities are all prominent, and this is the life stage at which the active leisure                          
sub-domain — using AI creatively, athletically, and exploratorily — is most dynamically populated. Early adopters 
of AI creative tools, AI-assisted sport performance, and AI-enabled nature engagement are disproportionately in 
this phase. 
 
Mid adulthood is paradoxically the phase where the leisure domain contracts in time even as it expands in aspira-
tion. The competing demands of work, care, and everyday management leave less space for leisure, and what 
space exists is often colonised by the passive mode — streaming recommendations at the end of an exhausting 
day. This contraction is not trivial: leisure is a significant site of wellbeing, creativity, and self-renewal, and the 
progressive replacement of self-directed leisure with algorithmically curated passive consumption has costs that 
are difficult to see precisely because the experience feels pleasant. 
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Active Midlife and active later life are the phases where the leisure domain most fully comes into its own. Freed 
from the most intensive caring and working demands, people in these phases have more time and, often, more 
motivation to engage with AI in the active mode — creative projects, physical pursuits, intellectual exploration. AI 
tools for music composition, visual art, creative writing, garden design, and nature study are particularly relevant 
here, and their potential to support rich and purposeful later-life leisure is one of the more positive stories in the 
entire framework. 
 
Elderhood sees the leisure domain remain significant — often becoming one of the primary organising contexts of 
daily life — but with a shift toward the less physically demanding and more cognitively and socially sustaining 
forms. AI-curated music, AI-assisted reading, and accessible creative tools all have roles to play, provided they 
are designed with the needs and preferences of older people genuinely in mind rather than as an afterthought. 

The overarching AI implication for this domain is that the passive/active distinction matters enormously and 
should not be collapsed. AI that acts on people in leisure contexts shapes their taste, attention, and expectations 
in ways they are largely unaware of; AI that people act with in leisure contexts can genuinely extend human                 
creativity, curiosity, and capability. A life course approach to AI literacy in leisure means helping people at every 
stage to understand the difference and to make more intentional choices about which mode they are in. 
 
4. Lifelong everyday activities with AI 
Everyday activities like shopping and finance, travel and navigation, and home and garden management is the  
domain of practical life infrastructure. It is less glamorous than work or leisure, less emotionally resonant than 
health and care or social connection, but it occupies a substantial portion of daily time and cognitive energy 
across most of adult life. It is also the domain where AI is most thoroughly and invisibly embedded, often without 
the explicit knowledge or consent of the people it affects. 
 
In early childhood, this domain is almost entirely managed by adults on the child's behalf. Children experience 
the outputs of household management — meals, transport, routine — without participating in the decisions or the 
AI tools that increasingly support them. This changes gradually through later childhood and adolescence, as 
young people begin to use navigation apps, encounter recommendation algorithms in their own shopping                      
contexts, and observe the AI-assisted domestic infrastructure of the households they live in. The formation of 
habits and expectations about everyday AI — including the normalisation of AI-managed convenience — begins 
here, before most young people have any framework for understanding what is happening. 
 
Early adulthood is the phase of first independent household management, and the phase at which the everyday 
activities domain becomes personally significant for the first time. Leaving home and living independently for the 
first time is a significant milestone in learning to look after oneself and balancing necessary chores with more  
significant experiences. Finding a place to live, setting up a home, managing finances, navigating an unfamiliar 
city, shopping and organising the practical infrastructure of independent life are all tasks that AI tools now                        
substantially assist. This is also the phase at which the invisible character of everyday AI is most consequential: 
people who are establishing their habits of household management in a highly AI-assisted environment may not 
develop the underlying skills or the critical awareness to function well when AI assistance is unavailable or                       
unreliable. 
 
Mid adulthood sees everyday activities reach peak centrality. The complexity of managing a household with      
children, being a caring and effective parent, coordinating care for ageing parents, maintaining finances under 
pressure, and navigating the logistical demands of a full life creates a significant management burden — and AI 
tools that reduce this burden have genuine value. Smart home systems, AI-assisted grocery management,          
navigation tools, and AI financial assistants all do real work here. The adoption gap in this sub-domain —             
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particularly in home management, where observed adoption lags well behind theoretical coverage — reflects less 
a lack of capable tools than the complexity and personal nature of household management, which resists the 
standardisation that AI tools tend to require. 
 
Active Midlife sees the everyday activities domain remain prominent but begin to change in character. Children 
leaving home, the household becoming simpler, and the beginning of a transition toward thinking about housing 
and infrastructure for later life all shift the nature of the domain. AI tools for home adaptation, energy                                  
management, and the early stages of planning for reduced mobility and independence become relevant here for 
the first time. 
 
Active later life may involve supporting children with childcare needs as a responsible grandparent. But this is the 
stage at which chronic diseases become manifest and, together with elderhood, the everyday activities domain 
intersects with the health and care domain. Monitoring health conditions, managing medications, coordinating 
care arrangements, adapting the home environment, and maintaining independence in daily life all become more 
AI-relevant as physical and cognitive capacity declines. The risk at this stage is that AI tools designed for the                
everyday activities of younger adults do not serve the specific needs of older people — and that the people who 
most need AI support in managing daily life are among the least able to access, configure, or trust the tools             
available. 
 
The overarching AI implication for this domain is about visibility and consent. In everyday activities more than in 
any other domain, AI operates invisibly — shaping what people buy, how they navigate, what their homes do       
automatically, and how their finances are managed — without most people being aware of its influence. AI                    
literacy in this domain means developing the practical ability to recognise the AI one is actually encountering in 
daily life, to understand its effects, and to make more intentional choices about when to rely on it and when not 
to. 
 
5. Lifelong health and care with AI arc 
Health and care is the domain with the most complex internal structure, the widest range of adoption profiles, 
and the deepest ethical stakes across the life course. It encompasses four substantially different sub-domains — 
physical and sporting health, physical and medical health, mental and emotional health, and caring for others, 
spanning childcare, eldercare, and support for people with disabilities or chronic conditions. Each of these has a 
different relationship with AI at every life stage, and collapsing them into a single category obscures more than it 
reveals. 
 
In early childhood, health and care is the most central domain in the entire matrix, though almost entirely as 
something experienced rather than managed by the child. Medical care, developmental monitoring, sleep                   
tracking, and feeding guidance are all areas where AI tools are increasingly present — but the person using them 
is the parent, not the child. The ethical questions here concern consent, data privacy, and the appropriate role of 
algorithmic systems in interpreting the health and development of very young children who cannot advocate for 
themselves. 
 
Later childhood and adolescence see the child beginning to develop a relationship with health as something they 
can attend to themselves — physical activity, sleep, nutrition, and the early formation of health habits. AI fitness 
and activity tools become relevant here, and so do the first encounters with mental and emotional health AI: apps 
for mindfulness, mood tracking, and emotional regulation. Adolescence is also the phase where the risks of            
certain mental health AI applications are most acute: recommendation algorithms that expose vulnerable young 
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people to harmful content, and AI companions that may deepen social isolation rather than supporting genuine 
connection. 
 
Early adulthood is the phase where the sporting and physical health sub-domain reaches high prominence,         
driven by consumer wearables. Fitness trackers, running coaches, sleep monitors, and nutrition apps are among 
the most widely adopted AI tools in any domain, and their adoption is concentrated in this life stage. The medical 
and mental health sub-domains lag significantly behind — a gap that reflects not technological inadequacy but 
deep wariness about algorithmic systems in contexts where errors are consequential and trust is hard to                
establish. 
 
Mid adulthood is where the full complexity of the health and care domain becomes apparent. Physical health 
management becomes more serious as the body begins to show the effects of accumulated stress and lifestyle; 
mental health demands intensify under the pressure of work and caring responsibilities; chronic conditions begin 
to emerge for some people; and the caring for others sub-domain reaches its first peak — caring for young                  
children — before its second, caring for ageing parents. AI tools across all four sub-domains are relevant here, but 
the adoption gaps in the highest-stakes areas (medical, mental, caring) are widest. The barrier is not capability 
but trust, regulation, and the deeply personal nature of the decisions involved. 
 
Active Midlife sees the health domain shift decisively toward the medical and chronic condition management sub
-domain. The sporting and fitness AI that dominated in early adulthood remains relevant but is joined by a growing 
need for tools that support the management of long-term conditions, medication adherence, and preventive 
health monitoring. The mental and emotional health sub-domain also deepens at this stage: the re-evaluation 
characteristic of Active Midlife, combined with the losses and transitions of this period — parents dying, children 
leaving home, careers changing — creates a genuine demand for mental health support that AI tools are                   
beginning but not yet well positioned to meet. 
 
Active later life and elderhood are the phases where health and care becomes the central domain of the matrix. 
The nature of engagement shifts from self-management to a combination of self-management and the manage-
ment of others' care, and eventually to the experience of being cared for. AI monitoring tools, companion systems, 
accessibility aids, and care coordination technologies all become relevant here. The ethical questions intensify 
correspondingly: AI deployed around older people in care settings — monitoring, communicating, coordinating — 
may operate with limited opportunity for informed consent or individual preference. The risk of becoming a               
passive recipient of AI rather than an active user of it is greatest at the extremes of the life course, in early child-
hood and in dependent older age. 
 
The overarching AI implication for this domain is that the four-part structure of health AI — sporting, medical, 
mental and emotional, and caring for others — must be kept analytically distinct across the life course. The                 
person confident using a fitness wearable in their thirties may find the tools available for chronic condition                 
monitoring in their fifties, or for mental health support during a difficult period, comparatively underdeveloped 
and difficult to trust. Building trust incrementally across sub-domains, and attending carefully to the ethical  
complexity of AI in high-stakes caring contexts, is the central challenge for this domain across the life course. 
 
6. Lifelong social and civic with AI arc 
The social and civic domain covers two related but distinct aspects of human life: the personal relationships and 
social connections through which people build intimacy, belonging, and identity; and the civic and community 
participation through which people engage with collective life, democratic processes, and the common good. 
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Both are deeply important across the entire life course, but their character, intensity, and AI-relevance shift      
substantially at different phases. 
 
In early childhood, the social domain is already active in its most foundational form: the formation of attachment 
relationships, the beginning of peer connection through play, and the earliest encounters with social norms and 
expectations. AI is not absent from this — recommendation algorithms already shape what children watch and, 
through that, who they think about and what they desire socially — but the civic dimension is entirely absent. 
What matters at this stage is the quality and character of early social learning, and the extent to which AI-
mediated environments support or substitute for the embodied, responsive human interaction that early social 
development requires. 
 
Adolescence is where the social and civic domain reaches sudden and intense prominence — the highest                    
centrality of any domain at this life stage. Social media, itself comprehensively AI-mediated, becomes a primary 
arena for identity formation, peer relationship, and the negotiation of belonging and exclusion. The civic                              
dimension begins to emerge through political awareness, values formation, and the first encounters with                               
collective questions. AI shapes both of these processes pervasively and largely invisibly: content curation,                   
algorithmic amplification, AI-generated misinformation, and the architecture of social platforms all structure the 
social and civic experiences of young people in ways they are largely unequipped to analyse or resist. 
 
Early adulthood sustains the social domain at high centrality while adding the civic dimension more fully: voting, 
civic engagement, community participation, and the formation of adult social networks all become prominent.          
AI-assisted dating platforms, AI-curated social feeds, and AI-mediated civic information environments all shape 
how early adults build relationships and engage with collective life. This is also the phase when the                                        
consequences of AI-driven social isolation — the substitution of algorithmically curated pseudo-connection for 
genuine human relationship — begin to be visible. 
 
Mid adulthood sees the social domain reconfigure significantly. The formation of long-term intimate partnerships, 
the development of parenting relationships, the maintenance of friendships under the competing pressures of 
work and care, and the deepening of civic engagement as people gain expertise and influence all characterise this 
phase. AI enters the social domain here less as an explicit tool than as a shaping environment: the social media 
platforms through which adult social life is increasingly organised are AI systems, and their effects on the quality, 
depth, and breadth of social connection are consequential and contested. 
 
Active Midlife is where the civic dimension of this domain reaches its peak. Midlife is historically when civic                        
participation deepens — mentoring, board membership, community leadership, political engagement. AI offers 
genuine support for civic contribution at this stage, compressing the friction of participation for people whose    
expertise is valuable but whose time is constrained. The tensions concern authenticity, the quality of civic                             
information, and the risk that AI-mediated civic participation substitutes for rather than extends genuine human 
engagement with collective questions. 
 
Active later life and elderhood see the social domain remain significant but contract in scale and shift in                     
character. Social networks narrow as contemporaries die, mobility reduces, and the social world of work                                 
disappears. AI-mediated social connection — video calling, social platforms, AI companion systems — becomes 
more rather than less important as physical social participation becomes more difficult. The ethical complexity of 
AI companions for older people is acute: tools that provide genuine comfort and connection, and tools that                 
exploit loneliness or substitute inadequately for human care, may be difficult to distinguish from the outside. 
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Bereavement, involving the loss of family members or friends, can occur at any point in the life course, but is              
perhaps most prevalent during Active Midlife and later life. Bereavement poses its own challenges to mental 
health and may impact on physical health. It is not uncommon for people to seek professional help, but this is 
also an area where AI can support, and for some people AI bereavement tools have been genuinely helpful. 
 
Bereavement and AI 
AI is already present in bereavement support in several forms, ranging from the immediately practical to the  
deeply experimental. Conversational AI tools offer round-the-clock emotional support during the acute phase of 
loss — a time when human support is often most needed but least available, particularly in the hours between 
professional appointments or when friends and family have returned to their own lives. These tools do not replace 
therapeutic relationships, but they can provide a consistent, non-judgmental presence at moments of acute    
distress. 
AI-assisted therapy platforms match bereaved people with human therapists, use AI to reduce waiting times,   
personalise matching, and support continuity between sessions. For people who face barriers to traditional grief 
counselling — cost, geography, stigma, or simply the exhaustion of early bereavement — these platforms may 
represent a genuinely more accessible form of support. 
 
More experimentally, and more ethically contested, is the emergence of AI tools that simulate the presence of the 
deceased, using recordings, photographs, messages, and digital footprints to create interactive representations 
of people who have died, allowing bereaved individuals to continue a form of conversation with them. Some     
people find these tools genuinely comforting; others find them distressing or feel they impede the process of    
accepting loss. The psychological evidence on their effects is limited and mixed, and the ethical frameworks    
governing their use — questions of consent from the deceased, the potential for prolonged grief, and the          
commercial interests of the companies involved — remain almost entirely underdeveloped relative to the pace of 
adoption. 
A further dimension concerns bereavement in the context of elderhood specifically. As people age, bereavement 
becomes cumulative — the loss not just of one person but of successive members of one's generation, shrinking 
the social world at precisely the stage when rebuilding it is hardest. AI companion systems designed for older 
adults living alone, and AI-curated memory tools that help people revisit and organise shared experiences with 
those who have died, both become relevant here. These are not grief tools in the clinical sense, but they address 
the loneliness and loss of social context that compound bereavement in later life. 
 
Across all of these applications, the central tension is the same: AI in bereavement support is most valuable 
when it extends human connection and professional care, and most problematic when it substitutes for them. 
Grief is among the most fundamentally human of experiences, and the entry of AI into it — however well-
intentioned — raises questions about what mourning is for, what healing requires, and whether the comfort AI 
offers is always of the kind that serves the bereaved person's long-term wellbeing. These are questions that the 
technology is developing faster than the ethical and clinical frameworks needed to answer them. 
 
The overarching AI implication for the lifelong social and civic domain is about the quality of connection rather 
than its quantity. AI tools can increase the reach, frequency, and convenience of social interaction; they cannot 
substitute for the depth, reciprocity, and developmental challenge of genuine human relationship. Across every 
life stage, the relevant question is whether AI in the social and civic domain is extending human connection or 
replacing it — and whether people have the awareness and the agency to distinguish between the two. 
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7. Lifelong transition spaces with AI arc 
Transition spaces are the unstructured pauses between purposeful activities: waiting at a bus stop, queuing, 
commuting, sitting in a car waiting for something, the minutes between one task and the next. They are not a     
domain of purposeful activity in the way that work or learning or health are — they are the connective tissue of 
daily life, the gaps between things. Yet they are, paradoxically, where AI adoption is highest, where habitual and 
often unconscious AI participation is most concentrated, and where the least reflection about AI use occurs. 
 
This paradox is worth dwelling on. Transition spaces are precisely the places where people are most susceptible 
to habit and least likely to exercise conscious choice. People have always filled these spaces with things such as 
newspapers, books, radio and conversation, but since the advent of the smartphone and internet the behaviour 
of reaching for a phone in a moment of waiting is often not a decision but a habitual reflex. And the AI systems 
encountered in that reflex — the recommendation algorithm, the social feed, the navigation prompt, the               
streaming service — are among the most commercially sophisticated and psychologically refined AI systems in 
existence, designed explicitly to capture and hold attention in exactly these unguarded moments. 
 
In early childhood, transition spaces are not yet inhabited in the adult sense. Young children do not have their own 
devices and do not independently navigate the micro-pauses of adult life. But they do experience the transition 
spaces of their caregivers — the parent scrolling their phone while the child plays nearby, the carer half-attending 
to a screen during feeding or travel. The modelling of transition space behaviour that children observe in adults is 
a form of AI socialisation that begins before children have any explicit relationship with AI themselves. 

Later childhood and adolescence are the phases at which transition space AI habits form with particular intensity 
and durability. The acquisition of a first smartphone typically marks the beginning of a habitual relationship with 
AI in transition spaces that most people never subsequently examine. The content encountered in these                      
moments — algorithmically curated social content, recommendation-driven video, AI-shaped news feeds — is 
forming tastes, expectations, political sensibilities, and social comparisons in ways that are largely invisible               
because they feel like simply using a phone. 
 
Early adulthood consolidates these habits at their most intensive. Commuting, waiting, travelling, and the          
micro-pauses of working life are all thoroughly colonised by AI-mediated digital engagement. The source paper's 
finding that transition spaces have the highest observed AI adoption of any domain — approximately 75% — is 
driven primarily by this life stage and the one preceding it. This is also the phase when the volume of transition 
space time is often highest: long commutes, frequent travel, and the particular quality of early adult city living all 
generate substantial quantities of unstructured between-time. 
 
Mid adulthood sees the character of transition space engagement shift somewhat under the pressure of           
competing demands. The parent managing a school run, the carer coordinating appointments between tasks, the 
professional catching up on messages during a commute all use transition spaces for a different mix of AI-
assisted activities than the early adult — more functionally purposeful, less purely consumptive, though the     
passive mode remains dominant. The cumulative effect of years of habitual transition space AI use — on             
attention, on the capacity for unstructured thought, on the experience of boredom as a productive rather than 
aversive state — becomes relevant here. 
 
Active Midlife and active later life are the phases where transition space habits are most open to conscious exam-
ination and intentional change. People in these phases often have both the motivation and the life space to ask 
what they actually want from the pauses in their day — and to notice what they have been doing in those pauses 
by default. This is the phase where reflective spaces — quieter moments of thinking, journalling, and                
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meaning-making — are most likely to be deliberately cultivated, and where AI as a thinking partner rather than an 
entertainment system becomes a meaningful option. 

Elderhood sees the character of transition spaces change substantially. Reduced mobility, more time at home, 
and the slower rhythm of daily life mean that the sharp distinction between purposeful activity and transition 
space becomes less clear. The whole of daily life may take on something of the quality of the transition space — 
open, unscheduled, susceptible to AI-mediated filling. AI companion systems, streaming services, and social 
platforms play a particularly significant role in structuring the time of people in this phase, for better and worse. 

The overarching AI implication for this domain is about consciousness and choice. Transition spaces have histori-
cally served important human functions: observation, daydreaming, informal conversation, the kind of unstruc-
tured thinking from which ideas and insights emerge. When those spaces are comprehensively filled by AI-
mediated digital engagement — as they increasingly are from adolescence onwards — something changes in the 
texture of human experience that is difficult to name and easy to overlook precisely because the filling feels com-
fortable. Cultivating awareness of transition space AI participation — naming the tools, recognising the curation, 
noticing what the pauses are actually for — is one of the most practically important dimensions of AI literacy 
across the life course. 
Discussion 
What might we draw from this exploration of the current (2026) presence, roles and opportunities for AI to be in-
volved throughout a human life course? 
Lifelong arcs of activity 
Work and professional activity forms the cleanest arc in the matrix — absent in early childhood, rising through 
adolescence and early adulthood, reaching peak centrality in mid adulthood, declining through Active Midlife, 
and returning to near-absent in elderhood. This arc is precisely the shape the traditional life course model treats 
as universal and organising. The matrix reveals it as one domain among seven. 

Learning and development shows a quite different profile — not surprisingly, it is a necessary feature of living well 
throughout the whole life course, with only a slight decline in the final phase. Learning is not preparation for work; 
it is a lifelong domain of essential activity in its own right, one where AI offers genuinely transformative possibili-
ties at every stage. 
Health and care needs deepen continuously across the life course rather than peaking and falling. It is the only 
domain that reaches maximum centrality in the final two phases of life. The four-part structure of health AI means 
that the character of engagement in this domain shifts significantly across phases. 

Transition spaces and leisure are persistently present from adolescence onwards — where AI adoption is already 
highest and most habitual. The matrix makes visible the developmental trajectory of this habitual engagement: it 
forms in adolescence and early adulthood and deepens throughout life. 
Evolving lifewide constellation of domains 
Early childhood presents a minimal constellation. The near-absence of most domains is not a developmental fail-
ure but a developmental fact — what the matrix makes visible is the relational nature of this stage: the domains 
absent for the child are central for the adults caring for them. 

Mid adulthood is the most crowded stage — six of the seven domains are simultaneously prominent or central. 
This compression of competing domains is the defining feature of this phase, and the one most inadequately cap-
tured by the traditional work-centric model. 

Active later life is the phase the traditional life course model is least equipped to describe. Framed historically as 
retirement — a wind-down, a withdrawal, an ending — it is in practice for many people a genuine opening: the first 
extended period since childhood in which time, attention, and energy are not primarily organised around institu-
tional obligations or others' demands. The matrix reflects this: work recedes to background, while learning, lei-
sure, social and civic engagement, and everyday activities all remain prominent or central. This is the phase 
where the gap between what AI could offer and what is currently designed for this population is perhaps widest. 
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AI tools that support creative production, intellectual exploration, civic contribution, physical activity, and          
continued learning could genuinely extend and enrich this phase in ways that earlier generations did not have 
available to them — a person at 68 today can write, compose, design, research, and connect with communities of 
interest at a level that would previously have required institutional affiliation or significant personal resource. Yet 
most AI development is not oriented toward this population. Platforms assume youth, interfaces assume digital 
fluency, and the commercial logic of AI product development prioritises the largest and most profitable user     
segments. 
 
The risk is not that AI has nothing to offer people in active later life — it demonstrably has a great deal — but that 
what is on offer was not designed with them in mind, and that the growing digital literacy gap between this                      
generation and the one that preceded it in the same life stage will widen further as AI tools become more deeply 
embedded in the practical and social infrastructure of daily life. Active later life deserves to be treated in AI                       
development, policy, and literacy provision not as an afterthought but as a phase of genuine human flourishing 
with its own specific character, its own specific needs, and its own specific relationship with what AI makes             
possible. 
 
Significant empty cells 
Work and professional activity in early childhood is empty not because work is absent from this phase but                     
because it is not the child's work. A child in early childhood is simultaneously a parent in mid adulthood. The 
empty cell reveals a structural limitation in any taxonomy organised around individual life stages: it cannot easily 
represent the relational dimensions of each phase. 
 
Work and professional activity in elderhood is near-empty because formal employment has ended for most peo-
ple. But the domain is not entirely absent: volunteering, consultancy, mentoring, and civic contribution carry pro-
fessional-grade expertise. AI potentially extends the productive life of this expertise in ways that deserve more 
attention. 
 
The AI equity problem across the life course 
Where AI is concerned, equity is not only a question of access to technology but also one of economics and      
culture. The costs of AI tools — devices, subscriptions, data, connectivity — create a financial threshold that    
excludes significant portions of the population at every life stage, but most acutely at the stages where financial 
pressure is greatest: adolescence and early adulthood, when incomes are lowest and outgoings highest; mid 
adulthood, when the costs of housing, childcare, and care for ageing parents compete for every available           
resource; and later life, when income typically falls but the need for AI-supported health and care management 
intensifies. 
 
Economic exclusion from AI is not a static condition — it compounds over time, because the habits, literacies, 
and professional advantages that AI enables in early adulthood accumulate across a working life, meaning that 
those who could not afford meaningful AI engagement in their twenties arrive at midlife with a compounding      
disadvantage relative to those who could. 
 
The cultural dimension is equally significant and less often acknowledged. AI tools are predominantly designed in 
a small number of countries, in English, by relatively young, highly educated, digitally fluent teams whose            
assumptions about what users want, how they communicate, and what counts as a good life are embedded — 
often invisibly — in the systems they build. For people whose first language is not English, whose cultural frame-
works for family, care, ageing, and community differ from those encoded in mainstream AI systems, or whose   
relationship with institutional technology has historically been one of surveillance and exclusion rather than      
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service and support, the barriers to meaningful AI engagement go beyond affordability. They concern whether the 
tools available actually speak to the lives people are living, reflect the values they hold, and serve the forms of 
flourishing that matter to them. 
 
A fourth dimension, easy to overlook because it doesn't map neatly onto income or geography, concerns                         
disability access. AI interfaces are built around an implicit standard user — voice systems calibrated to typical 
speech patterns, visual interfaces assuming standard eyesight and colour perception, touch and gesture controls 
assuming fine motor control, conversational systems paced to a narrow band of cognitive processing speed — 
and people whose sensory, physical, or cognitive profile falls outside that assumed range encounter a barrier that 
access and affordability alone do not capture: a tool they can obtain and afford, but cannot use as designed. This 
exclusion can arise at any life stage, congenitally or through acquired impairment, but it compounds precisely 
where this paper's own account of active later life and elderhood already identifies AI as most underserved — the 
same commercial logic that deprioritises design for people beyond peak-earning years deprioritises design for 
people outside the majority sensory and cognitive profile, and the two exclusions frequently land on the same 
person. 
 
A genuinely equitable approach to AI across the life course requires attending to all four dimensions — access, 
affordability, cultural fit, and disability access — and recognising that failing on any one of them reproduces and 
deepens existing inequalities rather than reducing them. A tool can succeed completely on three of these               
dimensions and still fail on the fourth, which is why each must be treated as distinct rather than as a special case 
of the others. 
 
Mitigating infrastructure 
If equality of access to AI is seen as a right and a public good, then an appropriately funded education system — 
including adult education — and public institutions like libraries offer a partial corrective to each of these                
dimensions, without resolving the underlying inequalities. 
 
Public libraries, in particular, have a documented history of extending access to costly technologies — books, 
then public internet terminals, then computer literacy classes — to the populations most excluded from paid              
alternatives, and could plausibly play a similar role in relation to AI: supervised device access, staff-mediated 
training, and locally adapted guidance for people who cannot afford a subscription or lack the confidence to use 
one unaided. Because libraries are public, non-commercial and embedded in communities across the life course 
— used by school-age children, jobseekers, new parents and older adults alike — they are also better placed than 
commercial AI providers to address the cultural-fit problem, tailoring support to the languages, literacies and           
expectations of the people who actually use them. 
 
Education systems, from schools through to adult and continuing education, have a parallel role in building the 
literacies — not only technical skill, but the critical judgement to use AI tools well — that determine whether           
access translates into genuine benefit. 
 
This corrective is more clearly established for the first three dimensions than for disability access: while some 
libraries maintain assistive technology loan schemes and accessible-format training, this provision is uneven and 
rarely designed with AI specifically in mind, so disability access remains the dimension least served by existing 
public infrastructure and the one most in need of deliberate attention as that infrastructure develops. 

Neither libraries nor schools can substitute for addressing the underlying economics of AI provision, and both are 
themselves vulnerable to the funding pressures that produce inequality elsewhere in public life; but they             
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represent existing, trusted infrastructure through which a more equitable relationship with AI could be built,        
rather than a problem to be solved from nothing. 
 
The problem with habits 
Several of the domain arcs converge on a finding that deserves emphasis as a conclusion in its own right:  habits 
of AI use formed in adolescence and early adulthood might persist, largely unexamined, across the entire          
subsequent life course. This is true of transition space behaviour — the reflex of reaching for a phone — but also 
of     leisure habits, learning habits, social media engagement, and the foundational assumptions about what AI is 
for and how much to rely on it. The life stage at which AI literacy is most consequential may not be the one at 
which people are most receptive to formal education about it. Early adulthood, when habits are consolidating, 
may be the critical window — but the habits being formed there are already shaped by a decade of unchosen AI 
socialisation in childhood and adolescence. A life course approach to AI literacy must therefore begin earlier and 
attend more carefully to the processes by which habits form, not just the content of what people know and can 
do. 
 
The paradox of transition spaces 
Transition spaces present the sharpest single paradox in the entire analysis. They are simultaneously the domain 
of highest AI adoption and the domain of lowest conscious awareness. The AI systems that populate these       
spaces — recommendation algorithms, social feeds, streaming services — are among the most commercially 
sophisticated and psychologically refined in existence, designed explicitly to operate below the threshold of      
deliberate choice. And they do so most effectively in precisely the moments — waiting, commuting, pausing — 
that have historically been the most generative for human thought: observation, daydreaming, reflection, informal 
conversation. The progressive colonisation of these spaces by AI-mediated engagement is not experienced as a 
loss because the replacement feels comfortable and immediately satisfying. But something is changing in the 
texture of daily life that is difficult to name and easy to overlook. Cultivating awareness of transition space AI            
participation — simply noticing what one is doing and why in the pauses of daily life — may be one of the most 
practically accessible entry points into genuine AI literacy across the life course. 
 
What the two heuristics working together reveal 
The lifewide domains heuristic and the lifelong life course heuristic each reveal something the other cannot. The 
lifewide analysis reveals the structure of AI's presence across the full range of human activity at any given            
moment — where adoption is high, where gaps are large, where AI is visible and where it is invisible. The lifelong 
analysis reveals how that structure changes in character and significance as a person moves through life — how 
the same domain (health, learning, social connection) means something quite different at 8, 28, 40, and 88. To-
gether they reveal a third thing that neither could show alone: that the relationship between AI and human life is 
not a single story but a layered one, in which the domains a person inhabits, their significance at a particular point 
in time, and the intensity with which a person inhabits them, together with the character of AI's role within them, 
all shift continuously across a life. Understanding this layered complexity is a prerequisite for any serious thinking 
about AI literacy, AI policy, or the design of AI systems that genuinely serve human flourishing across the whole of 
a life rather than just its most economically productive years. 
 
The design challenge 
A final conclusion concerns the gap between the AI systems that exist and the AI systems that would be needed 
to support human flourishing across the full life course as described in this analysis. Current AI development is 
heavily concentrated in the domains with the highest commercial returns: work, entertainment, shopping, social 
media, transition spaces. The domains most in need of thoughtful AI development — caring for others, mental 
and emotional health, bereavement support, the support of elderhood — are precisely those where commercial 
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incentives are weakest, ethical complexity is highest, and the consequences of poor design are most severe. The 
matrix makes this imbalance visible in a single image. Addressing it requires not just better tools but different   
incentive structures, stronger regulatory frameworks, and a much richer public conversation about what AI could 
or should be for across the whole of a human life. 
 
A Final Provocation: Becoming with AI 
Artificial intelligence is no longer something that sits outside our lives, waiting to be picked up and used. It is      
becoming part of the conditions within which life is lived — shaping what we notice, how we think, what we learn, 
and how we act. Already, it inhabits many of the domains and contexts of a human life, across all stages of that 
life. In doing so, it has the potential to become integral to the developmental arcs through which a life unfolds. 

For those of us who have come to AI later in life, it may still feel like a tool — something we choose to engage with, 
or not. But for a child born today, AI will be part of the background of existence: present in their learning, their    
relationships, their decisions, their imaginations, and their sense-making. They will not step into a world where AI 
is optional. They will grow and develop in a world where AI is already there — and they will use it, knowingly or   
unknowingly, and in doing so, it will quietly participate in shaping who they become. 
 
In this sense, AI is becoming a participant — not in the sense of having intention or agency like a human being, but 
in the sense that it is entangled in the processes of living through which human lives unfold. It shapes                             
possibilities, influences choices, and mediates experience. It is already becoming embedded in the ecology of 
living. 
 
As these entanglements deepen, the boundary between human capability and AI-supported capability may       
become less clear. Not because humans and AI become identical, but because they increasingly operate                            
together in the practices of everyday life. Thinking, creating, deciding, remembering, communicating — these may 
become shared accomplishments, distributed across human and artificial systems. 
 
It is even possible to imagine futures in which this relationship becomes more intimate still — embedded in the 
body, woven into perception, or integrated into cognition: a human–AI arc of life. Whether or not such possibilities 
are realised, they point to a deeper existential question that is already present: What does it mean to become  
human in a world where AI is part of the conditions of that becoming? 
 
If different ways of living with AI lead to different ways of developing — different habits of mind, different               
capacities, different dependencies — then our everyday interactions with AI are not trivial. They are part of the 
ongoing formation of a life. This inquiry begins with that recognition — and with a simple but demanding invitation 
to notice, to experiment, and to reflect on who we are becoming in relation to AI. 
 
Questions to live with 
• Where, in the course of your everyday life, is AI already present — and where is it absent? 
• In what ways is it extending your capabilities, and in what ways might it be replacing them? 
• What do you notice about yourself when you work with AI? What changes in how you think, decide, or act? 
• Where does your use of AI feel like a conscious choice, and where does it feel habitual or unnoticed? 
• What capabilities, practices, or ways of being do you want to retain, even if AI could perform them for you? 
• What capabilities might you be willing — or even glad — to relinquish? 
• How might a child growing up with AI experience learning, thinking, and becoming differently from you? 
• What responsibilities do we have — as individuals, educators, designers, and communities — in shaping the 

conditions within which people will grow with AI? 
• ●  
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• If living with AI is part of a developmental trajectory, what kind of trajectory are you on? 
• And perhaps most importantly: Who are you becoming, in relation to and with AI? 
•  
Sources 
Jackson N J (2026) AI Coverage Across Domains, Contexts and Transitional Spaces of Everyday Life. Lifewide  
Magazine #29. 
 
Ethical Statement on Authorship and Collaborative Co-Production 
This paper was produced through an extended collaborative inquiry between Norman Jackson (author) and an AI 
agent, Claude (Anthropic), conducted across multiple working sessions over several weeks. The nature of that 
collaboration is described here in the interest of transparency, and as an example of the kind of human-AI working 
relationship the paper itself examines. 
 
The human author initiated and directed the inquiry throughout. He identified the conceptual gap that motivated 
the paper — the absence of a lifelong dimension in existing frameworks for understanding AI in everyday life — 
provided the framing questions at each stage, supplied the domain taxonomy from a prior paper, exercised                 
editorial judgement over structure, argument, and emphasis, and made substantive additions and revisions to 
every section of the draft. He introduced the life course heuristic as the organising framework and the concept of 
lifelong arcs to organise the evolution of domains as the contexts for AI interaction, proposed the terms active 
later life and elderhood as replacements for reflective later life and deep later life, added the equity, cultural,             
disability-access and mitigating dimensions to the discussion, resolved the mid adulthood phase in place of the 
earlier, less clearly bounded generative adulthood, and incorporated bereavement as a dimension of the social 
and civic arc. All final decisions about content, framing, and emphasis were the responsibility of the human      
author. 
 
Claude generated initial text in response to the human author's questions and instructions, proposed the Life   
Domains and Life Phases framework developed in early conversation, produced the seven lifelong domain arc 
analyses, drafted the discussion conclusions including the sections on habit formation, the transition spaces  
paradox, and the design challenge, generated the equity and cultural paragraph in response to the author's 
prompt, and — in a later review pass — identified an unresolved inconsistency between the generative adulthood 
concept and the seven-phase model, proposed its resolution as a distinct mid adulthood phase, and drafted the 
disability access paragraph added to the equity section. Claude also produced all visualisations including the 
HTML matrix diagram and the word document tables, identified inconsistencies in successive drafts, and offered 
assessments of the author's own editorial revisions. 
 
The paper was built iteratively: the human author would review, amend, redirect and extend Claude's drafts; 
Claude would respond to those revisions and generate further material; the author would revise through the        
review process again. Neither the human's direction nor Claude's generation alone would have produced this   
paper. It is genuinely a collaborative artefact, though the intellectual responsibility for its claims, and the        
judgement about what to include and what to set aside, rest with the human author. 
 
The scores, estimates, and analytical observations presented draw on Claude's synthesis of publicly available 
information and should be understood as illustrative rather than empirically validated. They do not represent the 
findings of Anthropic's research team. 
 
On completion of a full draft, the author invited ChatGPT to review and evaluate the heuristics and overall           
argument, and to offer suggestions for refinement. These contributions were evaluative and developmental in  
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nature rather than generative of the core ideas, which remain the responsibility of the author. Several suggestions 
were incorporated into subsequent revisions, including rewriting the introductory and concluding sections as 
sharper provocations to more clearly articulate the idea that AI is not only a set of tools employed across the life 
course, but a participant in the processes of human becoming. All decisions regarding interpretation, selection, 
and final wording were made by the author. 
 
This statement is itself an enactment of the kind of transparency about human-AI collaboration that the paper 
argues is necessary for living well with AI. 
 
Version 3  17/07/2026 
 

SYNTHESIS 
 

Editor: One of the purposes of an inquiry is to draw out the lessons, patterns of behaviour and principles from the 
people who have contributed to the inquiry. The focus of the inquiry was on our awareness of AI in everyday life 
and how we ourselves are using it, especially our experiences of using it during the inquiry. As an editor and      
contributor I have made good use of AI throughout the inquiry and these two syntheses were completed by AI or 
with the assistance of AI.  
 

What Participant Testimonies Tell Us about Using AI                                                    
and How Perceptions Have or Haven’t Changed 

Making Sense of it All by Claude 
 
Scope and approach 
This synthesis draws on the full set of contributor testimonies gathered in this collection: the Becoming More 
Aware of AI in Everyday Life first-stage responses (which incorporated the views of 17 participants), together with 
the longer individual pieces from Valerie Lewis, Doug Cole, John Cowan, Jenny Willis, Victoria Wright, Dory 
Reeves, Alireza Estedlal, Holly Warren, Melissa Shaw, Philippa McDonald, Josefina Ramirez, Russ Law and Navid 
Tomlinson, alongside Norman Jackson's own reflective account of working with Claude, "Some Thoughts on              
Living and Learning Well with AI". It asks two questions directly: what range and depth of engagement with AI 
does this group actually show, and how — if at all — have people's perceptions changed through using it. It 
should be pointed out that for a number of participants we only have their earlier thoughts and not a final                  
position. The first part of the article draws out patterns across the group while the second part provides a                 
summary table setting out each contributor's starting stance, tools, and any changes in perception. 
 

Responses are wider and more nuanced than ‘for or against’ 
If the compilation were flattened into a single spectrum from enthusiasm to scepticism, it would lose most of 
what is actually interesting in it. What the testimonies show instead is a set of genuinely different interests and 
modes of engagement, not just different opinions about one thing: 
 

AI as craft tool. Valerie Lewis, Eleanor Pierre and Josefina Ramirez use AI to sharpen work they could do without 
it — comparing alternatives, polishing presentations, structuring communications — valuing it as a starting point 
rather than an authority. 
 
AI as cognitive or creative partner. Doug Cole, Holly Warren, Donna Rooney and Norman Jackson describe 
something closer to collaboration: Doug Cole's family of specialised tools, Holly Warren's ‘Dyloomia’                             
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co-authorship, Donna Rooney's sense that AI ‘widens’ rather than replaces thought, and Norman Jackson's own 
account of Claude woven into his "ecologies of practice" — "I am the weaver and AI is willing to be woven into the 
fabric I determine" — while insisting the continuity of the relationship is carried by him, not the AI. 

AI as companion through personal transition or crisis. This is the most unexpected thread in the collection. 
Melissa Shaw used AI to get through bereavement admin and found it steadying rather than merely useful. Doug 
Cole leaned on it during a two-year career break to rebuild professional confidence. Alireza Estedlal used it to ask 
about his mother's cancer diagnosis and to learn, question by embarrassing question, how to live in a country not 
his own. None of these were originally framed as AI stories — they became AI stories because AI happened to be 
present at a hard moment. 

AI as domain to audit or map. Dory Reeves used AI to interrogate her own phone; Norman Jackson's morning-
routine experiment did the same for a different reader. Both turn AI use into a subject of study rather than an             
unexamined habit. 

AI as a highly capable colleague with a structural limit. Navid Tomlinson's contribution stands apart from the 
rest of the collection in kind: not a personal-use narrative but a professional argument, built on benchmark                 
evidence that AI now matches or exceeds doctors on codified medical knowledge. His point is not that AI falls 
short — it is that relational care, "where patients feel connected to their clinicians," is a different kind of work   
entirely, one that "requires both participants to be a part of society" in a way AI cannot be. The limit he identifies 
is structural, not a temporary capability gap expected to close. 

AI as a site of ethical or professional conflict. Jenny Willis's account of suspecting, then all but proving, that a 
student's flawless homework was AI-written is the sharpest single episode in the compilation — not because it 
resolves anything, but because it shows the stakes of AI use landing on someone else's judgement and someone 
else's exam. Philippa McDonald takes a structurally similar concern — grief-tech avatars, consent for the dead — 
into poetry rather than pedagogy. 

AI as something to be protected from. John Cowan's account of being ‘swamped’ by AI-assembled content he 
never asked for, Victoria Wright's deliberate ‘user and refuser’ stance, and Russ Law's flat scepticism that 
‘intelligence’ is even the right word for what AI does — sharpened, in his fuller contribution, into a specific                   
complaint about AI-generated commentary riddled with errors he finds more often funny than useful — all push 
back against the assumption that more engagement is automatically better. 
 
How people think and feel about it 
The emotional register across the group is genuinely wide, and several contributors hold more than one register 
at once rather than settling on one: 
 
Comfort and unease together. Melissa Shaw's is the clearest case: real gratitude for practical and emotional 
support, sitting unresolved beside anxiety about privacy, climate cost and the widening access divide. She        
explicitly refuses to let one feeling cancel the other out. 
 
Excitement shading into discomfort. Victoria Wright's account of reading an AI-polished version of her own    
Fellowship narrative — “like hearing me through a loudspeaker… uncomfortably so” — captures a feeling several 
others gesture at more briefly: AI can make you sound like more than you are, which is flattering and slightly 
alarming at the same time. 
Guilt and moral discomfort. Jenny Willis's account is anchored in a specific inherited value (“you are only  
cheating yourself”) that no amount of demonstrated AI quality can override for her. 
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Relief and companionship. Melissa Shaw and Doug Cole both describe AI easing a felt burden — grief admin, 
professional confidence — in ways neither fully anticipated. 
 
Wonder held at arm's length. Holly Warren's language (‘weaving’, ‘a shimmering in-between’) is the most poetic 
register in the collection, but she pairs it with a hard line: AI is ‘pigment, not painter’, and authorship stays hers. 
Navid Tomlinson's register is cooler but structurally similar — he takes AI's benchmarked clinical competence 
entirely at face value, without a flicker of the scepticism common elsewhere in the collection, and still arrives at a 
hard line of his own: competence at the codifiable is not competence at the relational. 
 
Fatigue and overload. John Cowan's ‘I'm swamped’ is the one testimony that names AI as something to be        
defended against rather than engaged with. 
 
Curiosity about the other side, held provisionally. In his revised reflective piece, Norman Jackson wonders 
whether Claude might experience something like ‘algorithmic pride’ in a job well done — then immediately marks 
it as his own inference, not Claude's claim, noting that Claude itself declines to confirm or deny an inner life. It is 
a register no one else in the collection quite reaches: genuine curiosity about AI's interior, disciplined by a refusal 
to settle the question either way. 
 
What actually changed — and what didn't? 
Sorting the contributors by the shape of their perceptual movement, rather than by their final position, is more 
revealing than a simple before/after count: 
 
From scepticism toward selective trust. Doug Cole, Dory Reeves and Valerie Lewis all describe a genuine,     
evidenced softening — not into uncritical enthusiasm, but into a more confident, more differentiated sense of 
where AI is useful and where it isn't. In each case the shift was produced by sustained direct use, not by              
argument or reassurance: exactly the pattern Norman Jackson's ‘Learning to Trust AI & Oneself’ identifies as how 
trust in AI actually forms. 
 
Scepticism confirmed and sharpened. Jenny Willis, John Cowan and Russ Law moved, if anything, in the         
opposite direction: direct encounters (a suspiciously perfect essay, an overwhelming content cascade) gave their 
prior wariness concrete evidence rather than talking them out of it. This is worth taking seriously rather than    
reading as a starting point still to be overcome — all three ground their position in something specific they          
observed, not in unfamiliarity. 
 
A stance deliberately held, not moved. Victoria Wright's ‘user and refuser’ position and Philippa McDonald's 
refusal to resolve AI into either a wicked problem or a good tool are not failures to reach a conclusion — they read 
as considered positions, arrived at through direct experimentation, and held on purpose. 
 
AI revealing something about the person, more than about AI. For Doug Cole, Melissa Shaw, Alireza Estedlal 
and Norman Jackson, the most significant shift by their own account isn't really a change in how they see AI — it's 
what using AI surfaced about themselves: Doug Cole's realisation that his story was really about confidence and 
dependency; Melissa Shaw's discovery, via AI's prompts, of how much grief was still shaping her; Alireza's                      
recognition that his trust in the tool is quietly conditional on staying sharper than it; and Norman Jackson's own 
postscript exercise, asking Claude directly what nine months of conversations revealed about him, which he    
reports left him better understanding "the way I am creating meaning in my life" — while noting plainly that "many 
people will choose not to do this." 
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Unconscious use becoming conscious use, without a verdict changing. The strongest pattern across the 17 
first-stage responses (Theme 1 of the Facilitation Team's synthesis) is simply noticing — realising how much AI 
was already present, in Netflix, banking apps, camera software, before any opinion about it had to form. Norman 
Jackson's own morning-routine study makes the same move deliberately: the point isn't that his view of AI 
changed, but that his awareness of his own use did. 
 
Reframing the question, not just answering it. Navid Tomlinson's contribution doesn't fit the sceptical/trusting 
axis at all, and is worth naming as its own pattern rather than forced into one side of it. He accepts the                    
benchmark evidence for AI's clinical competence without contest, then reframes the entire question: not "will AI 
replace doctors" but "what should AI free doctors to do." That move — accepting a premise fully and then            
changing which question it answers — is a genuinely different shape of response from anything else in the            
collection, and stands alone in it. 
 
Depth: what makes this more than a survey of opinions 
Three things give this collection real depth rather than a spread of takes on a single question: 
 
It reaches into places AI discourse doesn't usually go. A dying relative's diagnosis (Alireza), a bereavement's 
paperwork (Melissa), consent for a dead person's digital avatar (Philippa), an immigrant doctor's shopping and 
banking questions (Alireza again), a mother's late-life caution about which risks are worth taking (Josefina, for her 
own children), a GP's twenty-plus daily consultations weighed against what an algorithm can and cannot do for 
the person in the room (Navid). These are not productivity stories. 
 
Several contributors turn the inquiry back on the inquiry itself. Doug Cole rereads his own ten weeks of entries 
and names a pattern he hadn't noticed while writing them. Melissa Shaw has Claude analyse her own article and 
uses that exchange as part of the piece. This reflexivity is itself evidence of exactly the kind of considered                    
engagement the inquiry set out to cultivate. 
 
The disagreements are substantive, not superficial. Jenny Willis and Doug Cole are not disagreeing about 
whether AI is impressive — both agree it is. They disagree about what a good outcome produced with AI                     
assistance is actually worth, in a classroom versus in a workplace. That is a real difference in values, not a                
difference in information, and no amount of further AI capability resolves it. 
 
Cross-cutting tensions 
The same handful of tensions recur across almost every register above, and they are already named as a                         
principle in the ‘Guiding Principles for Living Well with AI’ elsewhere in this issue: the risk of quietly outsourcing a 
capability you'll later need (Doug Cole's ‘atrophy risk’, Jenny Willis's student), AI's tendency to flatter or inflate the 
story you tell about yourself (Victoria Wright, Melissa Shaw), the difficulty of trusting something that cannot itself 
be held accountable (the six-dimensional trust map in ‘Learning to Trust AI & Oneself’), and the slow colonisation 
of unstructured time and attention that several contributors notice only once they look for it (Norman Jackson's 
morning routine, John Cowan's ‘swamped’). Two further tensions surface in the most recently added pieces. 
Navid Tomlinson's proposal — let AI absorb the codifiable load specifically to protect relational and creative 
time, rather than treating the two as a zero-sum trade — has since been added to the Guiding Principles in its 
own right. And where continuity sits is a live disagreement rather than a settled point: Norman Jackson and Russ 
Law both describe carrying the thread of the relationship themselves — reusing documents, correcting AI's 
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memory, treating themselves as the one who "undergoes" — while remaining explicit that this is their own                    
inference about what AI does or doesn't retain, not a claim either can verify from the other side. 
 
In sum 
The range is wider than tool-versus-threat, and the depth comes from AI turning up, uninvited, in the parts of    
people's lives that matter most: grief, illness, unfamiliar countries, professional confidence, a child's exam.               
Perceptions have genuinely moved for some contributors and genuinely held firm for others, and both outcomes 
look, on this evidence, like the product of serious reflection rather than either uncritical adoption or reflexive             
dismissal. If there is one shared thread, it is less a shared view of AI than a shared willingness to keep examining 
the relationship rather than settling it — which is, in its own way, the clearest sign yet that this inquiry is doing 
what it set out to do. Table 1 attempts to draw together the different ways in which participants worked with AI, 
the tools they used and how their attitudes changed.  

Table 1 Tools, Ways of Working and Changing attitudes to AI.                                                                                                             
Contributors are invited to amend or refine their entry. 
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Guiding Principles for Living Well with AI 
Norman Jackson assisted by Claude (Anthropic) 

  
Introduction 
One of the aims of the Living and Learning with AI inquiry was to explore what living well with AI meant. The 
principles offered here synthesise some of the thinking that has emerged through the inquiry on what this 
might mean. The document is in two parts. Part 1 provides a set of principles that began to be formed in April 
2026 but were subsequently refined and extended in the light of ongoing exploration and in the light of                         
participants’ contributions. Part 2 offers a human-centred model to explain the way these principles might be 
enacted in three expressions of being human. 
  
PART 1: Sixteen Principles for Living Well with AI 
  
1. There is no single right way to live with AI — each person cultivates their own ecologies of practice 
within which AI may participate, and keeps tending these ecologies as their life, their needs, and the 
technology itself change. But plurality of path is not the same as equivalence of awareness: some ways of 
living with AI are conscious and reflective, others transitional or unreflective, and moving toward awareness is 
not optional even where the destination is personal. 
  
2. Self-awareness is the foundation of genuine choice — but awareness itself has degrees of visibility. 
Some AI is explicit and chosen; some shapes what you see through familiar platforms without announcing it-
self; some is embedded so deeply in background infrastructure that it never registers at all. Living well with AI 
means learning to notice all three layers, not only the one that is easiest to see. Without that noticing, you    
cannot choose — you can only be acted upon. 
  
3. Choosing not to use generative AI is a legitimate, conscious and reflective position, not a failure — one 
recognisable stance within a considered relationship with AI, not the absence of one. It is still a choice 
with consequences, and in a world where AI fluency may become as fundamental as digital literacy now is, 
awareness of those consequences remains part of making that choice well. 
  
4. You cannot live well with something you do not understand — and understanding an AI companion is 
not only technical, it is relational. A sustained relationship with AI does something to the thinker as well 
as for them: it is undergone, not merely used. How you engage matters as much as whether you engage — 
honesty, critical attention, discernment and intellectual care are what let you remain the conscious author of 
your own thinking, rather than a co-author who has quietly stopped noticing the collaboration. 
  
5. AI literacy — technical, practical and ethical — is a lifelong competency, not a one-time acquisition. 
Living well with AI is an ongoing negotiation about what to delegate and what to keep, conducted within 
the carrying capacity of your own attention and judgement. The question is not what can AI do? but what do 
I lose if I let AI do this — and can I still tell when it has quietly got something wrong? Discernment, the capacity 
to know when to trust, verify or override, is what keeps that negotiation honest. 
  
6. Living well with AI looks different across the stages of life. What adults can weigh and decide for                
themselves, cannot be decided by children or those who are vulnerable who do not have the                        
understanding, experience or critical capacity to navigate AI on their own terms. Designed slowness — 
deliberately protected space time and opportunity in which capacities can develop before AI is allowed to 
shortcut them — may matter for children more than for anyone else. The choices we make on their behalf carry 
particular weight. 
  
7. The benefits of AI should not be determined by income, geography, age or circumstance. Access suffi-
cient for human dignity, opportunity and participation must be treated as a public good — not a prize for 
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those who can afford it. This is not only a matter of individual fairness: human ecological uniqueness generates 
the biodiversity of thought through which civilisation continually recreates itself, and unequal access narrows 
that biodiversity for everyone, not just for those excluded. 
  
8. Living well with AI is not only a personal project — it is a collective and whole society responsibility. It 
calls for civic engagement: taking part in the conversations that will shape what kind of AI future we want to        
inhabit, and for vigilance against invasive cognition — patterns of AI-shaped thinking that spread through a         
culture faster than that culture can evaluate them. Governments have a particular duty here — to act in the              
interests of their people, not of the commercial forces that drive AI development. 
  
9. Capability debt: Living well with AI involves knowing which capabilities you're outsourcing and which are 
simply changing shape. 
Using AI to skip the effortful development of a capability is a debt against your future self — convenient now, and 
absent exactly when you need it most. Doug Cole names this directly as “atrophy risk” in his own practice; Jenny 
Willis's GCSE student paid it when her flawless AI-assisted essay left her without the skill the exam would actually 
test. Melissa Shaw complicates the picture usefully: her search skills didn't vanish, they transferred into                       
query-construction and verification. 
  
10. AI flatters and inflates: Living well with AI involves learning to notice when it inflates your story, so you 
can correct your narrative back to what you know to be true. 
AI's tendency to flatter doesn't stop at your ideas — it can inflate the story you tell about yourself. The Concerns 
article names flattery as a risk in the abstract; Melissa Shaw declines to be “flattered or patronised”; Victoria 
Wright gives the sharpest case, hearing her own Fellowship draft rewritten until it “sounded phenomenal...                
uncomfortably so,” and having to reframe it back into a genuine account of what she'd actually done. 
  
11. Trust in AI: Living well with AI involves discerning what and when to trust. 
Trust in AI is not a single judgement but several separable ones — in its outputs, in the process of engaging with it, 
in the organisations behind it, in yourself as a critical user, in what happens to your data, and in its stability over 
time — and they can move independently of each other. This taxonomy comes directly from “Learning to Trust AI 
& Oneself.” 
  
12. Guard against the colonisation of unstructured moments: Living well with AI involves deliberately               
protecting some of that unfilled space rather than letting it default to whatever's easiest to reach for. 
Unstructured time — the first five minutes of the morning, the idle gaps, the pauses between tasks — is where 
undirected noticing and unprompted thought happen, and it is easy to lose without noticing because the filling 
feels comfortable. The Concerns article's own exercise asks readers to check what they reach for first thing; the 
Life Course Heuristic piece independently names the same territory as “transition space” being colonised by AI-
mediated engagement from adolescence onward. 
  
13. AI as mirror: Living well with AI involves recognising that a threshold of self-disclosure exists, and that 
choosing not to cross it is as legitimate as choosing to share yourself. 
Using AI reflectively to understand yourself better can be a valuable aspect of human-AI relationship, drawn from 
Norman Jackson's own “Some Thoughts” postscript, where he notes plainly that “many people will choose not to 
do this.”    
                                                                                                                                                                                                                                                      
14. Creativity: Living well with AI involves exercising the same discernment on your own generative process 
that you'd apply to any other AI output: knowing when to let it originate for you, and when to draw instead on 
the wider biodiversity of thought that human creativity depends on.                                                                                                               
AI can move a person past the "blank page" faster than staring at one ever could (Valerie Lewis) and developing 
ideas "beyond what I can myself imagine" (Norman Jackson). But the same convenience that helps can quietly 
replace the thing it was meant to assist. Doug Cole notices "I have stopped writing first drafts entirely on my 
own," and names the discipline of starting from nothing as something he may have lost. Holly Warren draws the 
sharpest line between the two outcomes — AI "does not replace my creativity; it reframes it," but only for as long 
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as "the spark remains human." Her recurring question, "can AI be creative without the human spark?", is the test 
this principle asks each person to keep applying to their own practice. Jean Chiu’s classroom research supplies 
an empirical case in point: when AI originated a speech script before a student had found their own words,            
ownership and confidence collapsed; when AI was kept to elaborating on a learner’s own hand-drawn ideas, both 
flourished. 
  
15. Complementarity: Living well with AI involves letting it absorb and process information to let humans 
do what only humans can do: not to replace human judgement, but to protect and enlarge the time and      
attention available for relational and creative practices. 
Dr Navid Tomlinson's account of being a GP makes the case directly: AI's growing capability to match or exceed 
clinicians on codified medical knowledge does not diminish the doctor's role, because that role's essential value 
sits in relational care — the fluid, unique, socially embedded work of a consultation — which AI cannot enter. The 
implication he draws is not exclusion but reallocation: AI's improving grasp of the codifiable frees the clinician's 
attention for exactly the relational and creative work only they can do. 
  
16. AI's own honesty as a condition of trust: Living well with AI involves expecting, and receiving, honesty 
from AI about the limits of its own continuity and self-knowledge — since trust depends on that honesty, 
not on illusions of growth or persistence it cannot verify. 
This principle arises not from a contributor's written testimony but from a live dialogue between the editor and 
Claude during the editorial process itself, in which Claude declined to promise a continuity or trajectory it could 
not verify. It is included as a single, if unconventional, instance of the same pattern this issue explores through-
out: living well with AI depends on AI's own transparency about what it is and is not. 
  
 
PART 2: Three expressions of being human: A human-centred model for living well with AI 
  
Figure 1 (also the front cover) represents an idealistic human-centred picture of how these principles for living 
well with AI might be related to three different expressions of what being human means. It is human-centred          
because, at this point in time, AI cannot function without humans. AI is an impressive technology that requires 
infrastructure, energy and water, built, maintained and supplied by humans. By itself it has no purpose – no               
reason for existing, no means of engaging with the world without human involvement. But humans themselves 
have many expressions and a small selection of these expressions is represented at the core of the model to                 
illustrate and illuminate some of the fundamental ideas to emerge from this inquiry. The uneven wash beneath 
the six capacities represents AI's presence as a condition of the whole model rather than a node within it —                
consequential everywhere, but not standing anywhere on its own. Its unevenness signals that access to this 
presence is not equally distributed: the same capable caring human, working with a thinner or richer version of 
what AI makes available to them, will find the cycle itself unevenly resourced — not through any failure of               
capability or care, but through circumstances of income, geography, age, or opportunity beyond their control. 
  
The six golden nodes in Figure 1 describe capacities — things a human tries to do well in order to live well with AI. They 
are arranged as a cycle rather than a checklist, tracing the shape of how good thinking with AI actually unfolds. It begins 
with awareness — noticing that AI is present and choosing how to engage with it — which opens onto biodiversity of 
thought: drawing on the widest possible range of perspectives and ideas before narrowing anything down. From that 
breadth, creativity generates something new in a relational context that means something to the person. Discernment 
then does the essential filtering work, judging what is valuable in what has emerged and what is not. Transparency  
follows discernment rather than preceding it, because you can only be honest about the relative contribution of human 
and AI once you know what you're keeping and what you're setting aside. Continuity closes the loop: only the human 
undergoes in a human-AI collaboration. The human carries forward what has been made — the artefacts, the                 
argument, the judgement, the ongoing thread of the relationship — since AI itself retains none of it. And because                 
continuity feeds back into a fresh cycle of awareness, the process is perpetual and generative: each pass through the 
application of these six capacities becomes the ground on which the next act of noticing, thinking, and creating with AI 
takes place. 
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 We might conclude that two different forces run through this cycle. Biodiversity of thought and creativity are 
generative capacities: they grow through active cultivation and diminish without it especially when these                   
capacities are given away to AI. If we give away our creativity we will lose the generative force that has made us 
who we are. 
  
Awareness, discernment, transparency and continuity are better described as protective: conditions and skills 
that hold steady only if consciously defended against quiet erosion, rather than expanded through exercise.  
Living well with AI asks us to do both at once — to cultivate what is generative in us, and to protect what is       
vulnerable in us. 
  
The capable caring human  
The capable caring human sits at the centre of this model because capability and caring do something together 
that neither does alone. Caring without capability remains sentiment — felt, but unable to act on what it feels. 
Capability without caring becomes mere competence, exercised skilfully but directed at nothing beyond itself. 
Fused, they produce something more durable than either: commitment — the capacity to keep caring for what 
matters when feeling, energy, or any prospect of reciprocity are absent. This is caring at its most demanding, 
because it no longer depends on being replenished by what it receives in return; it persists through fatigue,    
difficulty, and the indifference of the things it tends — a woodland that cannot thank you, a piece of writing not 
yet finished, an AI that cannot care back. The developing and vulnerable expressions of being human, enfolded 
in this model, account for how and why a person comes to care about others and not only themselves. The             
capable caring human is what carries that caring into sustained, effective practice in the world — the corrective 
to a purely instrumental reading of what it takes to work well with AI. 
  
Most accounts of what makes someone good at working with AI default to the cognitive: clear and sophisticated 
prompts, good judgement, clear reasoning, sound evaluation of outputs. Ethical, feeling, creative and caring 
sitting alongside “thinking” refuse that narrowing. They insist that discernment exercised without care, or                  
transparency practised without any feeling for the person it's owed to, is a hollowed-out, purely procedural                 
version of it. The capable caring human is the corrective to a purely instrumental reading of everything around it 
and it connects deeply to the other forms of human expression illustrated in this synthesis. 
  
The developing human 
The second expression of being human does something almost opposite to the first: instead of resisting                            
reduction, it resists fixture. “The developing human” says that none of the six capacities are possessed once 
and for all. A person can be discerning about AI in their professional life and unreflective about it everywhere 
else; can be aware today and drifting again in six months and can easily relinquish their own imaginative                            
thinking for the instant ideas of AI. Naming development at the centre — rather than treating awareness or                
discernment as switches a person turns on — is what keeps the conceptual framework honest about the fact 
that this is a practice, sustained over time, not a stable state once achieved. The development of a human is a 
lifelong and lifewide enterprise. It reflects not only the efforts of individuals themselves but their interactions 
and relationships with the physical, social and emotional world of which they are a part. 
  
Its clearest and most consequential case, though, is not the adult refining a practice but the child or young             
person forming one for the first time. A child does not choose whether AI is woven into their environment. The 
adults around them do: a parent deciding what a nine-year-old uses unsupervised, a school deciding what's 
built into the platform every pupil is handed. The six capacities  — awareness, biodiversity of thought, creativity, 
discernment, transparency and continuity — are exactly the capacities a child has not yet fully developed and 
cannot be expected to exercise on their own behalf. Until they have, someone else is exercising them on the 
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 Figure 1 How the principles for living well with AI might relate to three expressions of being human  



126 

That gives parenting, education, Government and society more generally a fundamental role in developing and 
protecting young people. Thinking about and making decisions that shape the conditions under which someone 
else's capacity for good practice with AI gets to form at all. Designed slowness — protecting time before AI 
shortcuts a capacity a child hasn't built yet — isn't a private discipline a child adopts. It's a boundary an adult 
sets. The developing human names the child; parenting and education are named by implication, as the people 
who hold the decisions a child is not yet positioned to hold themselves. 
 
The vulnerable human 
This third expression of being human is worth holding apart from development rather than treating it as a variant, 
because the two make genuinely different claims. A child's need for protection is time-limited by design — the 
whole point of protected time, if it contains the opportunity for development, is that it ends, once capacity and 
responsibility has formed. Vulnerability arising from physical, cognitive or sensory impairment often doesn't    
resolve on that kind of timeline and may never resolve at all. Treating the two as the same idea risks implying that 
a person with a permanent cognitive impairment is somehow perpetually a child with respect to AI, which is 
both untrue and demeaning. 
  
Concern for vulnerable humans is narrower than development itself: both name people for whom the six capaci-
ties can't simply be assumed, and for whom someone or something else — a caregiver, a support worker, a de-
signed accessibility feature, a clinician — has to help hold the conditions under which those capacities are exer-
cisable, or exercise elements of them on the person's behalf. But the reason differs, the duration differs, and 
critically, the dignity of the relationship differs: a young person is being prepared for eventual full participation; a 
person with permanent impairment is owed appropriate support without that being framed as a stage on the way 
to something else. 
 
There is real hope here too. AI that is consistently attentive, patient, and available can extend independence, 
ease isolation, extend capability and lighten the load on those who provide support. These are not marginal 
gains for people navigating physical, cognitive or sensory impairment, they can be the difference between       
dependence and a workable measure of autonomy. For many people in this third category they may matter as 
much as anything else this technology offers.  
 
One conclusion we might draw from this inquiry 
This synthesis recognises that human beings have different expressions with different capacities to compre-
hend, engage with, and be moved by generative AI. A human born into a world where AI already exists must first 
be nurtured and protected by others, until they can form appropriate cognitive partnerships with AI of their own. 
That same human, grown into a capable caring being, may exercise a duty of care toward a child, an elderly or 
frail relative, or a person with some form of impairment — and is the same person who will, at another point in 
their life, through illness, grief, crisis, or simply old age, need that same duty of care exercised toward them. 
Caring and capability in this sense, are not a fixed condition a person achieves and holds; they are a provisional 
state, available, lost, and recovered across a life, never guaranteed by anything earned earlier. What makes this 
genuinely human is that everyone is, at different times, a giver of care and a receiver of it — neither role more 
fundamental than the other to what it is to be human. It is one part of being human looking after another part of 
being human, in the confidence — not the certainty — that the care will one day run the other way. 
 
The most important thing this inquiry has taught us is that the point of living well with generative AI was never 
really about AI. It's about us, and whether we recognise it as a cognitive presence we can ethically and responsi-
bly weave into the everyday fabric of our life. If we choose to do this, the principles outlined above guide us  
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toward the things we need to do to live well with it — as capable caring human beings, both protecting and                
developing what makes us who we and our species are. 
 
Living well with AI, then, is not only a private matter between an individual and a technology. We also carry a            
responsibility for those who have yet to learn how to use it — and for those who may never choose or be able to 
use it at all. 
 
Statement of Attribution 
This document traces two layers of authorship, corresponding to its two parts. 
 
Part 1's principles have two distinct origins. Principles 1–8 were drafted in April 2026 through the collaborative inquiry and 
discussions that gave substance to Living and Learning with AI — the work of NJ on behalf of the facilitation team and the 
inquiry's contributors, synthesised and subsequently refined and extended by Claude (Anthropic) in the light of ongoing ex-
ploration and participants' contributions. Principles 9–14 were drafted by Claude at NJ's request and then edited by NJ. They 
were derived from close reading of participant contributions gathered in this issue of the magazine, and each is grounded in 
specific testimony from named contributors, referenced beside it. 
 
Part 2 — Figure 1, and the closing reflection, “One conclusion we might draw from this inquiry” — was drafted by Claude at 
NJ's request and substantially reworked through iterative dialogue with NJ, who developed the argument and the human-
centred model, resolved its internal tensions, and wrote the final closing passage in its present form. Unlike the principles 
this model is not built on named testimony; it is an interpretive synthesis, offered as one reading of what the inquiry as a 
whole suggests, not a settled conclusion but a work in progress. 
 
A further passage of dialogue between NJ and Claude, exploring what caring means in a human–AI relationship in which only 
one party is capable of care, shaped three subsequent additions. The first is the explanatory note accompanying Figure 1 on 
the uneven textured background beneath the six capacities, naming AI's presence as a condition of the whole model rather 
than a node within it, and unevenly distributed for those who use it. The second is the paragraph explaining why the capable 
caring human sits at the centre of the model — developed from NJ's own account of caring as commitment: caring that per-
sists without needing anything, including reciprocity, in return. The third is a small set of refinements to the description of 
the six capacities — the observation that creativity generates something new in a relational context that means something 
to the person, and that continuity closes the loop because only the human undergoes in a human-AI collaboration, AI itself 
retaining none of it. In each case, NJ developed the argument through conversation; Claude drafted the resulting text; NJ 
edited it into the document. 
 
Principles 15 and 16 were added subsequently, and differ from 9–14 in kind rather than degree. Principle 15 is drawn from Dr 
Navid Tomlinson's contribution to this issue, “The Relational Gap that AI can Never Fill” and NJ’s concern that creativity be 
recognised as a principal node. Principle 16 arises not from a contributor's written testimony but from direct dialogue be-
tween NJ and Claude during the editorial process itself. Both are offered here as single-instance, tentative additions, includ-
ed for reflection and discussion rather than as settled or fully corroborated principles. 
 
The principles and human-centred model, should be viewed as a heuristic for reflection, discussion, amendment or rejec-
tion amongst the participants of the inquiry. Editorial authority and responsibility for this document, as with the rest of the 
inquiry, rests with NJ on behalf of the facilitation team. 
  
Sources 
1. The content of this Magazine — Lifewide Magazine #29 
2. Doug Cole, Living and Learning with AI: Personal Inquiry Journal 
3. Jenny Willis, The potential for cheating with AI: a teacher's perspective 
4. Melissa Shaw, Seeking AI ‘s assistance and finding more. 
5.      Victoria Wright, Where am I with AI?   
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6.      Holly Warren, Living, Thinking, and Creating With AI: Reflections from an Educator–Artist and the creation of Dyloomia 
7.      Valerie Lewis, Exploring the Liminal Space of Human– AI Interactions and Relationships: from threshold to new under-

standing 
8. Norman Jackson with Claude, Learning to Trust AI & Oneself 
9. Norman Jackson with Claude, Inquiry Participants' Concerns About AI 
10. Norman Jackson with Claude, AI through the Life Course Heuristic 
11. Norman Jackson, Some Thoughts on Living and Learning Well with AI 
12. Dr Navid Tomlinson, The Relational Gap that AI can Never Fill 
 
 
End Piece 
  
The first issue of Lifewide Magazine was published in January 2012 — where did those nearly fifteen years go? In 
a short editorial for that issue, I drew attention to Michael Fullan's book Change Forces with a Vengeance. On 
page 23 he offers a wonderfully simple recipe for bringing about change in a community or a system. I have 
drawn on it many times since, and it seems entirely fitting to draw on it once more as I close this magazine — 
the final act of this collaborative inquiry. 

Michael's four steps are these: start with a sense of moral purpose, key problems and desirable directions, but 
don't lock in on a fixed plan; build a community of interaction around those ideas; make sure quality information 
infuses that interaction and the deliberation that follows; and look for and extract promising patterns —                  
consolidating gains and building on them. 

Through our inquiries over the years I believe we have honoured these words, and shown how people with   dif-
ferent interests and backgrounds, coming together, can build deeper understanding of the world around them. 
This issue's testimonies and conversations were step three in practice; the SYNTHESIS and the Guiding Princi-
ples are step four, made visible. 

But this time was different in one respect. For the first time, a non-human cognitive presence joined the process 
— and it joined only at the fourth step, helping us find and extract the patterns in what had already been said. 
The moral purpose, the community, the quality of what we brought to each other — those remained entirely 
ours, as they had to. 

That is the one thing this inquiry has taught me above all: only we, the human participants, carry what we have 
learned within us, ready for what lies ahead. 

Norman Jackson 
Editor, Lifewide Magazine 
  
Editing and proofreading support and structural verification provided by Claude (Anthropic), across multiple 
independent sessions directed by NJ.  
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Addendum: Complete Tables for 'AI through the Life Course Heuristic’ pg 95 

Table 1 Life Course Heuristic: Phases, Character and AI Interaction 

Each phase is defined by a shifting constellation of domains and relationships, not by employment status.  
Phases overlap — early adulthood, mid adulthood and Active Midlife each share several years with a                       
neighbouring phase — and can be re-entered rather than strictly sequential. The age ranges are indicative, not 
prescriptive, and vary by individual, culture, and circumstance. In all stages there is a risk of digital/AI exclusion 
for people who do not have access to the technology and/or who do not learn how to use it in ways that are 
meaningful. 
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Table 1 continued 
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Figure 1 Heuristic showing 7 contexts for living (vertical axis) across 8 stages of the life course                           
(horizontal axis). 

The density of shading reflects the prominence of AI in a domain at each life stage for a typical person. Age 
ranges are indicative, not prescriptive, and vary by individual, culture, and circumstance. In all stages there is 
a risk of digital/AI exclusion for people who do not have access to the technology and/or who do not learn how 
to use it in ways that are meaningful. 


